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Abstract This paper describes security and privacy issues for multimedia database
management systems. Multimedia data includes text, images, audio and video. It describes
access control for multimedia database management systems and describes security policies
and security architectures for such systems. Privacy problems that result from multimedia
data mining are also discussed.
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1 Introduction

Multimedia database management systems manage multimedia data including text, images,
audio and video. More and more multimedia data are now available on the web and
effective management of this data is becoming a critical need. We also need to ensure that
the data is protected from unauthorized access as well as malicious corruption.

This paper will first discuss characteristics of multimedia database management systems
and then discuss issues on incorporating security into such systems. It will review various
security mechanisms and access control policies and discuss the applicability of these
mechanisms and policies for multimedia data. It will discuss specific security challenges for
text, imagery, audio and video data. Various security architectures for multimedia
information systems will be examined. Trade-offs between real-time processing, security
and data quality will be discussed. The paper will also discuss mining multimedia data
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management systems and examine the privacy violations that could occur through data
mining.

Next we will examine the developments in digital libraries, which can be considered to
be a special kind of multimedia information management systems, and discuss various
developments on secure digital libraries. Access control models such as role-based access
control and copyright protection method for digital libraries as well as secure information
retrieval will be discussed. We will also examine the emerging developments in semantic
web with respect to multimedia data and discuss issues in securing the semantic web.
Extensions to languages such as XML (extensible Markup Language) and RDF (Resource
Description Framework) for secure multimedia information management will be examined.

The organization of this paper is as follows. Background on multimedia data
management and mining will be given in Section 2. Security for multimedia database
systems including a discussion of discretionary security and multilevel security will be
discussed in Section 3. Quality of Service for multimedia data management systems
including tradeoffs between security, real-time processing and fault tolerance will also be
discussed in Section 3. Some emerging security issues for multimedia information
management systems will be discussed in Section 4. The topics to be discussed include
secure digital libraries and secure semantic web. Privacy for multimedia information
systems especially the problems that arise due to multimedia data mining will be discussed
in Section 5. Summary and directions will be given in Section 6.

2 Multimedia database management systems

A multimedia data management system must provide the support for managing text, video,
audio and image data. In addition, it must also manage multimedia data types. A
multimedia database management system (MM-DBMS) is essentially a database manage-
ment system (DBMS) that manages the multimedia data. Therefore, all of the issues in
designing a DBMS apply for an MM-DBMS. That is, we need architectures and data
models for MM-DBMSs. An MM-DBMS must also manage functions such as query
processing and transaction management. In our previous papers we have given details on
MM-DBMS (see [25]). In this section we summarize the information.

Various architectures are being examined to design and develop an MM-DBMS. In one
approach, the DBMS is used just to manage the metadata, and a multimedia file manager is
used to manage the multimedia data. Then there is a module for integrating the DBMS and
the multimedia file manager. This architecture is based on the loose-coupling approach and
consists of the three modules: the DBMS managing the metadata, the multimedia file
manager, and the module for integrating the two. The second architecture is the tight
coupling approach. In this architecture, the DBMS manages both the multimedia database
as well as the metadata. That is, the DBMS is an MM-DBMS. The tight coupling
architecture has an advantage because all of the DBMS functions could be applied on the
multimedia database. This includes query processing, transaction management, metadata
management, storage management, and security and integrity management. Note that with
the loose coupling approach, unless the file manager performs the DBMS functions, the
DBMS only manages the metadata for the multimedia data.

There are also other aspects to architectures as discussed in [22]. For example, a
multimedia database system could use a commercial database system such as an object-
oriented database system to manage multimedia objects. However, relationships between
objects and the representation of temporal relationships may involve extensions to the
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database management system. That is, a DBMS together with an extension layer provide
complete support to manage multimedia data. In the alternative case, both the extensions and
the database management functions are integrated so that there is one database management
system to manage multimedia objects as well as the relationships between the objects.
Multimedia databases could also be distributed. In this case, we assume that each MM-
DBMS is augmented with a Multimedia Distributed Processor (MDP) as discussed in [22].

In representing multimedia data, several features have to be supported. First of all, there
has to be a way to capture the complex data types and all the relationships between the data.
Various temporal constructs such as play-before, play-after, play-together, etc., have to be
captured (see, for example, the discussion in [14]). An appropriate data model is critical to
represent an MM-DBMS. Relational, object-oriented, as well as object-relational data
models have been examined to represent multimedia data (see also [2, 33]). Some argue
that relational models are better since they can capture relationships, while others argue that
object models are better as they represent complex structures.

Languages such as SQL are being extended for MM-DBMS (see, for example, [18]). It
appears that both relational and object models have to be extended to capture the temporal
constructs and other special features. Associated with a data model is a query language. The
language should support the constructs needed to manipulate the multimedia database. For
example, one may need to query to play frames 500–1,000 of a video script. In summary,
several efforts are under way to develop appropriate data models for MM-DBMSs.
Standards are also being developed. This is an area that has matured within the past couple
of years.

An MM-DBMS must support the basic DBMS functions. These include data
manipulation, which includes query/update processing, transaction management, metadata
management, storage management, and maintaining security and integrity. All of these
functions are more complex since the data may be structured as well as unstructured.
Furthermore, handling various data types such as audio and video is quite complex. In
addition to these basic DBMS functions, an MM-DBMS must also support real-time
processing to synchronize multimedia data types such as audio and video. Quality of
service is an important aspect for MM-DBMS. For example, in certain cases, high quality
resolution for images may not always be necessary. Special user interfaces are also needed
to support different media.

Data manipulation involves various aspects. Support for querying, browsing, and
filtering the data is essential. Appropriate query languages are needed for this purpose. As
discussed earlier, SQL extensions show much promise. In addition to just querying the data,
one also may want to edit the data. That is, two objects may be merged to form a third
object. One could project an object to form a smaller object. As an example, objects may be
merged based on time intervals, and an object may be projected based on time intervals.
Objects may also be updated in whole or in part. Much of the focus on MM-DBMS has
been on data representation and data manipulation. Various algorithms have been proposed.
Some of these algorithms have also been implemented in various systems [17].

There has been some discussion as to whether transaction management is needed in
MM-DBMS [15]. We feel this is important, as in many cases annotations may be associated
with multimedia objects. For example, if one updates an image, then its annotation must
also be updated. Therefore, the two operations have to be carried out as part of a
transaction. Unlike data representation and data manipulation, transaction management in
an MM-DBMS is still a new area. Associated with transaction management are concurrency
control and recovery. The issue is what are the transaction models? Are there special
concurrency control and recovery mechanisms? Much research is needed in this area.
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Many of the metadata management issues for DBMSs also apply to MM-DBMSs. What
is a model for metadata? What are the techniques for metadata management? In addition,
there may be large quantities of metadata to describe, say, audio and video data. For
example, in the case of video data, one may need to maintain information about the various
frames. This information is usually stored in the metadata. There are several other
considerations. Metadata plays a crucial role in pattern matching. To do data analysis on
multimedia data, one needs to have some idea as to what one is searching for. For example,
in a video clip, if various images are to be recognized, then there must be some patterns
already stored to facilitate pattern matching. Information about these patterns has to be
stored in the metadata. In summary, metadata management in an MM-DBMS is still a
challenge. Some ideas were presented in [11]. The emergence of Internet technologies
makes this even more complex.

The major issues in storage management include developing special index methods and
access strategies for multimedia data types. Content-based data access is important for
many multimedia applications. However, efficient techniques for content-based data access
are still a challenge. Other storage issues include caching data. How often should the data
be cached? Are there any special considerations for multimedia data? Are there special
algorithms? Also, storage techniques for integrating different data types are needed. For
example, a multimedia database may contain video, audio, and text databases instead of just
one data type. The display of these different data types has to be synchronized. Appropriate
storage mechanisms are needed so that there is continuous display of the data. Storage
management for multimedia databases is also an area that has been given considerable
attention. Several advances have been made during recent years [16].

Maintaining data integrity will include support for data quality, integrity constraint
processing, concurrency control, and recovery for multi-user updates, and accuracy of the
data on output. The issues on integrity for DBMSs are present for MM-DBMSs. However,
enforcing integrity constraints remains a challenge. For example, what kinds of integrity
constraints can be enforced on voice and video data? There is little research to address these
issues. Security mechanisms include supporting access rights and authorization. There are
also additional concerns. For example, in the case of video data, should access control rules
be enforced on entire scripts or frames? We discuss security in detail in Section 3.

Other functions for an MM-DBMS include quality of service processing, real-time
processing, and user interface management. For example, with respect to quality of service,
in some instances one may need continuous display of data, and in some instances one
could tolerate breaks of service. One has to come up with appropriate primitives to specify
quality of service. Real-time processing plays a major role since appropriate scheduling
techniques are needed to display various types of media such as voice together with video
data. Finally, appropriate multimodal interfaces are needed for inputting and displaying
multimedia data.

Data mining has an impact on the functions of multimedia database systems (see [22]).
For example, the query processing strategies have to be adapted to handle mining queries if
a tight integration between the data miner and the database system is the approach taken.
This will then have an impact on the storage strategies. Furthermore, the data model will
also have an impact. At present, many of the mining tools work on relational databases.
However, if object-relational databases are to be used for multimedia modeling, then data
mining tools have to be developed to handle such databases.

Typically data mining models data as a collection of similar but independent entities.
The goal of data mining is to search for patterns that are common to many of these entities.
Multimedia is harder to fit into this framework. Pictures and video of different buildings
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have some similarity—each represents a view of a building—but without clear structure
such as “these are pictures of the front of buildings” it is difficult to relate multimedia
mining to traditional data mining. Multimedia generally gives a lot of data on each entity,
but not the same data for each entity.

A second difference between multimedia mining and structured data mining is the
sequence or time element. Multimedia often captures an entity changing over time. Video
and audio are clearly ordered, and even text has little meaning without sequence. Time
series mining analyzes the change to one or more values over time. Multimedia is more
complex—as the sequence progresses, the concept being represented may change as well.
This is obvious with video, where a camera may pan or objects in the scene may move.
Text shows such movement as well—for example this paper has moved from discussing
multimedia data management to multimedia data mining and will later discuss security.
Understanding and representing such change in the mining process is necessary to mine
multimedia data.

This section has provided a brief overview of architectures, data models, functions and
mining for MM-DBMSs. Further details can be found in [22]. The purpose of this section is
to provide some background so that we can discuss security issues. Security and privacy are
discussed in Sections 3, 4 and 5.

3 Security for multimedia database management systems

3.1 Overview

The previous section provided an overview of multimedia database management systems. It
is critical that multimedia database systems be secure for a variety of applications including
Command and Control and Intelligence. Security includes confidentially where sensitive
information about the individuals are protected, secrecy where individuals are only given
access to the data that they are authorized to know, and integrity where unauthorized and
malicious modifications to the data are prohibited. Much work has been carried out on
security for database systems (see for example [9] and [23] for an overview of the
developments). There is some research on security for multimedia databases (see [19]). In
this paper we examine security issues for multimedia databases. We also examine privacy
where sensitive data and information about individuals are extracted as a result of
multimedia data mining.

In Section 3.2 we discuss the elements that constitute a security policy for multimedia
databases. We examine access control models as well as multilevel security for multimedia
databases. We also discuss security constraints. Security architectures for multimedia data
are discussed in Section 3.3. Security architectures are essentially architectures that identify
the security critical components. Secure data models will be the subject of Section 3.4.
Then in Section 3.5 we examine various multimedia database functions and discuss the
security impact on these functions. Managing multimedia data in a secure distributed
environment is discussed in Section 3.6. The inference problem for multimedia data is
discussed in Section 3.7. Security constraint processing is also elaborated in Section 3.7.
Security constraints are constraints that assign security levels to the multimedia data.
Integrity, real-time processing and fault tolerance are discussed within the context of
security in Section 3.8. That is, we discuss dependable multimedia database management.

In our discussion of security for multimedia database systems we make many
assumptions. For example, we assume that the components that support the data
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management system are secure. These include the communication subsystem and operating
system as well as the middleware. Note that to have a completely secure multimedia
information system we need secure multimedia database management systems, secure
multimedia information management systems, secure networks, secure operating systems,
secure middleware and secure applications. That is, we need end-to-end security. We need
to ensure that each component of the integrated system is secure. In this paper we will focus
only on securing the Multimedia Data Manager component of the integrated system.

3.2 Security policy

Security policy essentially specifies the application specific security rules and application
independent security rules. Application independent security rules would be rules such as

– The combination of data from two video streams is always sensitive
– User operating at level L1 cannot read/view data from a text object, image object,

audio object or video object classified at level L2 if L2 is a more sensitive level than
L1.

The second rule above is usually enforced for multilevel security. In a multilevel secure
database management system users cleared at different clearance levels access the data
assigned different sensitivity levels so that the user only gets the data he or she can access.
For example, a user at the Secret level can read all the data at the Secret level or below and
a user at the unclassified level can only read the unclassified data. The access control model
enforced for multilevel secure database systems is the Bell and La Padula model. In this
model a user can read data at or below his level and he can update data at or above his
level. Database security researchers have strengthened the second rule and most database
systems enforce a rule where a user updates data at his level (see [9]).

Now the main question is how does the policy apply for multimedia data? We could
have video cameras operating at different levels. Video cameras operating in the Middle
East may be highly classified while video cameras in Europe may be less classified.
Classified instruments will gather classified data while unclassified instruments will gather
unclassified data. Furthermore video data may be in the form of streams. Therefore we need
access control policies for data streams. Within each level, one could enforce application
specific rules.

Application specific security rules include the following:

– Only law enforcement officials have authorization to examine video streams emanating
from video camera A.

– Data from video streams A and B taken together are sensitive.
– All the data emanating from video cameras in Washington DC federal buildings are

sensitive while the data emanating from video cameras in North Dakota federal
buildings are not sensitive.

Essentially applications specific rules are specified using security constraints. We discuss
security constraint processing in a later section. Note that in addition to video streams the
discussion also applies for document sources, audiotapes and image data.

Another question is do the multimedia data collection instruments at different levels
communicate with each other? Now, if the Bell and LaPadula policy is to be enforced, a
classified instrument cannot send any data to an unclassified instrument. Data can move in
the opposite direction. The multimedia network must ensure such communication.
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A multimedia data collection instrument could also be multilevel. That is, an instrument
could process data at different levels. Data could be text, video, audio and imagery. The
multilevel data collector can then give data to the users at the appropriate level. For
example, a multilevel video camera may give Secret video streams to an Intelligence
officer, while it may give out only unclassified streams or images to a physician. One could
also enforce role-based access control where users access data depending on their roles. A
physician may have access to video/audio information about the spread of diseases while he
may not have access to video/audio data about potential terrorists.

Granularity of access control is a challenge for multimedia. In the case of text one could
grant access at the chapter level or even at the paragraph level. One could also classify the
existence of certain chapters or sections. In the case of images, one could grant access
depending on the content or at the pixel level. In the case of audio and video, one could
grant access at the frame level. For example, John can read frames 1,000–2,000 while he
can update frames 3,000–4,000. He has no access to any of the other frames.

Security policy integration is a major challenge. That is, each multimedia database may
enforce it own security policy and have its own constraints. The challenge is to integrate the
different policies especially in distributed and federated environments. For example, in the
case of a federation, each federation of multimedia databases may have its own policy,
which is derived from the security policies of the individual databases. The policies of the
federations will have to be combined to get an integrated policy. Many of the ideas have
been obtained from our earlier work on security for federated database systems (see [20]).

3.3 Secure system architectures for multimedia database systems

Various security architectures have been proposed for secure database systems (see [9],
[28]). Security architectures are essentially system architectures that have been designed
with security in mind. In this section we will examine four architectures for secure
multimedia data management.

Consider architecture I which is the Integrity Lock architecture. In this architecture, there
is a trusted agent that resides between the multimedia data collector and the multimedia data
manager. Trusted agents are processes that carry out security critical functions. The trusted
agent computes a cryptographic checksum for each multimedia object (e.g., paragraphs,
images, audio frames, video frames etc.) depending on the security level of the data
collector and the value of the data. The data object, the level and the checksum are stored in
the multimedia database. When the data is retrieved, the trusted agent recomputed the
checksum based on the data value and the level that are retrieved. If the newly computed
checksum equals the checksum that is stored, then the trusted agent assumes that the data
has not been tampered with. The idea here is to make the multimedia data manager
untrusted. It will be very hard to trust the multimedia data manager as these data managers
could reside at different sites. The main question is, can we afford to have a trusted agent
for each multimedia data manager or do we have a trusted agent to manage say a collection
of multimedia data collectors? We need to carry out a tradeoff study in determining how
many trusted agents do we need. In a resource-constrained environment, we may have to
employ fewer trusted agents.

Next architecture we discuss is the distributed architecture. Here we partition the data
depending on the level. Here again there is a trusted agent that receives multimedia data and
sends the data to the appropriate multimedia data manager. Classified data is sent to the
classified multimedia data manager and the unclassified data is sent to the unclassified
multimedia data manager. These data managers could be managing text, images, audio,
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video or a combination of the data types. If data has to be retrieved say by an Intelligence
officer then the trusted agent retrieves the data from both the classified and unclassified data
managers. If the data has to be retrieved by say a Physician then the data is retrieved from
only the unclassified data manager. There is however an issue whether data could be
covertly leaked from a Trojan horse operating at the classified level by inserting some
values into the query. For example, the fact that there is a mission called Operation X could
be classified. However a Trojan horse at the classified level could send the query to the
unclassified multimedia manager to retrieve the video script for Operation X. Now, one
could enforce security constraints by the trusted agent to detect such violations. That is, the
trusted agent could enforce the security constraint that the fact that Operation X exists is
classified and not send the query to the unclassified multimedia data manager. Another
option is to replicate all the unclassified multimedia data at the classified level.

The third architecture is the operating system providing access control architecture.
Here, while each multimedia data manager can handle multiple levels, there is an instance
of a multimedia data manager operating at each level. The multimedia data are partitioned
and access to the data are managed by the operating system. That is, the Unclassified
multimedia data are stored in an Unclassified file while the Secret multimedia data are
stored in a Secret file. Then the data is recombined during query and managed by the
multimedia data manager operating at the user subject’s level. Note that with this
architecture the multimedia data manager is untrusted.

The final architecture is the trusted architecture. That is, while the first three
architectures keep the multimedia data manager untrusted, in this architecture we trust a
portion of the data manager that is controlling access to the multimedia data. We need to
conduct an architecture analysis study and experimentation to determine which architecture
is suited for secure multimedia data management.

3.4 Secure data models for multimedia database systems

Security has an impact on the data models for MM-DBMSs. In Section 2 we stated that
relational, object as well as object-relational data models have been examined for MM-
DBMSs. We need to examine security properties for these models.

There has been a lot of research on secure data models especially for relational and
object-oriented data models. A survey is given in [9]. For example, what is the granularity
of classification? In the case of relational models, do we classify or grant access to entire
relations or can we grant access at the attribute, tuple and element level? In the case of
object models, do we grant access to objects and classes or can we grant access to parts of
the objects? How do we classify a composite object? For example, can we grant access to
certain paragraphs of documents and deny access to certain other paragraphs? Little work
has been reported on secure object relational data models. These models will combine
security properties for both relational and object data models. We need to revisit this
research again for secure multimedia database system.

3.5 Security impact on multimedia data and information management functions

Security has an impact on all of the functions of a multimedia data manager. Consider the
query operation. The query processor has to examine the access control rules and security
constraints and modify the query accordingly. For example, if the fact that the existence of
Operation X is classified, then this query cannot be sent to an unclassified multimedia data
collector such as a video camera to film the event. Similarly the update processor also
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examines the access control rules and computes the level of the multimedia data to be
inserted or modified. Security also has an impact on multimedia editing and browsing.
When one is browsing multimedia data, the system must ensure that the user has the proper
access to browse the link or access the data associated with the link. In the case of
multimedia editing, when objects at different levels are combined to form a film, then the
film object has to be classified accordingly. One may need to classify the various frames or
assign the high water mark associated with the levels of the individual objects that compose
the film. Furthermore, when films are edited such as certain portions are deleted, and then
one needs to recompute the level of the object.

Secure multimedia transaction processing is another issue. First, what does transaction-
processing mean? One could imagine data being gathered from two different locations (e.g.
video streams) and make simultaneous updates to the multimedia database. Both updates
have to be carried out as a transaction. This is conceivable if say an analyst needs both films
to carry out the analysis. So assuming that the notion of a transaction is valid, what does it
mean to process transactions securely? There has been a lot of work on secure transaction
processing both for single level and multi-level transactions. In the case of a single level
transaction it is assumed that the transaction is processed at a single security level. In the
case of multilevel transactions, the transaction may operate at multiple security levels. The
main challenge is to ensure that information does not flow covertly from a higher level to a
lower level. Multimedia transaction processing will also have similar challenges. We need
to examine the techniques from secure transaction processing and real-time transaction
processing to see if we can develop techniques specific to dependable multimedia
transaction processing.

Next consider the storage manager function. The storage manager has to ensure that
access is controlled to the multimedia database. Storage manager may also be responsible
for partitioning the data according to the security levels. The security impact of access
methods and indexing strategy for multimedia data are yet to be determined. Numerous
index strategies have been developed for multimedia data including for text, images, audio
and video. We need to examine the strategies and determine the security impact.

Metadata management is also another issue. For example, we need to first determine the
types of metadata for multimedia data. Metadata may include descriptions about the data,
the source of the data as well as the quality of the data. Metadata may also include
information such as Frames 100–2,000 are about president’s speech. Metadata may also be
classified. In some cases the metadata may be classified at a higher level than the data itself.
For example, the location of the data may be highly sensitive while the data could be
unclassified. We should, also ensure that one cannot obtain unauthorized information from
the metadata.

3.6 Secure distributed multimedia data management

As we have stated in this paper, there may be multiple multimedia databases connected
throughout the network. Some of the databases may contain single media data such as text;
images, video or audio and some others may contain multimedia data. Some of them may
be unstructured while some other may be semi-structured. There is also a need to connect
multimedia data with relational and structured data. The collection of multimedia databases
functions like a distributed database management system. Therefore, ensuring security for
such a network is in many ways like ensuring security for distributed database management
systems.
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The distributed architecture we have discussed in the previous section is one such
architecture that could be employed for a secure distributed multimedia data manager. That
is, data is partitioned according to security levels and managed by a trusted agent. We may
also want to connect several multimedia data managers each based on one of the
architectures we have discussed in the previous section. That is, we can build a true secure
distributed multimedia data manger by connecting the different secure multimedia data
managers. We assume that the multimedia communication network that connects the
multimedia data managers is secure. We have to ensure that when the different multimedia
data managers are connected no higher-level information is sent to a lower level multimedia
data manager. That is, we could assume that at each site there could be an instance of a
multimedia data manager operating at level L communicating with another multimedia data
manager also operating at level L.

Another challenge is to enforce distributed access control. Each multimedia node would
have its own security policy. We need to form an integrated policy. The integrated policy
has to be enforced across all the multimedia nodes. The aggregation problem is exacerbated
as the multimedia data managers process data and the processed data may have to be
aggregated across the data managers. The aggregated data may be highly sensitive. We
discuss the inference problem in the next section.

3.7 Inference problem

Inference is the process of users or subjects deducing information from the legitimate
responses received. If the deduced information is something that the user is not allowed to
see then it becomes a problem. This is known as the inference problem. Various approaches
have been proposed to handle the inference problem (see for example, [32]). One of the
promising approaches to the inference problem is security constraint processing where
some constraints are processed during database design where the data schemas are
partitioned according to the security levels. Some constraints are processed during database
updates and the data is assigned appropriate levels. Some constraints are processed during
the query operation and the data is prevented from being released to the user. Some
examples of security constraints were given in Section 3.2. These are application specific
constraints.

In a shared data processing environment, because a lot of data has to be aggregated,
there could be a potential for inference problems. That is, the aggregated data from
multimedia nodes A, B and C could be highly sensitive. For example, one multimedia data
manager could be managing video streams emanating from the situation in the Middle East
and another multimedia data manager could manage video streams emanating from the
situation in Asia and the combined sensed information could be highly sensitive. The
inference controller has to examine the constraints and prevent such sensitive information
from being released to individuals who are not authorized to acquire this information.

While much progress has been made on the inference problem for relational databases,
we need to examine the techniques for multimedia databases. However new technologies
such as data mining exacerbates the inference problem. That is, because with data mining,
users now have tools to make all kinds of inferences some of which may be unauthorized.
However we need data mining tools as they solve many security problems such as intrusion
detection and auditing. Therefore, we need to develop data mining techniques that will
control, some of the unauthorized inferences. We will revisit this topic under privacy in
Section 5.
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3.8 Quality of service for multimedia data management systems

Another challenge for multimedia data management is how do you make tradeoffs between
security, integrity, fault tolerance and real-time processing. In many cases the data will have
to satisfy integrity constraints. However security and integrity have some conflicts. For
example, if Unclassified multimedia data managers may be managing say video streams of
some events and the data gathered from the Secret multimedia data managers are not sent to
the Unclassified managers for security reasons, the Unclassified managers are reasoning
with incomplete information and one cannot have confidence on the results of the analysis.
The question is what is more important: security or integrity? In a critical situation when
there is just an unclassified data manager say managing video streams emanating from
North Dakota and some action has to be taken immediately, then it may need some
classified information to make the decision. However this will be a gross security violation.
Therefore we need flexible techniques to have both integrity and security.

Another challenge is the conflict between security and real-time processing. If a
multimedia data manager monitors the environment and must update the images within 5 s
and if there are many access control checks as to whether the multimedia data manager can
indeed update the data, then the timing constraint may be missed. Therefore, we need
flexible techniques for ensuring security as well as real-time processing.

Fault tolerance is a major area for multimedia data management. For example, we cannot
guarantee that all the multimedia data managers in different locations will be up all the
time. The challenges include, backing up the data managers, replicating the data mangers,
data managers rejoining networks with little disruption, utilizing the techniques developed
for distributed data management with respect to commit protocols and distributed
concurrency control algorithms for sensors, and ensuring that the data managers recover
from faults in a secure environment. What we need is a quality of service manager to make
tradeoffs between security, integrity real-time processing and fault tolerance. Finally there
has been lot of work on using real-time techniques for presentation and synchronization of
multimedia data (see [22]). We need to incorporate security into this research. For a
discussion of integrating security and real-time processing for command and control
systems we refer to [31].

4 Security issues for multimedia information management systems

4.1 Overview

Information management systems include database systems as well as digital libraries,
information retrieval systems and data mining systems. Multimedia information manage-
ment is having a major impact in several technologies including digital libraries, e-
commerce, semantic web, document publishing and information retrieval, and stream
processing especially for multimedia data. In addition there are also other technologies such
as collaboration and knowledge management that need multimedia information manage-
ment. For many of these applications the multimedia information management systems
have to be secure. In this section we will discuss some of the security issues.

The organization of this section is as follows. In Section 4.2 we discuss security for
digital libraries. Multimedia information management for secure e-commerce will be
discussed in Section 4.3. Security for semantic web, which involves managing multimedia
data, will be the subject of Section 4.4. Secure publishing of multimedia documents will be
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discussed in Section 4.5. Secure stream information management will be discussed in
Section 4.6. Multimedia for secure collaboration and knowledge management will be
discussed in Section 4.7.

4.2 Secure digital libraries

Digital libraries are essentially about storing, processing, managing and analyzing
collections of digitized documents. These documents could contain text, images, audio
and video data. One can envisage digital libraries to be hypermedia information systems,
which are essentially multimedia information objects that are linked. That is, one can
browse the multimedia documents by traversing the links.

All of the security challenges discussed for multimedia databases such as secure query
processing, secure storage and managing metadata securely are challenges for digital
libraries. In addition, we need to be concerned about copyright protection, protecting the
links and nodes while browsing the documents as well as special security models for the
digital libraries. There has been some research on secure digital libraries (see for example
[9]). There is still much to be done.

4.3 E-commerce security

Multimedia plays an important role for e-commerce. This area is now called multimedia-
commerce or M-Commence. While carrying out e-commerce, various documents have to
be interchanges. Much of the information such as contracts, billing data and other
transaction data may contain text as well as other media. There has been some on secure e-
commerce (see [12]). We also need to examine security for m-commerce.

For example, XML is being used to represent many of the documents. Extensions to
XML such as SMIL (Synchronized Multimedia Language) have been proposed for
representing multimedia documents. We need to ensure that that these documents are
accessed only by authorized individuals. There has been some work on XML security (see
[4]). We need to examine security for multimedia documents on the web.

4.4 Secure semantic web

Tim Berners Lee has specified various layers for the semantic web (see [3]). At the lowest
level one has the protocols for communication including TCP/IP (Transmission Control
Protocol/Internet protocol), HTTP (Hypertext Transfer Protocol) and SSL (Secure Socket
Layer). The next level is the XML layer that also includes XML schemas. The next level is
the RDF layer. Next come the Ontologies and Interoperability layer. Finally at the highest-
level one has the Trust Management layer.

The challenge is, how can we trust the information that the web gives us? Closely related
to trust is security. However security cannot be considered in isolation. That is, there is no
one layer that should focus on security. Security cuts across all layers and this is a
challenge. For example, consider the lowest layer. One needs secure TCP/IP, secure
sockets, and secure HTTP. There are now security protocols for these various lower layer
protocols. One needs end-to-end security. That is, one cannot just have secure TCP/IP built
on untrusted communication layers. That is, we need network security. Next layer is XML
and XML schemas. One needs secure XML. That is, access must be controlled to various
portions of the document for reading, browsing and modifications. There is research on
securing XML and XML schemas. The next step is securing RDF. Now with RDF not only
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do we need secure XML, we also need security for the interpretations and semantics. For
example under certain context, portions of the document may be Unclassified while under
certain other context the document may be Classified. As an example one could declassify
an RDF document, once the war is over. Lot of work has been carried out security
constraints processing for relational databases. One needs to determine whether these
results could be applied for the semantic web (see [5, 30]).

Once XML and RDF have been secured the next step is to examine security for
ontologies and interoperation. That is, ontologies may have security levels attached to them.
Certain parts of the ontologies could be Secret while certain other parts may be
Unclassified. The challenge is how does one use these ontologies for secure information
integration? Researchers have done some work on the secure interoperability of databases.
We need to revisit this research and then determine what else needs to be done so that the
information on the web can be managed, integrated and exchanged securely.

4.5 Secure publishing of multimedia documents

Whether it is for digital libraries or for semantic web or for m-commerce, we may need to
publish multimedia documents on the web. Security is an important consideration for
publishing documents. In [4] some interesting work was reported on secure publishing of
XML documents. The idea is for owners to specify access control policies on users and
third party publishers to enforce the access control policies when disseminating the
documents. Now, if the third party is trusted then no additional work is necessary. However
it is almost impossible to trust all of the agents on the web. Therefore the challenge is to use
appropriate encryption techniques and ensure that the user only gets the documents he is
authorized to get.

We need to examine such work for publishing multimedia documents on the web.
Publishing XML documents is just the first step. As we have stated, extensions to XML
have been proposed for representing multimedia documents. The challenge is how do you
publish text, image, audio and video documents securely on the web in the midst of
untrusted third parties? We need more research to address these challenges.

4.6 Secure stream information processing

Stream information management has received much attention (see [7]). However little work
has been reported on security issues. Stream data is continuous data emanating say from
sensors and network devices. Often the data is transient. Stream data management issues
include developing appropriate query processing and storage strategies.

Security issues for stream information processing were briefly examined in [29] as part
of security for sensor databases. For example, what type of access control can you enforced
on streams. What happens when data is aggregated? Another challenge is what happens
when malicious programs corrupt the data? For example, some results on computing correct
aggregate results from possibly corrupted individual data sources were examined in [13].
There is still lot more research to be done in this area. Inference problem when aggregating
streams is also an issue.

4.7 Other security issues

The previous sections focused on security for semantic web, digital libraries, stream
information management, and e-commerce with respect to managing multimedia data.
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There are several other security challenges. For example, multiple users may collaborate
with each other and may exchange multimedia documents. We need to investigate security
issues for multimedia documents used for collaboration.

Secure knowledge management is also another challenge for multimedia information
management. For example, how do we protect the intellectual property of an organization?
The intellectual property may be in the form of video/audio recordings, documents and
presentations with animations. How do you securely store and manage this information?
Secure knowledge management challenges also include managing multimedia documents
on corporate Intranets. There is still a lot of research to be done in this area.

5 Privacy considerations

5.1 Overview

Privacy is about protecting information about individuals. Privacy has been discussed a
great deal in the past especially when it relates to protecting medical information about
patients. Social scientists as well as technologists have been working on privacy issues.
However, privacy has received enormous attention during the past year. This is mainly
because of counter-terrorism and national security. For example in order to extract
information about various individuals and perhaps prevent and/or detect potential terrorist
attacks data mining tools are being examined. We have heard a lot about national security
vs. privacy in the media. This is mainly due to the fact that people are now realizing that to
handle terrorism, the government may need to collect data about individuals and mine the
data to extract information. Data may be relational or it may be text, video and images. This
is causing a major concern with various civil liberties unions (see [24, 27]).

In this section we discuss privacy threats that arise due to data mining and multimedia data
mining. We also discuss some solutions. Section 5.2 will discuss issues on multimedia data
mining, national security and privacy. Some potential solutions are discussed in Section 5.3.

5.2 Multimedia data mining, national security and privacy

With the world wide web, there is now an abundance of data information about individuals
that one can obtain within seconds. The data could be structured data or could be
multimedia data such as text, images, video and audio. Information could be obtained
through mining or just from information retrieval. Therefore, one needs to enforce controls
on databases including multimedia databases and data mining and multimedia data mining
tools. This is a very difficult problem especially with respect to multimedia data mining. In
summary, one needs to develop techniques to prevent users from mining and extracting
information from the multimedia data whether they are on the web or on servers. Now this
goes against all that we have said about data mining in our previous papers (see for
example, [21]). That is, we have portrayed data mining as a technology that is critical for
say analysts and other users so that they can get the right information at the right time.
Furthermore, they can also extract patterns previously unknown. This is all true. However,
we do not want the information to be used in an incorrect manner. For example, based on
information about a person, an insurance company could deny insurance or a loan agency
could deny loans. In many cases these denials may not be legitimate. Therefore,
information providers have to be very careful in what they release. Also, data mining and
multimedia data mining researchers have to ensure that privacy aspects are addressed.
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While little work has been reported on privacy issues for web and mining, we are
moving in the right direction. As research initiatives are started in this area, we can expect
some progress to be made. Note that there are also social and political aspects to consider.
That is, technologists, sociologists, policy experts, counter-terrorism experts, and legal
experts have to work together to develop appropriate data mining and multimedia data
mining techniques as well as ensure privacy. Some potential solutions to the privacy
problem that arise due to data mining are discussed in the next section.

5.3 Solutions to the privacy problem

As we have mentioned, the challenge is to provide solutions to enhance national security
but at the same time ensure privacy. There is now research at various laboratories on
privacy enhanced/sensitive data mining (e.g., Agrawal at IBM Almaden, Gehrke at Cornell
University and Clifton at Purdue University, see for example [1, 6, 10]). The idea here is to
continue with mining but at the same time ensure privacy as much as possible. For
example, Clifton has proposed the use of the multiparty security policy approach for
carrying out privacy sensitive data mining. While there is some progress we still have a
long way to go. Some useful references are provided in [6] (see also [8]).

We give some more details on an approach we are proposing. Note that one mines the
data and extracts patterns and trends. The privacy constraints determine which patterns are
private and to what extent. For example, suppose one could extract the names and
healthcare records. If we have a privacy constraint that states that names and healthcare
records are private then this information is not released to the general public. If the
information is semi-private, then it is released to those who have a need to know.
Essentially the inference controller approach we have discussed is one solution to achieving
some level of privacy. It could be regarded to be a type of privacy sensitive data mining. In
our research we have found many challenges to the inference controller approach we have
proposed (see [30]). These challenges will have to be addressed when handling privacy
constraints (see also [26]).

Much of the work on privacy preserving data mining focuses on relational data. We need
to carry out research on privacy preserving multimedia data mining. There have been some
discussions on privacy preserving text data mining. We need to combine techniques for
privacy preserving data mining with techniques for multimedia data mining to obtain
solutions for privacy preserving multimedia data mining.

6 Summary and directions

This paper has provided some of the developments and directions in secure multimedia
database management. We started with a discussion of multimedia data management and
mining and then focused on security issues. Then we discussed privacy concerns.

There is still a lot to be done. Security research for multimedia database management is
just beginning. While there have been some efforts over the past decade, there is still much
to be done on developing security policies, architectures and query strategies. Privacy
issues are even more challenging. We are only beginning research in multimedia data
mining and privacy preserving data mining. Therefore we have a long way to go before we
develop practical solutions for privacy preserving multimedia data mining. We have
provided some initial directions in this paper.
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