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ABSTRACT
Massive data sets that are generated in many applications
ranging from astronomy to bioinformatics provide various
opportunities and challenges. Especially, scalable mining of
such massive data sets is an challenging issue that attracted
some recent research. Some of these recent work use MapRe-
duce paradigm to build data mining models on the entire
data set. In this paper, we analyze existing approaches for
large scale data mining and compare their performance to
the MapReduce model. Based on our analysis, a data min-
ing framework that integrates MapReduce and sampling is
introduced and discussed.
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1. INTRODUCTION
Currently, enormous amounts of data are created every day.
With the rapid expansion of data, we are moving from the
Terabyte to the Petabyte Age. At the same time, new tech-
nologies make it possible to organize and utilize the massive
amounts of data currently being generated. However this
trend creates a great demand for new data storage and anal-
ysis methods. Especially, theoretical and practical aspects
of extracting knowledge from massive data sets have become
quite important. Consequently, large-scale data mining has
attracted tremendous interest in data mining community
[7, 14, 9]. Based on these research, three alternatives have
emerged for dealing with massive data sets:

• Sampling: Massive data set is sampled and data min-
ing model is built using the sampled data. Building a
model on sampling data is fast and efficient, and can
be as accurate as building a model on the entire data

set [11]. However, some questions about sampling are
challenging such as,What is the right sample size? How
do we increase the quality of samples?

• Ensemble Methods: In this case, data is partitioned
and mined in parallel to create ensemble of classifiers.
Basically, this approach takes the“divide and conquer”
idea, partitioning the entire data set into several sub-
sets, then running the in-memory mining algorithm on
each subset, while finally merging the local classifiers
to build global classifier to do the classification [31].

• MapReduce based Approaches: Recently, cloud
computing platforms have been developed for process-
ing large data sets. Examples are Google file system
[16], BigTable [10], and MapReduce [14] infrastructure,
Amazon’s S3 storage cloud, SimpleDB data cloud, and
EC2 compute cloud [1], sector/sphere infrastructure
[20, 6], and the open source Hadoop system [2], con-
sisting of the Hadoop Distributed File System (HDFS),
and HBase. MapReduce infrastructure has provided
data mining researchers with a simple programming
interface for parallel scaling up of many data mining
algorithms on large data sets. This certainly make
it possible to mine larger data sets without the con-
straints of the memory limit.

This paper compares the three main large scale data mining
approaches using a large real-world data set. The data set is
composed of large number of web pages retrieved from the
Internet and the document classification is our data mining
task. Next, the results and analysis of the experiments are
discussed in detail. Finally, ideas are proposed and explored
for further studies in large-scale data mining in the future.

This paper is structured as follows: in section 2, an overview
of related works in large scale data mining is given. In sec-
tion 3, the MapReduce framework and data mining algo-
rithm used in our work are detailed. In section 4, the three
different approaches used in this papers’ experiments for the
large-scale data mining are discussed. The experimental re-
sults are provided in section 5. In section 6, a new framework
that combines sampling and MapReduce is explained. Fi-
nally conclusions are drawn and future work is outlined in
section 7.



2. RELATED WORK
Recently, large-scale data mining has been extensively in-
vestigated. Taking advantages of MapReduce techniques to
tackle the problems in the large scale data mining domain
gains more and more attention [30, 12, 29, 17, 8]. It is very
clear that the MapReduce framework provides good perfor-
mance with respect to scalability, reliability and efficiency.
Utilizing MapReduce is one of major methods along with
sampling [31, 15] and optimal algorithm design [31, 33, 26]
in large scale and parallel data mining.

MapReduce has been intensively used for large scale ma-
chine learning problems at Google Inc. [14, 29, 13]. Other
researchers have used MapReduce in many data mining ap-
plications [12, 17, 30, 24, 35, 21]. Besides MapReduce, other
cloud infrastructures have been used for data mining tasks as
well [28, 18]. Chu et al presented an applicable data mining
framework of MapReduce [12]. In their work, they showed
the possible implementation of machine learning algorithms
using their framework. Furthermore they illustrated that
the algorithms that fit the Statistical Query model [23] can
be written in a certain “summation form”, which can be eas-
ily parallelized in the MapReduce framework. They demon-
strated that the computation speed is linear with the num-
ber of computer cores. Gillick et al proposed the initiative of
the implementations of MapReduce framework, specifically,
for applications in the nature language processing area [17].
Later Papadimitriou et al presented the MapReduce based
framework for the entire data mining process [30]. Panda et
al presented a framework using a paralleling decision tree
algorithm with MapReduce [29]. Ensemble methodology
is one of the promising approaches. Provost et al summa-
rized the methods for scaling up inductive algorithms in [31]
and presented ensemble methods. In another direction, ap-
proaches using sampling methods are well reviewed in [19].

This work focuses on comparing the data mining task perfor-
mance using these three major approaches in large scale data
mining. Although our work is still in the initial phase, we
have obtained some interesting observations from our exper-
iments, and hence we propose a very promising MapReduce
framework for future work.

3. PRELIMINARY DEFINITION
3.1 MapReduce
Proposed in early this century by Google, MapReduce [14]
is a programming model and it provides distributed com-
putation framework. Computation under this framework is
declared through the Map and Reduce functions, executed in
this order. The Map function takes a pair of < key, value >
as input, and emits intermediate < key, value > pairs to the
Reduce function. The reduce function processes all interme-
diate values associated with the same intermediate key. By
using MapReduce framework to execute distributed comput-
ing in a cluster, users only need to consider the logical aspect
of the computation, and do not need to consider distributed
programming issues, since the system automatically takes
care of all the issues, such as data partitioning and distri-
bution, failure handling, load balancing and communication
within cluster. Recently, thanks to the Hadoop project [2], a
open source software implementing MapReduce framework,
MapReduce has been largely used in academia and indus-
try. Hadoop, coming with Hadoop Distributed File System

(HDFS), providing a simple programming model, serves a
scalable, reliable and efficient infrastructure for clustering
computing on large data sets. MapReduce framework has
been used in many large scale data tasks, for example, dis-
tributed grep and sort, large scale machine learning and
graph computation. However, not every computation can be
parallelized in MapReduce framework. The independences
of computation and the output order of every map step are
the requirements for the MapReduce paralleled execution.

3.2 Naïve Bayes Classifier
Among all classifiers, the Näıve Bayes classifier is simple
and efficient in most classification tasks. It is a probabilistic
method based on the Bayes theorem and strong indepen-
dence assumptions. The Näıve Bayes classifier function is
defined as follows. The Näıve Bayes classifier selects the
most likely classification Cnb as [27]

Cnb = argmaxCj∈CP (Cj)
∏

i

P (Xi|Cj) (1)

where X = X1, X2, ..., Xn denotes the set of attributes, C =
C1, C2, .., Cd denotes the finite set of possible class labels,
and Cnb denotes the class label output by the Näıve Bayes
classifier.

In a text categorization task, the Näıve Bayes classifier is one
of the two most commonly used classifiers, and the other one
is SVM. In a text categorization context, the classifier can
be written as equation 2 [25].

C(d) = argmaxCj∈CP (Cj)
∏

wi∈d

P (wi|Cj) (2)

where d denotes a document represented as a stream of
words w = w1, w2, ..., wn, C = C1, C2, .., Cd denotes the
finite set of possible class labels, and C(d) denotes the class
label output by the Näıve Bayes classifier.

To avoid zero in P (wi|Cj), a smoothing method is applied.
Laplace smoothing method, shown as equation 3, is one of
most popular methods, which is used in our experiments.

P (wi|Cj) =
1 + f(wi, Cj)

|W |+ f(Cj)
(3)

where f(wi, Cj) denotes the frequency of word wi seen in
the documents whose label is Cj . And f(Cj) denotes the
total number of words seen in the documents whose label is
Cj . |W | denotes the total number of distinct words seen in
all documents.

4. APPROACHES FOR LARGE-SCALE DATA
MINING

• Sampling Model: As stated in [19], there are several
sampling methods used in data mining. Among them,
random sampling is straightforward and it works in
many cases. In our sampling model, we use a random
number to randomly select the data from the training
set and use the sampled data set to train the Näıve
Bayes classifier.



Figure 1: Ensemble approach.

• Ensemble model: In this model, we randomly divide
the whole training set into several groups, each of which
has the same number of files. Because we randomly as-
sign each file to a group, every group contains the same
category distribution as the original data set. The idea
of the ensemble model is to build individual classifier
on each group and use each classifier to classify the
testing files, then use majority vote to decide the final
category of each file, shown in figure 1.

• Hadoop model: Thanks to the capability of reliable,
scalable and distributed computing, Hadoop provides
a framework to build the classifier taking large scale
data set. The model builds a classifier on the entire
training set and the classifier is evaluated against the
testing set. Both the training and evaluation process
can be parallelized in MapReduce framework, shown
in figure 2.

5. EXPERIMENTAL RESULTS
5.1 Data Set
In our experiments, the purpose is to compare the three dif-
ferent data mining methods in a real-world large scale data
set. The existing most popular data sets used in data mining
field can not meet our requirement of size for the real data
set. Therefore, we chose to collect a real world large data
set from the Web. Our data set of html pages are fetched
from www.dmoz.org. The Open Directory Project [4] is the
largest, most comprehensive human-edited directory of the
Web. It is constructed and maintained by a vast, global
community of volunteer editors. DMOZ OPD is one of the

most frequently used web directories in the web page classifi-
cation research domain [32]. The DMOZ website contains a
classification structure of 15 top-level categories, from which
we choose to get 8 of them as our experiment data set. The
eight categories we choose, and the numbers of html pages
from each category are listed in table 1. There is a total of
725, 608 html pages that constitute 30GB in size.

5.2 Data Preprocessing
Before we run topic classification, all html pages are pre-
processed by our text preprocessor. The text preprocessor
cleans the data for the training and classification usage by
(1) removing all html tags and extracting the content from
the “title” and “description” metatags, and any meaningful
content in the “body” section; (2) removing stop words and
any symbol other than the number or letters. After the step
of preprocessing, every html file has been converted to a
text file with a stream of terms. Since our purpose of the
experiment is not to investigate the methodology of the web
page classification, we prefer to study the accuracy of the
classification of simple text files rather than complex struc-
tured html files. Therefore, in data preprocessing phase, we
remove all the html related features and only keep the mean-
ingful and important information presented in html pages.
In the next part of the experiment, the classification task
can be seen as a text categorization task.

5.3 Experiment Setup
In our sampling and ensemble methods, we use Rainbow [5]
to train the Näıve Bayes Classifier. Rainbow has been widely
used in text classification tasks. Rainbow reads the docu-
ments and writes to disk a model containing their statistics.
By using the statistics, Rainbow computes the probabilities
required by building a Näıve Bayes classifier, as discussed in
Section 3.2. The classifiers are trained by Rainbow with its
default Laplace smoothing method and no feature selection.

According to [28], Shuffle and Chop are two data partition-
ing methods. Shuffle distributes data randomly, while chop
divides data by existing order. Because our data set has not
pre-randomed and shuffle has been proven to be better per-
formance than chop. In our ensemble approach, we adopt
shuffle method to partition data.

To build the Näıve Bayes classifier on the entire data set us-
ing MapReduce, we utilize Mahout [3] Näıve Bayes library
in our experiment. Mahout is an open source project pro-
viding scalable machine learning algorithms under Apache
license. To train a Näıve Bayes classifier, the training files
statistics are retrieved through several rounds of MapRe-
duce jobs. In the first round of job, each map function
reads a chunk of the documents and emits three (key, value)
pairs: (termCategory, 1); (term, 1); (category, 1) In the
next rounds of MapReduce jobs, the statistics required by
the model are calculated and written to disk. In the test-
ing phase, the model is loaded and test files are sent to the
map function to do classification, then the reduce function
outputs the final confusion matrix.

5.4 Experimental Results
The Näıve Bayes classifier has been proven a very simple and
effective text classifier. In our experiment, we deploy the



Figure 2: MapReduce Classifier Training and Evaluation Procedure

Table 1: Numbers of HTML Pages from Eight Categories.
Category Art Business Computer Game Health Home Science Society
Number 176, 340 188, 100 88, 830 39, 560 43, 680 22, 281 85, 197 81, 620

Table 2: Data mining accuracy of Hadoop approach.
Category Round1 Round2 Round3 Round4 Round5 Round6 Round7 Round8 Round9 Round10
Art 80.09% 80.12% 81.18% 80.31% 80.20% 80.17% 80.86% 79.70% 79.79% 80.06%
Business 55.82% 58.43% 53.77% 57.30% 57.13% 59.62% 54.98% 58.36% 59.15% 57.98%
Computer 82.37% 81.93% 82.88% 82.68% 82.48% 82.18% 82.81% 82.22% 81.69% 82.14%
Game 78.83% 78.84% 76.86% 77.70% 78.45% 78.94% 78.17% 79.78% 78.49% 79.02%
Health 78.77% 80.49% 79.68% 80.42% 79.95% 80.33% 79.76% 79.71% 80.14% 81.27%
Home 68.01% 66.78% 67.97% 66.41% 67.16% 67.12% 67.49% 67.13% 66.16% 67.44%
Science 48.47% 50.64% 49.98% 50.19% 49.26% 47.89% 48.34% 49.32% 49.62% 48.53%
Society 63.07% 61.00% 61.10% 61.62% 61.77% 61.50% 61.92% 62.16% 62.16% 61.39%



Figure 3: Sampling data mining accuracy

Näıve Bayes classifier in the three models: Hadoop model,
sampling model and ensemble model. We run each experi-
ment 10 times. In each round, we randomly select 50% of the
files from the whole data set as training set and remaining
50% of the files as the test set. The three models respectively
use the training set to train their classifiers and evaluate the
classifiers again the test set. Then we get the average ac-
curacy of each model. We use classification accuracy as our
accuracy messure.

5.4.1 Sampling Model
In sampling model, we randomly select the data from the
training set and use the sampled data set to train the Näıve
Bayes classifier. In order to investigate how accuracy varies
with different sample sizes, in each round, we build four
classifiers using four different sample sizes. The four sample
sizes are 1,000, 2,000, 5,000 and 10,000 files from each of the
eight categories. Figure 3 shows the accuracy of the models
in the four sample sizes. From Figure 3, we can see the clas-
sifier built on sampling size of 10k has the highest accuracy
in each round. The total average accuracy of 10 rounds sam-
pling model improves from 64.24% to 67% by increasing the
sampling data set from 1k to 10k files from each category.
Unsurprisingly, the result indicates that increasing sampling
size improves model accuracy

5.4.2 Ensemble Model
In this model, we set the sub-model number to 5, 10, 15 and
run the evaluations for every model in each round. Figure 4
shows the accuracy of the 10 rounds of 5, 10, 15 sub-models
ensemble models. From figure 4, we can see the classifier us-
ing 5 sub-models ensemble outperforms the other two classi-
fiers which use 10 and 15 sub-models ensemble respectively.
The total average accuracy of 10 rounds sub-model ensem-
bles decreases from 69.14% to 68.48% by increasing the sub
model numbers from 5 to 15. This shows each sub-model
built on more data producing higher accuracy leads to more
accurate final result. However, the difference is slight.

5.4.3 Hadoop Model
In our Hadoop cluster, the Master node and 22 Slaves nodes
are running Ubuntu Linux. The Master is configured with
Intel(R) Pentium(R) 4 CPU 2.80GHz and 4G Memory. All
the Slaves are configured with Intel(R) Pentium(R) 4 CPU
3.20GHz and 4G Memory. For each round of classification,

Figure 4: Ensemble data mining accuracy

Figure 5: Three approaches data mining accuracy

the model builds a classifier on the entire training set and
the classifier is evaluated against the testing set. Table 2
shows the accuracy of 10 rounds evaluation in details. The
average accuracy of 10 rounds evaluation is 68.34%.

We select the best performed classifiers in sampling and en-
semble approaches, which is the one built on sampling size of
10k and 5 sub-models ensemble classifier, to compare with
the Hadoop model. In Figure 5, we can see ensemble ap-
proach overall has the highest accuracy among the three
approaches. But the accuracy of the three approaches are
quite close.

6. DISCUSSION
The experiments show the classifiers built on the entire data
set have better accuracy than the one built on sampled data
set. It is not surprising to see that using the entire data set to
build the model will achieve better outcome than sampling.
Undoubtedly, MapReduce framework grants researchers a
simple option to implement parallel and distributed data
mining algorithms on large-scale data set. However, some
data mining techniques such as Neural networks may not be
easy to implement in MapReduce framework. At the same
time, by increasing the sampling ratio, we achieve similar



Figure 6: MapReduce sampling framework.

accuracy. However, this observation has some limitations.
For example, for other classification algorithms, it is not
clear whether we will observe similar results.

Choosing an appropriate sampling method and size is a key
factor that determines the quality of the classifier in sam-
pling approach. Any bad quality samples will generate a
poor classifier. A good sampling method should have the
ability of sampling data that is representative of the entire
data set. Another important issue is the sample size. For
Naive Bayes, using Hoeffding inequality [22], we can easily
compute the sample size that we need for accurately estimat-
ing f(wi, Cj). Basically, with sample size of fifty thousand,
relative error in frequency estimate will be less than 0.007.
Of course, doing such analysis for other data mining tasks
could be harder.

In our research work, we realized that it will take a lot of
efforts to implement every single data mining algorithm in
MapReduce fashion, and some algorithms such as Neural
networks may be very difficult to implement in distributed
fashion. Meanwhile, as our experiments indicate the sam-
pling approach could yield acceptable data mining accuracy.
To fully take advantage of MapReduce and to reduce the
implementation time, we propose to utilize MapReduce in
the sampling phase. In this way, we only need to imple-
ment sampling algorithm using MapReduce, and fully use
the scalability of MapReduce to efficiently explore through
the entire data set in the sampling phase, then feed the sam-
pled data to the data mining tools, such as WEKA [34], to
build data ming model. To get a good data mining model,
we could design an important feedback loop as shown in
figure 6.

The main idea of this framework is to utilize the MapReduce
technique to continuously adjust the sampled data and the
size of the sampling until we produce a good data mining

model. In figure 6, you can see, the system starts with ini-
tially setting the sampling times threshold and the sampling
iteration limit which the existing in-memory data mining
toolkits can take, and then enter the self-adaptive feedback
sampling loop. In this loop, the system use the entire data
set for sampling purpose. The MapReduce component takes
the entire data set as input, and the map function serves as
the sampling function which either chooses the instance into
the training set or discards it according to the particular
sampling method the system follows. The reduce function
outputs all selected instances as training set. Whenever a
sampled data set is retrieved successfully, the system calls
the data mining toolkit, e.g. WEKA to build a model. The
system tests the model with the data that did not appear
in the sampled data set, and then check if the accuracy has
significantly improved compared to previous sample. If the
model’s accuracy has improved significantly, the system does
another round of sampling until there is no substantial im-
provement in accuracy, or it reaches the sampling iteration
threshold.

The system has the following advantages.

• First, by using MapReduce framework, the system can
explore huge data sets for sampling by following simple
and unified format.

• Second, it can utilize any existing data mining toolkit
to build the models that are hard to implement in dis-
tributed fashion.

• Third, the system can increase the accuracy by com-
paring the multiple models to get a good model.

7. CONCLUSIONS AND FUTURE WORK
In this paper, we explored three large-scale data mining ap-
proaches by using a real-world large-scale data set. We used



the same classification algorithm Näıve Bayes with different
methods dealing with training set. We compared the ac-
curacy of three approaches in a series of experiments. The
result of our experiments shows using more data in train-
ing could build more accurate model. As sampling size in-
creases, the sampling model also can get similar accuracy as
the ones built on the entire data set. Furthermore, we ex-
plored the relationship between model accuracy with sam-
pling size in sampling model, and with data partitioning size
in ensemble model.

Based on our observations, we proposed an idea of utilizing
MapReduce framework to help improve the accuracy and
efficiency of sampling. In the future, we plan to implement
and explore our new framework by integrating with different
data mining toolkits and evaluating with different data sets,
and then compare it with existing large-scale data mining
approaches.
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