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Chapter 1 

INTRODUCTION AND MOTIVATION 

 

In this chapter we introduce the motivation for this series of essays.  There 

are clearly several different motivations.  Each of the next three essays addresses 

a particular interesting issue in the modeling of human behavior and can stand 

alone in its contribution to the understanding of behavior.  Among the topics 

discussed are heterogeneity in beliefs, bounded rationality and hierarchical 

thinking, adaptive dynamics and learning, equilibrium selection, and stochastic 

modeling thereof.  All of the issues are tied together in a framework for selection 

among multiple equilibria.  The main idea in our selection mechanism is that 

adaptive dynamics shape the behavioral paths a population of agents may take, 

starting from initial conditions.  Chapters 2 and 3 deal exclusively with 

characterizing initial conditions.  In particular, chapter 2 focuses on identifying 

testing the existence of particular sub-populations of beliefs in a non-parametric 

framework.  Chapter 3 addresses these sub-populations in the parametric 

framework of a mixture model, testing their existence, estimating behavioral 

parameters, and providing a robust characterization of initial conditions in 

symmetric normal-form games with multiple equilibria.  Chapters 4 and 5 deal 

with adaptive dynamics and final predictions, using the characterization of initial 

conditions determined in chapter 3.  Specifically, chapter 4 reviews the leading 

models of adaptive dynamics, applies these models to the characterization of 

initial conditions introduced earlier in the thesis, and characterizes final outcomes. 
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Special emphasis is placed on statistical methodology regarding estimation, 

goodness of fit measures, and final outcome characterization. Chapter 5 concludes 

the thesis by discussing the success of the new approach relative to existing 

inductive and deductive approaches.  A summary of the thesis and its conclusions 

is then offered and future research directions are outlined.  

We briefly introduce the main issues addressed in this thesis in order to 

provide a general overview of the thesis, introduce key concepts and terminology, 

present the motivation for each topic, and provide the link between the different 

topics. 

 

1.1. EQUILIBRIUM SELECTION 

Multiple equilibria are common in a variety of important economic 

models.  These include, but are not limited to, network externalities (Katz and 

Shapiro, 1985), new technology adoption (Farrel and Saloner, 1985), product 

warranties under bilateral moral hazard (Cooper and Ross, 1985), Keynesian 

macroeconomics (Cooper and John, 1988), team production (Byrant, 1983), 

imperfect competition (Kiyotaki, 1988), limit pricing and entry (Milgrom and 

Roberts, 1982), bank runs (Diamond and Dybvig, 1983), and search (Diamond, 

1982).  To predict the outcome in these cases, we must resolve the multiplicity 

problem. 

Often some equilibria may be eliminated by equilibrium refinement.  

Though there are several refinement techniques, they all share in common the 

idea that a given equilibrium may not be self-enforcing in some sense.  
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Equilibrium selection follows equilibrium refinement to select among the 

remaining equilibria. 

Deductive selection is based on the idea that decision makers apply 

reasoning to arrive at a unique equilibrium outcome.  For example, the most 

prominent selection principle is payoff dominance.  Under payoff dominance, if 

one equilibrium is preferred by all parties-- it will be selected over the other 

equilibria. This idea is also known as collective rationality. Other prominent ideas 

include risk dominance and security. 

Inductive selection, on the other hand, is based on the idea that an 

equilibrium state is the end result of dynamic adaptive process, as opposed to a 

conscious coordination effort. A theory of adaptive dynamics usually forms the 

main component of any inductive selection theory.  Adaptive dynamics is a term 

that includes all models of dynamics in which an action that does "better" in some 

sense tends to increase in observed frequency. Prominent categories of such 

models include belief-based learning, reinforcement-based learning, and 

evolutionary-based dynamics. A brief description of each will be provided in 

subsection 1.4. A detailed treatment of each will be provided in chapter 4. The 

main weakness of adaptive dynamics theories in the capacity of inductive 

selection techniques is that they generally lack a rigorous treatment of initial 

conditions.  Without some characterization or specification of initial conditions, a 

dynamic alone cannot predict an outcome.  
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1.2. INITIAL CONDITIONS 

 In order to estimate parameters for and test prediction power and goodness 

of fit of theories of dynamics, something must be said of initial conditions. 

Existing theories of dynamics address initial conditions in one of three ways.  The 

first approach would be to take the initial point directly from the data (e.g., Van 

Huyck, Cook, and Battalio, 1994).  This approach is only possible for theories of 

dynamics that make no use of propensities (which can be thought of as expected 

utilities for each action) and probabilistic choice functions, making this treatment 

of initial conditions inappropriate for most learning theories and experimental 

designs.  Furthermore, it does not allow reliable out-of-sample predictions on 

other games, for which no observations on initial conditions are available.  A 

slight variation on this concept would be to transform the observed initial 

distribution over actions into propensities which, once plugged into the 

probabilistic choice function of choice, would yield predicted frequencies of 

choice equal to the actual observed frequencies.  While this would make the 

approach more suitable for use in a larger general class of learning theories, the 

out-of-sample predictive paralysis remains. 

 A second approach, slightly more sophisticated but with more serious 

potential drawbacks, would be to estimate initial propensities with the rest of the 

parameters of a particular learning dynamic (e.g., Camerer and Ho, 1997).  As 

before, an obvious shortcoming lies in the prediction power of the dynamic in 

games for which no observations are available.  Also, a loss of degrees of freedom 

may present a problem if the action space is large.  However, this approach 
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presents an additional problem, which may outweigh the others in severity; A 

given dynamic partitions the simplex into basins of attractions, which determine 

for each equilibrium outcome the set of initial points that are likely to result in 

that outcome.  If a dynamic fails to explain the path from an observed initial point 

to the final outcome, jointly estimating the dynamic and initial propensities is 

likely to place the initial point in the basin of attraction corresponding to the final 

equilibrium outcome but potentially far from the true initial point.  Thereby 

improving the fit of the theory, yet seriously compromising its predictive power.  

 A third approach would be to assume initial propensities of insufficient 

reason.  "Insufficient reason" can stand for many different concepts.  Roth and 

Erev (1995) assume initial propensities to be uniform over the space of actions.  

Stahl (1999) considers a modification to Roth-Erev in which he adds one level of 

rationality to players with player propensities derived from the expected payoff to 

a uniform distribution over the space of actions. An alternative, along the lines of 

Harsanyi and Selten (1998) would be to have player propensities derived from 

expected payoffs to second-order uniform beliefs-- the belief that the opponent's 

beliefs, rather than actions, are uniformly distributed over the simplex. 

 The last approach postulates that experimental subjects begin with 

relatively simple rules of reasoning rather than equilibrium beliefs as a deductive 

approach would suggest.  The idea seems fairly reasonable and intuitive.  Yet the 

studies applying such a method lack rigorous testing as to which simple rule of 

reasoning, if any, is most appropriate in initial conditions.  Such testing cannot be 

effectively done in the framework of dynamics, where estimation of dynamics is 
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not independent of the rule used for initial conditions and observations on initial 

conditions are a relatively small portion of the data.  Moreover, there is no reason 

to assume that all players in a population apply the same rule of reasoning.  In 

other words, homogeneity may be an over-simplifying and misspecified 

assumption, with little apparent benefit. A theory allowing for a heterogeneous 

population of players using realistic rules, with rigorous estimation and testing of 

the various behavioral modes, is essential in order to effectively characterize 

initial conditions. 

 

1.3.  BOUNDED RATIONALITY AND HETEROGENEITY 

The idea of examining rules used in initial play in a heterogeneous 

population framework received much attention by Stahl and Wilson (1994, 1995).  

Subsequent works by Haruvy, Stahl, and Wilson (1998), and Haruvy and Stahl 

(1998) expanded on the idea, adding rules and estimation approaches, and 

extending the characterization to games with multiple equilibria.   

A main idea in these works is based on Stahl's (1993) model of player 

types drawn from a hierarchy of smartness.  Hierarchical bounded rationality is 

the notion that different behavioral rules are due to different depths of reasoning 

by a self-referential process starting with a uniform prior over other players' 

strategies.  Hence, the level-1 behavioral rule best-responds to a uniform prior 

with some degree of imprecision.  The level-2 behavioral rule best responds to 

some noisy prior that he is facing a population of level-1 players.  This hierarchy 

of reasoning can continue indefinitely but limits on the computational powers of 
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human beings impose fundamental constraints that result in the truncation of this 

hierarchical process early on (Binmore, 1987, 1988).  Nagel (1995) finds that 

behavior generally does not exceed level-3, although she does find ample 

evidence for a Nash behavior, which would correspond to a level-infinity of 

reasoning in her P-beauty contest games. Similarly, Stahl and Wilson (1994, 

1995), Haruvy, Stahl and Wilson (1999) and Haruvy and Stahl (1998) allow for 

and find significant evidence for a Nash type, which often coincides with a level-

infinity of reasoning as well as level-3.  In parametric mixture model estimation 

of 3×3 normal-form symmetric games, due to identification constraints, we 

generally stop at level-2. 

 Other boundedly rational types of behavior can exist as well.  Haruvy, 

Stahl, and Wilson (1999) investigated the existence of optimistic and pessimistic 

behavior in player populations.  An optimistic player, also known as maximax, is 

one who behaves as if his opponents will behave in his best possible interest given 

the action he chooses.  A pessimistic player behaves as if his opponents will 

behave in his worst possible interest, whichever action he chooses. 

  Whereas all of the above behavioral rules are plausible, a rigorous theory 

would have to test the existence of each type of behavior and identify its relative 

contribution to the observed population behavior in a heterogeneous population 

framework. There are several ways of going about such an endeavor. The various 

techniques can be broadly grouped into parametric and non-parametric 

approaches. A parametric approach to modeling heterogeneity would involve a 

likelihood based estimation of behavioral parameters for each behavioral type as 
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well as the proportion of each type in the population. Such a parametric mixture 

model enables one to (1) conditionally test for the existence of a particular 

subpopulation, (2) measure the relative size of that subpopulation, and (3) test 

alternative methods of modeling a specific behavioral type.  

 One shortcoming of parametric approaches is that the number and nature 

of behavioral types must be specified prior to estimation. This presents somewhat 

of a problem since the behavioral rules we postulate, though well grounded in 

theory, may nonetheless seem ad hoc. In other words, we may wish to 

demonstrate both the heterogeneity of the population and the nature of each 

subpopulation without prior assumptions. Moreover, in a likelihood based 

approach one must model the deviation of a player from her theorized most likely 

action, given her type, in order that no observed choice will have zero likelihood. 

This additional parametric specification increases the likelihood of specification 

error. 

 Data on players' hypotheses enables us to use non-parametric approaches. 

Non-parametric approaches can potentially overcome the above shortcomings 

while still allowing (1) testing of the existence of a subpopulation, and (2) 

measuring its relative strength. The approach of choice is based on the notion that 

subpopulations can be found by finding local maxima, or "modes," in the 

estimated probability density function [Hartigan (1977), Gittman and Levine 

(1970)]. To find modes in the hypothesis data we estimate a kernel density and its 

first derivative. Global testing (one bandwidth for the entire space) is used for 

testing the number of modes. Local testing (different bandwidths over the space) 
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is used to determine the 'strength' (statistical significance) of each mode. Global 

tests rely on the smoothed bootstrap (Efron, 1979). Local tests rely on excess 

mass measurements.  

 Both parametric and non-parametric approaches are important in 

characterizing diversity in the population, thereby providing a rigorous treatment 

of initial conditions. From here, dynamic theories may take over, leading to a 

rigorous characterization of paths and ultimately final outcomes.  

 

1.4. ADAPTIVE DYNAMICS 

 As mentioned in subsection 1.1, leading adaptive dynamics theories can be 

grouped into belief-based, reinforcement-based, and evolutionary-based theories. 

Hybrid approaches have gained prominence too in recent years. In this section, 

the concepts and motivation behind each will be briefly introduced. 

 Belief-based models are based on the idea that players possess beliefs 

which affect their propensities over actions. Beliefs are updated according to 

some updating rule which is a function of past beliefs and the observed history of 

the game. 

 Reinforcement-based models are based on the law of effect, whereby 

actions that result in positive consequences are more likely to be repeated and 

actions that result in negative consequences are less likely to be repeated. One of 

the main strengths of reinforcement-based models is that, unlike belief-based 

models, they permit a common approach to games with varying levels of 

information on the opponents, the history of play, and the payoff structure. 
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 Replicator dynamics (Hofbauer and Sigmund, 1988) is  the seminal model 

in the evolutionary-based dynamics literature. It postulates a population with the 

number of types equal to the number of available actions. Members of each type 

can be viewed as having their corresponding action encoded in the genetic code. 

Payoffs are viewed as corresponding to survival fitness. The net growth rate of a 

type (action) is directly proportional to the difference between that ype's payoff 

against the population and the average payoff of the population against itself. The 

biological interpretation to replicator dynamics can be modified for human 

populations playing strategic games  by considering survival of ideas in a player's 

mind instead of survival of genetic codes in a population. 

 Hybrid models allow for beliefs to affect propensities yet allow for greater 

attention to be given to actions actually played by each player. Camerer and Ho 

(1997) is the most well-known  in this category. In that model, players evaluate 

the performance of each possible action in the last period and update their 

propensity to use each action accordingly. However, the action actually played by 

each player receives greater attention in the evaluation process. 

 Though each learning model incorporates its own approach to initial 

conditions, we replace these initial conditions approaches by our own rigorous 

characterization of initial conditions. The Haruvy-Stahl (1998) model makes 

initial point predictions which can be easily transformed into propensities through 

the inverse of the appropriate probabilistic choice functions. Once the initial 

conditions and dynamics are carefully defined we are ready to make equilibrium 

predictions. 
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1.5. CHARACTERIZATION OF FINAL OUTCOMES 

 Due to the stochastic, rather than deterministic, nature of our initial 

conditions and dynamic paths, the equilibrium prediction resulting from our 

approach cannot be made with certainty and only a probabilistic prediction can be 

made. Moreover, given the noisy best response feature of all our models, it is very 

likely that the steady state outcome may not be a Nash equilibrium but rather 

more along the lines of a Quantal Response equilibrium (McKelvey and Palfrey, 

1995), where the central idea is that better strategies are played more often than 

worse strategies, but best strategies are not always played. In equilibrium, players 

noisily best respond to other noisy players just like them, and the model predicts a 

systematic deviation from Nash equilibrium. This idea reinforces the need for a 

probabilistic prediction rather than a point prediction in the set of Nash equilibria 

as is commonly done in equilibrium selection literature.     

 The finite horizon presents an additional problem. That is, how likely are 

we, following 12 periods, to have converged to a steady-state outcome? Though it 

would appear that convergence is generally achieved within the number of 

periods allotted, the possibility of 12th period play (which in our setting is the 

"final outcome") not being the steady state necessitates a probabilistic prediction 

for the 12th period rather than a point prediction. 

 Lastly, goodness-of-fit and goodness-of-prediction measures are needed 

for comparison and evaluation of the different approaches. If each approach yields 

a probabilistic prediction for the final (12th) period, the probability densities of 

observed final points can be multiplied together to form a likelihood of observed 
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final outcomes, which can in turn serve as a goodness-of-prediction measure for a 

given inductive approach.  

 To arrive at a probability measure over final outcomes for a particular 

dynamic (combined with initial conditions) with its estimated parameters, we first 

simulate 500 population paths. Taking the 12th period's choice distribution of each 

estimated path, we have 500 two-dimensional observations (the third dimension is 

redundant in a trinomial probability data). We proceed to estimate a kernel 

density over final outcomes. Each point is then assigned a density. The probability 

densities of observed points, under a particular dynamic, are then determined. A 

likelihood of observed outcomes can subsequently be formed.  
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Chapter 2 

NONPARAMETRIC IDENTIFICATION AND TESTING OF 

BOUNDED RATIONALITY 
 

2.1. INTRODUCTION 

Recent studies in game theory have greatly expanded our understanding of 

the ways in which agents make decisions.  The latest trends posit theories that 

players are made up of different sub-populations with finite depths of reasoning.  

Examples include Stahl’s (1993) model of strategic intelligence with player types 

drawn from a hierarchy of ‘smartness’ and Nagel’s (1995) evidence for a 

hierarchical model of bounded rationality in a mean-guessing game. Works by 

Stahl and Wilson (1994, 1995) and Haruvy, Stahl, and Wilson (1996) present 

experimental evidence in favor of hierarchical bounded rationality types. 

Mixture models are often used when there is doubt that the underlying 

population is homogeneous.  Parametric mixture models normally incorporate a 

likelihood-based estimation procedure.  Notwithstanding the computational 

intensity of such a procedure as well as a potential failure of maximum likelihood 

to converge, there is the disadvantage of many parameters that need to be fit, 

including the number of components. Prior to estimation one must have a null 

hypotheses in advance on the types that are present and that are to be estimated. 

Moreover, one must model a player’s deviation from the mean response of her 

proposed type in order that no player’s observed choices will have zero 

probability. With these two requirements, specification errors are likely to occur.  
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An alternative to mixture models is to identify player “types” by clusters 

of behavioral parameters within a density.  Unfortunately, clustering methods are 

often unstable, sensitive to irrelevant details in the data structure, and tend to 

generate a great number of clusters.  Furthermore, with overlapping sub-

populations, clustering results tend to be misinterpreted.  Hence, clustering is 

usually not appropriate when one seeks to identify sub-populations.  

Sub-populations can be seen best by finding local maxima, or “modes,” of 

the estimated probability density function [Gitman and Levine (1970), Hartigan 

(1977)]. To find modes in the sample data, we estimate a non-parametric density 

using kernel density estimates. The modes are then extracted by direct estimation 

of the gradient of the estimated density function. There are boundary effects in 

density estimation which exist whenever the density to be estimated has compact 

support, as is the case with the trinomial probability data we investigate in this 

essay. The boundary effect is especially important in this analysis since the theory 

postulates that some modes are on the boundary.  

It is an important statistical question whether an observed mode in a 

density estimate really arises from a corresponding feature in the assumed 

underlying density.  In other words, one should be concerned not only with the 

location of modes, but also with their statistical significance. For that purpose, we 

apply global methods for testing for the number of modes as well as local testing 

for the statistical significance of individual modes. The smoothed bootstrap 

(Efron, 1979) provides the basis for our tests.  
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2.2. THEORY 

 We begin with a general description of the game environment. We then 

present a model of player heterogeneity and provide an example of a symmetric 

normal-form game in which the different sub-populations would tend to separate 

themselves out by choosing different actions. 

 

2.2.1. The game environment 

 Consider a finite, symmetric, two-player game G ≡ (N, A, U) in normal-

form, where N = {1, 2} is the set of players, A ≡ {1, . . ., J} is the set of available 

actions, and U is the J×J matrix of payoffs for the row player. By symmetry, the 

transpose of U, UT, is the column player's payoff matrix. 

 We focus on single population settings in which each player is either 

randomly matched with one other player or matched with the empirical choice 

distribution of all other players. In either case, the payoff relevant statistic is the 

probability distribution of the opponent's choices. 

 

2.2.2. Level-n Theory 

Behavioral scientists often wish to make predictions in a variety of 

settings that can be modeled as one-shot games.  If all players were perfectly 

rational, had identical models of other players’ choice distribution, and these 

models reflected the true choice distribution, then the Nash equilibrium concept 

would be a salient prediction tool. Relaxing the above assumptions to require only 
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that players maximize their utility given their hypotheses on other players’ 

strategies, one must have a theory on the nature of hypotheses formed by players. 

Level-n theory is based on the notion that a player’s model of other 

players is a truncation of an internal simulation of a self-referential problem. This 

largely follows Stahl’s (1993) hierarchical model of intelligence. For example, 

level-n theory would categorize random behavior as level-0 behavior. Similarly, a 

player who best responds to a prior of random play would be a level-1 player and 

best response to a prior of level-1 play would be level-2 behavior. Though we 

could continue this hierarchy of types indefinitely, the benefits of higher levels 

decrease and we shall stop with level-2. Level-n theory also allows for Nash 

behavior. As an illustration consider the following 3×3 symmetric normal-form 

game: 

 

========================== 

see Figure 2.1 here 

========================== 

 

A level-1 player, due to insufficient reason, would hypothesize that the 

population is uniformly distributed over the set of actions. The level-1 hypothesis 

in the above game would therefore be the vector (1/3, 1/3, 1/3), which we will 

denote by p0. Our player's expected payoffs would then be calculated as U p0, 
yielding the vector of expected payoffs y1 = (53

3
1 , 34, 36).  If our player was an 

expected utility maximizer, she would choose row action A.  A pure level-2 
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player, one level of iteration ahead of the level-1 player, would hypothesize a 

population of level-1 players, thereby expecting a payoff of Up1, where p1 = (1, 0, 

0). In this case, level-2's expected payoff vector would be (48, 85, 51). Being an 

expected-utility maximizer, the level-2 player would go with row action B. The 

Nash player in this example would hypothesize the population distribution (0, 0, 

1). This is because row action C is the only action that is optimal given everyone 

else chooses it as well. Being an equilibrium action in a symmetric game, the best 

response to the hypothesis that everyone else chooses C is row action C. 

Stahl and Wilson (1995, henceforth SW) and Haruvy, Stahl, and Wilson 

(1996, hereafter HSW) used discrete choice models to identify and estimate 

parameters for the level-n types in experimental data. Results indicated strong 

evidence in favor of hierarchical bounded rationality types.  

 

2.3. EXPERIMENT DESIGN 

2.3.1. The Experiments 

 We study two data sets, with a focus on the second data set.  The first data 

set was obtained from an experiment conducted in the summer of 1994 [ see SW 

(1995)].  The second data set is from an experiment conducted in the summer of 

1997. The data sets as well as the experimental protocol, game matrices, and 

instructions are available online at: 

http://www.eco.utexas.edu/Faculty/Stahl/experimental. 

 In SW's experiment, 15 symmetric 3×3 game matrices were presented to 

participants in a laboratory setting.  Only five of these games had a separate and 
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distinguishable pure row strategy for each of the three level-n archetypes we 

consider (specifically, games 2, 4, 7, 11, 13, figure 2.2). Only data on these five 

games will be analyzed here. 

 In the second experiment, 24 symmetric 3×3 games were selected which 

satisfied certain properties: Each game matrix had a unique pure NE action, a 

unique level-1 action, and a unique level–2 action; all of which were distinct from 

each other. Each matrix cell contained a number from 0 to 99 where each matrix 

had one cell containing 0 and one cell containing 99. For game matrices 1 to 19, 

the hypothetical token payoff for any of the hypothesized archetypes for choosing 

his best response strategy was at least 20 tokens greater than his hypothetical 

payoff to any other strategy. Game matrices 20 to 24 are identical to the five 

game matrices analyzed from the first experiment. The game matrices for the 

second experiment are in figure 2.3.   

In both experiments, each decision matrix was presented on the computer 

screen once a corresponding button was pressed. Each participant played each of 

the games on a computer terminal with no feedback until all games had been 

played. 

The amount of time allocated for the players to make choices was two 

minutes per game in the first experiment and a minute and a half per game in the 

second experiment. Within the total time allotted, a player could visit and revisit 

any game, make and revise choices for any game, and make as many hypothetical 

calculations on an on-screen calculator as time permitted. These features were 

intended to increase the likelihood that a participant’s observed behavior came 
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from a single model of other players. In the first experiment, an average of 0.77 

choice revisions was recorded per player per game. In the second experiment, an 

average of 2.06 revisions was recorded per player per game. This is an indication 

that players made good use of the option of revising their hypotheses. 

 In the first experiment, a participant, looking at the decision matrix as a 

row player, would enter a choice, using an on-screen calculator to assist her. In 

the second experiment, each participant was compelled to enter a hypothesis for 

each game on the distribution of the other participants’ choices. Then, the 

computer would calculate and display hypothetical payoffs for each pure strategy 

and the row strategy that would yield the player the highest token payoff would 

be highlighted and chosen by the computer for her. 

 To determine participant payoffs, after all games were played, we first 

computed each participant h’s “token earnings” for each game as Uis Pi
-h, where 

Pi
-h  denotes the empirical distribution of all participants other than participant h 

in game i and Uis is the payoff vector for the player’s chosen strategy s in game i. 

Token earnings were then translated game-by-game into the percentage chance of 

winning $2.00 for a given game via the roll of three ten-sided dice, which 

generated a random number uniformly distributed on [0, 99.9] for each game. 

 Extensive instructions1 were given before the start of the experiment to 

ensure that all participants understood the computer interface, and how their 

payoffs would be determined. Following a training period, each participant was 

                                                           
1 Instructions can be viewed at http://www.eco.utexas.edu/Faculty/Stahl/experimental.  
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given a screening test designed to ensure the common knowledge among all 

players that all other players understood the basics of the game. 

In the first experiment, three sessions of the experiment were run with 

three groups of sizes 22, 15, and 21 participants respectively, for a total of 58 

participants. The second experiment consisted of a single session with 22 players. 

The participants were upper division business, engineering, social science and 

natural science students at the University of Texas. The average payment per 

participant was $27.64 for a two and a half hour session in the first experiment 

and $22.64 for a one and a half hour session in the second experiment. 

 

2.3.2. Experimental considerations: can beliefs be captured?  

 There are two debated issues in experimental methodology with direct 

relevance to the techniques employed in the second experiment. The first regards 

the incentive structure used to induce accurate belief disclosure by participants. 

The second raises the possibility that individuals may not even be capable of 

explicitly quantifying their beliefs. 

Normally in applications requiring belief disclosure, scoring rules are used 

to generate truthfulness and accuracy in reported beliefs. Two commonly used 

scoring rules are the quadratic rule [Murphy and Winkler (1970), DeFinetti 

(1965)] and the logarithmic rule [Shuford, Albert and Massengill (1966)]. The 

essential element of a good scoring rule is that it punishes responses which 

deviate from the individual’s optimal response given his true belief.  
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We argue that the incentive structure used in games 1-19 of the second 

experiment meets the essential criteria for a scoring rule.  Though the payoff rule 

used is flat in the immediate neighborhood of any prior, the steep payoff 

difference of at least 20 tokens (42.84 is the average difference; 34 is the median 

difference) between the “neighborhoods”2 serves as a strong inducement to report 

one’s belief with reasonable precision. 

Though we acknowledge that one’s state of mind prior to making a choice 

may not be able to manifest itself in the form of a quantitative hypothesis, we are 

nonetheless interested in those types that make the kind of calculations that must 

be made consciously.  In the second experiment, by forcing players to best 

respond to some hypothesis, we hoped to capture with less error the hypotheses of 

those players who make a conscious calculation in some form or another. 

 

2.4. DATA 

 The data used in the analysis of this paper are the hypotheses entered by 

players. We study the two data sets described in 3.1. One is SW’s, of which we 

look at the five games that distinguish the three archetypal actions, and the other 

with 19 additional games and a modified experimental procedure. 

 Two restrictions were imposed on observations in both data sets to be 

included in the analysis: (1) The hypothesis by any player for any game must be 

consistent with the final choice entered by the player for that game, and (2) only 

the last hypothesis (that satisfied the first condition) by a given player for a given 
                                                           
2 The neighborhood of a level-n hypothesis in which one’s payoff is flat is roughly one- third of 
the hypothesis space if the actual choice distribution is the same as the hypothesized one. 
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game was admissible.  The imposition of these restrictions on the hypothesis data 

set for the SW experiment presents three shortcomings: (1) fewer observations, 

(2) a potential selection bias, and (3) a potentially inadequate incentive structure 

for the extraction of beliefs (recall the discussion in section 2.3.2). 

The second experiment was intended to remedy these shortcomings. For 

the second data set, we have observations on hypotheses for 22 players over 24 

games. In this data set, three players consistently selected the maximax hypothesis 

over games. By maximax hypothesis, we define any hypothesis which puts a 

probability greater than 0.8 on the column containing the maximax payoff (in our 

games, this is always the column containing the 99 payoff). The maximax 

archetype is outside the scope of this paper and cannot be captured by the analysis 

at hand. We therefore remove these players from the sample. We are left with 19 

players over 24 games, or 456 observations; enough to produce a sufficiently 

small mean squared error.  This new data set is also superior due to no missing 

hypotheses, thus minimizing the potential for selection bias. Moreover, as 

discussed in section 2.3.2, the steep payoff differences mitigate the potential 

inadequacy of the belief extraction incentive structure in the first experiment. 

 Elements of each hypothesis vector had to be rearranged for the purpose 

of this paper so that hypothesis vectors from different choice matrices can be 

compared. In the new arrangement, p1, the first element of the hypothesis vector, 

is the probability assigned to the action corresponding to level-1 behavior. 

Similarly, p2, the second element of the hypothesis vector, is the probability 
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assigned to the action corresponding to level-2 behavior. Lastly, p3, is the 

probability assigned to the action corresponding to Nash equilibrium behavior. 

One could deduce some players’ types without a great deal of analysis. 

For example, in the second data set, three players entered the type 1 hypothesis 

more than 14 times. Three players entered the type 2 hypothesis more than 16 

times, and four players entered the Nash hypothesis more than 12 times. 

However, to classify the rest of the players this way could be misleading at best. 

Given that the elements of each vector are linearly dependent, we ignore 

the redundant third element in each vector and our data is reduced to two-

dimensional observations. This corresponds to a right triangle in the positive 

quadrant, or an equilateral triangle plane in three dimensions as shown in Figure 

2.4. 

We plot both data sets in two dimensions (Figures 2.5 and 2.6). We observe 

that the data make the rough shape of a right triangle, corresponding to the three 

boundaries p1 = 0, p2 = 0, and p1 + p2 =1. We further note that the data are not 

uniformly distributed on the space and that there are clusters of data points in it. 

Many of the data points lie on or close to one or more of the three boundaries. 

This presents a problem, as we explain in section 2.5.2.  

 

2.5.  DENSITY ESTIMATION  

2.5.1 The Kernel Density Estimate 

 Given an independent sample of d-dimensional observations X1, . . ., Xn 

from a multivariate density f , define a kernel density estimate by   
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where K(u) is a d-dimensional Kernel function. A commonly used d-dimensional 

Kernel function is the product Gaussian kernel. Another common kernel we use in 

this paper is the product biweight kernel. We limit the scope of this paper to 
kernels which satisfy the moment conditions dtK(t)∫  = 1  and dttK(t)∫  = 

0. The first moment condition assures that the estimated density integrates to one 

on its domain and hence is a valid density. The second condition assures that the 

bias is of order h2. The parameter h is called the window size or bandwidth and 

determines the amount of smoothing that is applied to the data.  

 

2.5.2. Three boundaries in two dimensions 

Boundary effects for kernel estimators of domains with compact supports 

are well known. The reason that boundary effects occur for unmodified kernel 

estimators is that the curve to be estimated has a discontinuity at an endpoint, so 

that the usual bias expansion, which depends on smoothness assumptions, cannot 

be carried out. Thus, ignoring the boundaries will cause a significant loss of 

efficiency.  

As is apparent in figures 2.5 and 2.6, the data analyzed in this paper fall 

within a right triangle, implying the three boundaries p1 = 0, p2 = 0, and p1 + p2 = 
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1. Since a substantial portion of our data falls on or near these boundaries, a 

boundary correction is necessary. 

There have been many efforts to modify kernel estimators near the 

boundaries in order to reduce the impact of these boundary effects. Gasser and 

Müller (1979) suggested the use of modified kernels. Boundary kernels were also 

discussed by Gasser, Müller and Mammitzsch (1985) and Müller (1988, 1991). In 

the special case where the domain is a direct product of the d one-dimensional 

intervals, the product of boundary corrected kernels is an easy and effective 

solution (Müller, 1988). However, this solution has not been extended to more 

general domains.  Rice (1984) suggested combining two kernel estimators with 

different bandwidths to achieve bias reduction, motivated by Richardson 

extrapolation. Staniswalis et al. (1993) expanded on Rice’s idea for general 

domains, using radial kernels. Shuster (1985) suggested an alternative boundary 

correction in density estimation using a reflection technique. Silverman (1986, p. 

31) discussed ‘negative reflection’ designed for cases where the function to be 

estimated is zero at the boundary. Fryer and Copas (1980) suggested transforming 

the data by the logarithmic function.  

Unfortunately, none of the above methods is appropriate for density 

estimation with non-rectangular domains3.  We apply two simple alternative 

methods to tackle the boundary problem as well as related problems. These two 

                                                           
3 If density estimation is done by binning the data into a fine grid and applying a kernel 
regression, the range of appropriate boundary correction solutions is far greater. However, this 
introduces issues of appropriate binning methods, which are beyond the scope of this paper. 
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methods are referred to in this paper as the designer boundary kernel method and 

the reflection boundary technique. 

 

2.5.3. The designer boundary kernel 

Let b1 denote the lower boundary and b2 denote the upper boundary on x. 

The task is, then, to design finite-support kernels for use with samples in the 

boundary regions Xi ∈ [b1, b1+h) and Xi ∈ (b2 - h, b2]. In order that the kernel 

estimate vanish for x < b1, the support for the kernels of such samples on x should 

be [b1, Xi + h) or  [Xi - h, b2) rather than (Xi - h, Xi + h). Since these intervals are 

only h units wide, as opposed to 2h, the roughness of the interior kernels, Rice 

(1984) suggested enlarging the support of the boundary kernels on x to 2h units 

away from the boundary.  

 There are infinitely many boundary kernels reflecting all possible designs, 

and these kernels are not interchangeable. As Scott (1992) points out, any one of 

them may be inappropriate in some situations. Following Scott (1992, p. 146), the 

designer biweight kernel is defined as: 

 

============================= 

see Table 2.1 here 

============================= 
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where c1 = (b1 – Xi)/h is the lower boundary on t, and c2 = (b2 – Xi)/h is the upper 

boundary on t. The multivariate designer biweight kernel we use is the product of 

the individual univariate designer biweight kernels. 

A potentially serious problem with this method is the diagonal boundary 
problem. Our data is not only bounded at pi = 0 and pi = 1, but also at ∑

i
ip = 1. 

This problem is particularly worrisome since three of our suspected modes 

{(0.5,0.5), (1,0), (0,1)} fall on this boundary. This will result in relatively less 

weight being assigned to these points compared to points farther from the third 

boundary. We solve this problem by reflecting the data about the third boundary 

of p1+ p2 =1. More on the "reflection method" will be said in section 2.5.4. 

A second problem is with negative estimated densities. Given the use of 

boundary kernels with negative regions (see figure 2.7), we must be prepared to 

deal with the (unlikely) occurrences of negative estimated densities, though these 

are expected to be small and relatively rare. It is very difficult to assign 

interpretation to negative density estimates. However, we are interested in the 

“qualitative” nature of our density, namely the number of modes in it, rather than 

its exact value in a given point. It follows from this that we are not very interested 

in the height of the very small ordinates, beyond the fact that in certain regions 

they are very small. It will not therefore matter greatly if in such regions the 

density estimate has small negative rather than small positive values. This point 

was made by Boneva, et al. (1971) to justify using the Hilbert-space method, 

which does not guarantee the positivity of the estimate, in the context of spline 

transformations. We will therefore, in the unlikely event of a negative estimated 
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density, fix that density to zero and rescale all other density estimates so that they 

sum to one. This will not affect our mode search in any way but will be important 

when bootstrap samples need to be generated. 

 

2.5.4. Reflection 

 A conservative alternative to the designer kernel, attributed to Shuster 

(1985), suggests using a reflection technique. This technique has the data 

reflected about all boundary hyperplanes (Silverman, 1986), creating symmetric 

images of observations, reflected about the boundaries. This technique avoids the 

pitfalls of negative boundary kernels, but is generally of lower order consistency.  

In the absence of boundary kernels, we may make use of the multivariate normal 

kernel, which allows us to account for dependence. The reflection of our 

triangular space will be done into 18 different similarly shaped spaces as shown 

in figure 2.8. 

2.6.  IDENTIFICATION OF MODES 

Our problem is finding all n-dimensional vectors x in a bounded space 

such that all elements of the gradient of f(x), with typical element  ∂f(x)/ ∂xi , are 

equal to zero and the Hessian, with typical element, ∂2f(x)/∂xi∂xj, is negative 

definite. We shall also include boundary points in our mode category if for a 

vector x with elements on the boundaries, ∂f(x)/ ∂xi ≥ 0 for all elements xi on the 

upper boundary, and ∂f(x)/ ∂xj ≤ 0 for all elements xj on the lower boundary.   To 

search for all vectors for which the above conditions are met, we use a gradient 

method, started from a large number of initial points so as not to miss any local 
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maximum. We begin by finding the closed-form presentation of the first 

derivative of our density. Finding the first derivative of a nonparametric density is 

a straightforward task: 
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For the univariate designer biweight kernel, the functional form of K’(t) is: 

 

======================== 

see Table 2.2 here 

======================== 

 

Since the individual univariate kernels are independent, the form of a typical 

element of the product kernel’s gradient is 

 
∂K(t)/ ∂tj  = ∏

≠ ji
i

'
j (t)K(t)K .       

 (3) 

 

For a given initial point, we calculate the gradient. We update the point by 

a small step size in the direction of the gradient. We iterate in this fashion until all 

elements of the gradient are equal to zero. We identify boundary points as mode 

candidates if  ∂f(x)/ ∂xi ≥ 0 for all elements xi on the upper boundary, and ∂f(x)/ 

∂xj ≤ 0 for all elements xj on the lower boundary. A necessary condition for a 
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point to be a local maximum is that the Hessian at x is negative semi-definite. 

This is true if H11<0 and |H|>0. We calculate the Hessian at each identified 

“mode” and throw out mode candidates which do not satisfy the necessary 

condition for a local maximum. 

 

2.7. THE BOOTSTRAP PROCEDURES 

 Because the empirical distribution Fn is a discrete distribution, samples 

constructed from Fn in standard bootstrap simulations will have some peculiar 

properties. Specifically, nearly every sample will contain repeated values. The 

smoothed bootstrap (Efron, 1979) is a modification to the bootstrap procedure 

designed to avoid bootstrap samples with these properties. The main idea of the 

smoothed bootstrap is to perform the repeated sampling not from Fn itself, but 

from a smoothed version F̂  of Fn. The smoothed bootstrap simulates from f̂  by 

sampling with replacement from the original data and perturbing each sampled 

point appropriately.  

Generating smoothed bootstrap samples in the presence of boundaries 

cannot be done using the standard approach since we wish to generate our 

bootstrap observations only within the bounded space. Reflecting back into the 

bounded space randomly generated data points falling outside the boundaries does  

not preserve asymptotic first and second moment condition of the re-sampled 

data, which are crucial for consistency of the bootstrap test.  

 For designer boundary kernels, generating perturbations from the 

probability density function K is undesirable. One drawback is that boundary 
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kernels take on negative values, which automatically disqualifies them as 

probability density functions. In addition, boundary kernels change shape as they 

get closer to the boundaries, making it impossible to determine the appropriate 

density function from which to generate random variates.  For these reasons, a 

numerical integration method is called for. Using this approach, we draw 

coordinates directly from the kernel estimate of the density. Specifically, we form 

a finite grid over the space of coordinates and assign each grid point an index i.  

The density assigned to each bin will be the density estimate at the midpoint of 

the bin multiplied by the area of the bin. We normalize the densities so that the 

sum of densities over bins equals 1. We map each bin to a particular interval in 

[0,1] so that the length of the interval is equal to the bin’s assigned probability: 

 

Length (interval i) = Prob. ((x, y) ∈ Bin i),     

 (4) 

 

where (x,y) is a coordinate point drawn at random from our estimated density. We 

thus have N bins mapped into N intervals in [0,1]. Hence, drawing a random 

number ν uniform on [0,1], we map this number back to the midpoints of the bin 

corresponding to the interval containing ν.  This procedure generates the mapping  

 

m: [0,1]  [0,1]× [0,1]     

 (5) 
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such that if  ν ∈ {interval i}  then  m(ν) = midpoint of bin i. This procedure will 

provide bootstrap samples generated from f̂  when N  ∞. In our case, N = 

40,000. 

 

2.8. TESTING MODES 

 

2.8.1. Silverman’s bootstrap test for multimodality 

Silverman (1981) suggested and illustrated a way that kernel probability 

density estimates can be used to investigate the number of modes in the density 

underlying a given independent identically distributed real sample. Silverman’s 

test is the most commonly used test for the number of modes and is based on 

“critically smoothed bandwidths.” Consider the problem of testing the null 

hypothesis that the density f has k (or fewer) modes against the alternative that f 

has more than k modes.  

Let kĥ  be the k-critical bandwidth; i.e., the smallest value of h such that 

);(ˆ hxf  has k modes. A large value of kĥ relative to 1
ˆ
+kh  indicates that much 

smoothing is needed to create an estimated density with only k modes. Hence, a 

large kĥ  is evidence against H0. Silverman’s bootstrap procedure for assessing the 

significance of an observed value of kĥ  is based on the achieved significance 

level (ASL): 

 
  ASLboot ≡ Prob { *

kĥ  > kĥ },     

 (6) 
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where *

kĥ  is the smallest value of h such that the bootstrap sample density has k 

modes. 

 Thus an algorithm for assessing the P-value of kĥ  is to generate a large 

number of samples from )ĥ;(ˆ
k⋅f  and to count the proportion of samples which 

yield a density estimate with k modes or more using window width kĥ . 

The above test is based on the fact that for a Gaussian kernel the number 

of zeroes in all derivatives of the estimated density is monotone decreasing in the 

bandwidth. Hence, all modes found at a given level of h remain as h decreases. 

This “monotonicity property” seems to be unique to the normal kernel; see 

Babaud et al. (1986) and Minnotte and Scott (1993). However, Silverman’s test 

still holds most of its asymptotic properties if the critical bandwidth is defined as 

the smallest bandwidth that yields k modes. 

2.8.2. Local mode testing  

In contrast to the global testing approach, a local testing procedure is 

particularly useful when knowing which modes are “real” is more important than 

the actual number of modes. Local tests also allow the use of location information 

as well as bandwidth adaptivity. Adaptivity can be crucial when modes occur on 

peaks of varying sizes, as the peaks may be poorly estimated using non-adaptive 

fixed-bandwidth kernel density estimation. In a local mode test, a different fixed-

bandwidth is used for the testing of each mode. In this way one can gain the 

benefits of locality and increase power by using location information. 
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Location information is acquired by the use of the mode tree (Minnotte 

and Scott, 1993). The mode tree plots a range of bandwidths against the locations 

of all modes with these bandwidths. The mode trees for a subset of the range of 

bandwidths were plotted for both data sets (see figure 2.9). 

In Minnotte’s (1997) local test, the test statistic for a given mode is the 

maximal excess mass difference-- the minimal distance of the estimated density at 

the critical bandwidth for that particular mode from the set of continuous 

functions without a local maximum in a local neighborhood of the mode.  

We must, of course, make a choice for the bandwidth at which the test 

statistic will be calculated. Assign all modes the index i=1,2,.., indicating the 

order of their appearance. Let htest,i  denote the bandwidth at which mode mi splits. 

At this bandwidth, the mode mi will have its highest mass. The test statistic Mi = 

M(mi) denotes the excess mass of mode mi at bandwidth htest,i. 

The bootstrap procedure follows Silverman (1981), except in the choice of 

bootstrap density. Here, to conform to the null hypothesis, the tested density if
~ is 

adjusted by moving part of the probability mass of the mode mi into the 

surrounding valleys until no modes are present in the region of interest.  Hence, 

the null representative density if
~ equals f̂ everywhere outside the adjacent 

modes. Given the null representative density if
~ , new samples of size n are drawn 

from if
~ . 

After the jth bootstrap sample is drawn, a new density estimate j
if̂  is 

calculated using the same bandwidth htest,i. The modes of f̂   and j
if̂  are then 

matched. To be conservative, we match the largest mode of the bootstrap sample 
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in the region of interest with the mode in question of the original sample. This 

mode is then measured with a test statistic calculated as above. To do that, we 

decrease the bandwidth to the point before the mode splits and take its excess 

mass there to be the bootstrap test statistic for sample j, denoted Mi
j. 

In multi-dimensional settings, the local mode testing procedure is a bit 

more complex. The reference measures to which f will be compared are multiples 

of Lebesgue measure. Thus the excess mass for mode mi is 

 

Mi(λ) = dx])x(f[
Bix

+

∈
λ−∫       

 (7)  

 

where Bi is the bump containing mode mi and λ is the parameter controlling the 

size of the mass concentration. 

Finding the optimal λ-- that value in the range of density at which to 

excise the bump is not an easy task given a continuum of candidate points. 

Moreover, the calculation of the excess mass once λ is determined must now be 

done using a computational approximation.  

In our case, F is a probability distribution in ℜ2. We bin the data in the 

domain into bins of sufficiently small size (100×100 bins). We find it sufficient to 

use sixteen “representative” bins in the boundaries. These “representative” bins 

are found by searching in sixteen different directions on the grid. Each of the 

sixteen searches begins at the bin containing mode m and ends when a bin is 
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reached with an estimated density greater than the previous bin. Let {bn} be a set 

of representative bins on the boundary of the bump containing the mode m.  

We let b* denote the coordinates of the element of {bn} closest to the 

mode in question in the Euclidean distance sense. We let  λ ≡ f (b*) be the value 

at which to excise the bump. We trim to λ all bins exceeding λ in height and 

falling within a radius r of the mode in question, where r is the Euclidean distance 

between b* and m. We then measure the excess mass as the difference between 

the probability masses before and after the trimming procedure. Probability mass 

is measured by adding up the bin masses. The rationale behind this computational 

approximation to the "maximal excess mass difference" is that the anti-mode 

closest to the mode is not likely to be much lower than the highest anti-mode in 

the boundary of the bump. Given the excision shape of a circle of a radius r, 

excising at the height of the closest anti-mode as opposed to the highest anti-

mode assures that no parts of other bumps will be excised. The shape of a circle 

was due to computational simplicity. Other shapes may be superior in 

approximating the bump shape. 

 

2.9.  RESULTS 

 Mode test results for both data sets, using the procedures described in this 

paper, produce strong evidence to support modes corresponding to level-1, level-

2, and level-3 behaviors.  We also find evidence for the existence of a Nash 

behavioral type and some evidence for the existence of a hybrid type, consistent 

with SW's worldly archetype.  
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Applying the boundary biweight kernel approach to the global mode test, 

we find that, within a reasonable range of bandwidths4, only the null hypothesis 

of six modes cannot be rejected at the 5% significance level (see tables 2.3A and 

2.3B). The six modes identified by the boundary biweight method are roughly the 

same for the two data sets (see figure 2.10).  Four of these six modes correspond 

to level-1, level-2, level-3, and Nash behaviors.  One mode was found at (0.5, 0, 

0.5), which fits the behavior assigned by level-n theory to the hybrid “worldly” 

type, introduced by SW.  The last mode found was at (0, 0.5, 0.5).  This last mode 

does not correspond to any existing theoretical model of prior formation. 

 Applying the Gaussian reflection procedure to the first data set, we cannot 

reject the null hypotheses of 1, 2, 3, or 4 modes at the 5% significance level. All 

other null hypotheses can be rejected. The Gaussian reflection method in the 

second data set rejects 1, 2, and 3 modes at the 5% significance level but cannot 

reject 4 , 5, 6, or 7 modes (see tables 2.3A and 2.3B). The modes corresponding to 

levels 1, 2, and 3 are included in the group of identified modes under all non-

rejected null hypotheses.  The Nash mode is not rejected in the second data set but 

is absent under all non-rejected null hypotheses in the first data set. 

From an experimental design point of view, the second data set is the 

more reliable data set, since the second experiment was specifically designed to 

extract beliefs (as discussed in section 2.3.2). However, there are indications of 

greater noise in that data set. First, both density estimation procedures in the 

                                                           
4 By a “reasonable range of bandwidths,” we mean the range of bandwidths for which the 
unmodified kernel's support would not intersect both boundaries at the same time; i.e. bandwidths 
smaller than 0.5. 
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second data set produced the mode we associate with level-1 behavior at roughly 

(0.43, 0.28), whereas the hypothesized level-1 mode (closely identified in the first 

data set) is at (0.33, 0.33). Second, the P-value for the hypothesis of six modes 

(which was the only null hypothesis not rejected by the boundary biweight 

procedure) in the second data set was less than half the P-value of the first data set 

for that null (0.215 versus 0.075). Third, the magnitude of the Nash mode is 

substantially larger in the second data set, alerting us to a potential difference 

between the two sets of games used in the two experiments. In the second 

experiment, 10 out of 24 games had the Nash strategy coinciding with the 

maximax strategy (namely, games 1, 2, 5, 6, 7, 9, 11, 12, 16, 19 in figure 2.3). 

This feature would make the Nash strategy stand out in contrast to other 

strategies. As discussed in section 2.4, the maximax behavior is not captured in 

the density estimation and hence can potentially generate a great deal of noise. 

The games in the first experiment did not have the maximax action coinciding 

with the Nash action. 

Eliminating the problematic 10 games from our second data set, we get 

strikingly similar results to those obtained from the first data set: Our P-value for 

the null hypothesis of six modes in the reduced data set is now 0.215 (identical to 

0.215 in the first data set). Our level-1 mode is now (0.3375, 0.3375) using the 

boundary biweight kernel method and (0.35, 0.35) using the Gaussian reflection 

method (compared to the ideal (0.333, 0.333) and to (0.3375, 0.3375) identified in 

the first data set). Though the Nash mode still appears, it is now substantially 

smaller in magnitude.  
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The above second data subset cannot reject the null hypothesis of six 

modes under either estimation method. The six modes found are virtually 

identical to the six modes we concluded for the complete data sets (table 2.3). A 

visual comparison of the six modes found for each set, using the different 

techniques, is available in figures 2.10 and 2.11.  

Examination of each mode individually was achieved by the local mode 

test described in section 2.8.2. Given the increased importance of monotonicity in 

local testing, we use the Gaussian kernel for this purpose, combined with the 

reflection method. We conduct the test on our most reliable data set --the subset 

of the second data set constructed above.  

The local mode test results for this data subset are in table 2.4. The null 

hypothesis that the level-1 mode does not exist can be rejected at all significance 

levels. Furthermore, the level-1 mode has the largest excess mass, with excess 

mass at 50% of the entire probability mass. The null hypothesis that the Nash 

mode does not exist can also be rejected at all significance levels.  This mode has 

an excess mass of 1.5% of the entire probability mass.  The corresponding levels 

of significance for the level-2 and level-3 modes are 6.5% and 15%, respectively.  

Excess masses for these modes were both at roughly 1% of the probability mass.  

The null that the “worldly” mode (0.5, 0, 0.5) does not exist can be rejected at the 

8% level.  It has an excess mass of less than one third of a percent of the entire 

probability mass.  The null that the (0, 0.5, 0.5) mode does not exist cannot be 

rejected at any reasonable significance level and has an excess mass of less than 

one thousandth of a percent of the entire probability mass.     
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2.10. CONCLUSIONS 

It has been generally evident in experimental works that human subjects 

do not always begin with Nash equilibrium beliefs. Yet the enigma has remained 

as to whether initial beliefs could be characterized and, if so, in what fashion. 

Though level-n characterization of belief structures has been shown to be 

successful in a variety of parametric models, such models, by virtue of being 

sensitive to specification, could be misleading. 

In this essay, the data were player hypotheses rather than player choices. 

No parametric models were specified. A density measure over beliefs was 

constructed and modes in it were located and tested for statistical significance. 

Given the common interpretation that each significant mode corresponds to a sub-

population of players, our results strongly suggest the existence of level-n sub-

populations in the population distribution of beliefs. 

The relative strengths of the modes tend to suggest that despite any 

possible contamination by various idiosyncratic behaviors, these modes are real. 

Else, one would expect the relative strengths of these modes to change across data 

sets and subsets of games in the same sample.  

The level-1 mode is the strongest mode for all data sets and density 

estimation techniques as measured by both excess mass and P-value. The excess 

mass of the Nash mode is 50% of the entire probability mass. The next mode in 

the ranking has excess mass that is 1.5% of the probability mass. This leaves little 

doubt the level-1 mode is real. In contrast, the (0, 0.5, 0.5) prior (the only mode 
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found not supported by level-n theory) is the weakest mode found as measured by 

both excess mass and P-value.  

The methods discussed and modifications developed here for these 

methods make possible the identification of modes of behavior in a variety of 

experimental and real world settings. Such identification would allow the use of 

heterogeneity in economic modeling in fields where, due to lack of proper tools 

for identification of sub-populations, representative agent assumptions dominate. 

The particular application of heterogeneity investigated in this paper, 

namely level-n theory, has far-reaching implications as well. The significant 

evidence found in favor of level-n modes, in particular the substantial evidence 

found in favor of level-1 behavior, suggests incorporating these types of behavior 

into the empirical characterization of play in any behavioral model allowing for 

heterogeneity in behavior. Further research by this author investigates the 

predictive power of level-n theory in settings involving multiple equilibria. 
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Chapter 3 

EQUILIBRIUM SELECTION 

 

3.1.  INTRODUCTION 

In recent years, experiments on a wide variety of games with multiple 

Nash equilibria have consistently rejected the saliency of existing deductive 

equilibrium selection principles.  With the demise of the deductive refinement 

program of game theory, attention has been focused on dynamic models in the 

hope that they might resolve the predictive impotency of equilibrium theories.  

However, without a successful theory to determine initial conditions—the starting 

point of dynamics—an equilibrium prediction is generally not possible to achieve 

by induction alone.  A robust empirical characterization of first-period play 

combined with a dynamic model would provide researchers with a powerful 

equilibrium prediction technique for a large class of coordination games.  The 

goal of our research is to provide social scientists with an empirically successful 

model of human strategic behavior in the initial-period play of games 

characterized by multiple equilibria.  

Using equilibrium refinement techniques, Nash equilibria can sometimes 

be eliminated by arguing that they are not self-enforcing.  Equilibrium refinement 

methods predict whether an anticipated equilibrium will be played. Common 

concepts in equilibrium refinement are the elimination of unreasonable actions, 

sequential rationality, perfectness (Selten, 1974), properness (Myerson, 1978), 

and strategic stability (Kohlberg and Mertens, 1986). 
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In contrast to equilibrium refinement, the deductive equilibrium selection 

literature attempts to explain and predict which of the equilibria surviving 

refinements should be expected in different classes of games. A common 

conjecture is that decision makers apply some deductive principle to identify a 

specific Nash equilibrium. One such deductive selection principle is payoff-

dominance (Harsanyi and Selten, 1988, p. 81; Schelling, 1960, p. 291).  Applying 

this principle, one expects the equilibrium outcome in a coordination game to be 

the highest Pareto-ranked equilibrium.  The major weakness of payoff dominance 

lies in its failure to take into consideration out-of-equilibrium payoffs.  To remedy 

this deficiency, equilibrium selection principles have been developed that are 

based on “riskiness,” the most famous of which is Harsanyi and Selten’s (1988) 

risk-dominance selection principle.  

Schelling (1960) was the first to note that the salience of a selection 

principle used in a particular game is largely an empirical question.  His support 

of experimental methods came from his conviction that “… some essential part of 

the study of mixed motive games is empirical.”  And further, that “… the 

principles relevant to successful play, the strategic principles, the propositions of 

a normative theory, cannot be derived by purely theoretical means from a priori 

considerations” (Schelling 1960, p. 162). 

Experimental results [for prominent examples see Cooper, DeJong, 

Forsythe, and Ross (1990), Van Huyck, Battalio and Beil (1990, 1991; 

henceforth, VHBB), Van Huyck, Cook, and Battalio (1994, 1995; henceforth, 

VHCB), and Straub, 1995] do not seem to favor deductive principles.  A possible 
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explanation for the failure of deductive principles is that they assume decision-

makers possess beliefs consistent with some equilibrium without attempting to 

explain the process by which decision-makers acquire these equilibrium beliefs.  

Other experimental research [Stahl and Wilson (1994, 1995; henceforth, SW), 

Stahl (1994,1996), Haruvy, Stahl and Wilson (1996; henceforth, HSW), and 

Haruvy (1997)] rejects the hypothesis that all experimental subjects generally 

begin with equilibrium beliefs.  Hence, it would seem that an equilibrium 

outcome is generally not the result of choices made by decision-makers with 

equilibrium beliefs but rather the result of a dynamic process that begins with first 

period play by less-than-super-rational decision-makers.  

Until recently deductive selection principles, which do not allow a role for 

the history of play or learning, have dominated the equilibrium selection 

literature.  The failure of deductive principles has shifted interest to learning and 

evolutionary dynamics as possible tools for equilibrium prediction.  The basis for 

these inductive selection principles is the idea that in cases where decision-makers 

initially fail to coordinate on some equilibrium, repeated interaction may allow 

them to learn to coordinate.  Having some experience in the game provides a 

decision-maker with observed facts that can be used to reason about the 

equilibrium selection problem in the continuation game.  This experience may 

influence the outcome of the continuation game by focusing expectations on a 

specific equilibrium point. 

Some experimental studies of games with multiple equilibria have found 

that relatively simple adaptive learning dynamics often yield good equilibrium 
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predictions.  In these experiments, knowledge of the initial distribution of play is 

sufficient to predict the equilibrium outcome [see VHBB, VHCB, and Roth and 

Erev (1995)].  

However, even with a good characterization of dynamics, it would be 

more satisfying to be able to predict the equilibrium outcome without having to 

first observe the initial distribution of play. This calls for a complete theory to 

characterize the first-period distribution of play and indicate how to use the rules 

of induction to arrive at the equilibrium. 

In this paper, we develop and test a model of initial play for two-player, 

symmetric normal-form games with multiple Nash equilibria.  In subsequent 

research we will merge this model of initial play with models of population 

dynamics in an effort to construct a complete theory of human strategic behavior 

in the presence of multiple equilibria. 

Our approach is to specify an encompassing econometric model that 

incorporates equilibrium selection principles as well as boundedly rational models 

of behavior. We design an experiment and then estimate the econometric model 

using the experimental data.  The implicit nesting of hypotheses in such a model 

allows for statistically powerful tests. 

In Section 3.2 we review three deductive equilibrium selection principles: 

payoff dominance, risk dominance, and security.  Section 3.3 develops the model, 

beginning with a generic model of probabilisitic choice functions (or behavioral 

rules) based on "evidence."  For instance, the expected utility vector conditional 

on the belief that the payoff dominant Nash equilibrium will be played can serve 
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as a type of evidence that can lead to the prediction that, with high probability, 

players focusing on such evidence will choose the payoff dominant Nash 

equilibrium.  The maximum possible payoff to each action is another type of 

evidence, which we call the maximax evidence. This type of evidence can lead to 

the prediction that, with high probability, players will choose the maximax action. 

The level-n types of SW can also be represented in this generic model of 

behavioral rules. We demonstrate how different kinds of evidence can be 

combined to form hybrid models of behavior, and how a small set of archetypal 

behavioral rules can be used in a mixture model to represent heterogeneous 

populations. 

Section 3.4 explains the experimental design. Section 3.5 presents a 

description of the experimental data, estimation results, model comparisons and 

hypothesis tests.  Our model comparisons and hypotheses tests indicate that (1) 

boundedly rational, in particular level-1 thinking, is prevalent in initial-period 

play, (2) homogeneous population models can be strongly rejected, and (3) 

deductive selection principles add no statistically significant contribution. Section 

3.6 concludes. 

 

3.2. DEDUCTIVE EQUILIBRIUM SELECTION PRINCIPLES 

In this section we briefly review the main deductive selection principles in 

the literature: payoff dominance, risk dominance and security. The premise 

behind these selection principles is that players choose an action from the set of 

Nash equilibrium actions according to various criteria. If all players apply the 
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same criterion, the equilibrium outcome can be predicted without any 

consideration of dynamics. 

 

3.2.1 Payoff Dominance  

It has been argued that the payoff-dominant equilibrium in coordination 

games is a natural focal point (Schelling, 1960, p. 291). A Nash equilibrium is 

said to be payoff dominant if it is not strictly Pareto-dominated by any other 

equilibrium. This is equivalent to the idea of jointly admissible strategies (Luce 

and Raiffa, 1958, pp. 106-107). According to the payoff dominance (PD) 

principle, players faced with multiple, self-enforcing equilibria that are Pareto-

ranked are expected to choose the highest-ranking equilibrium.  

The PD principle relies on the idea that “rational individuals will 

cooperate in pursuing their common interests if the conditions permit them to do 

so” (Harsanyi and Selten, 1988, p.356). Under unlimited communication, it makes 

sense that this would be the case (Bernheim, Peleg and Whinston, 1987). Under 

certain conditions, one stage of “cheap talk” has been sufficient in both the one-

shot game (Anderlini, 1995) and the repeated game (Matsui, 1991), to uniquely 

determine the Pareto-efficient outcome. 

However, in the absence of an explicit mechanism to select equilibria, 

collective rationality is much harder to justify and out-of-equilibrium payoffs 

become important. Moreover, even in the presence of two-way communication, 

Aumann (1990) has produced a simple example wherein payoff dominance is not 

a guaranteed outcome. Experimental studies by Cooper et. al. (1990, 1992), 
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VHBB (1990, 1991) and Straub (1995) on coordination games provide substantial 

evidence that players often fail to coordinate their actions to obtain a Pareto-

optimal equilibrium in experimental settings. These studies also provide evidence 

that suggests the importance of out-of-equilibrium payoffs in equilibrium 

selection. VHBB suggest that payoff dominance is not salient in many strategic 

situations because of its failure to take into account out-of-equilibrium beliefs. 

Equilibrium selection principles based on “riskiness” attempt to remedy this 

deficiency. 

 

3.2.2. Risk-Based Selection Principles  

Though solution concepts based on risk differ in many respects, they share 

several common elements. The most important is their consideration of out-of-

equilibrium payoffs. A related commonality is that these solution concepts in 

some sense can be interpreted as the minimization of a player’s “risk” in the face 

of uncertainty. These solution concepts only differ in what they believe to be the 

best proxy for “risk.”  

 

3.2.2.1. The Security Selection Principle  

A secure action is that action which maximizes the minimum possible 

payoff (Van Huyck et. al., 1990).  Thus, when each act is appraised by looking at 

the worst state for that act, the secure action is the action with the best worst state. 

This idea is the pure-strategy version of Von Neumann and Morgenstern’s (1947) 

maximin criterion.  It is important to note that in games with non-Nash actions, 
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there is no reason to assume that the secure action should be in the support of 

some Nash equilibrium.  Therefore, to make the security criterion an equilibrium 

selection principle it must be modified to exclude actions that are not in the 

support of some Nash equilibrium. There are two ways to implement such a 

restriction. Let U be a J×J matrix of game payoffs for the row player in a given 

game.  One way to restrict the security criterion to equilibrium actions is by 

defining the secure equilibrium action as that equilibrium action which satisfies 

 
  kj

Jj     NEk  
 Uminmax  arg

∈∈
.     

 (1) 

 

where NE denotes the set of Nash equilibrium actions. Eq(1) appraises pure Nash 

equilibrium actions (k ∈ NE) with respect to the worst state (the choices of 

others) for those actions even if that state is incompatible with Nash equilibrium, 

which is at odds with the spirit of equilibrium selection.  If a player is selecting 

among Nash equilibria, then she has already confined the support of her belief to 

the set of Nash equilibria.  Therefore, we modify eq(1) and define the secure 

equilibrium action as 

  
   kj

NEj    NEk     
 Uminmax  arg

∈∈
.           

(1’) 
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This alternative applies the security criterion to the game after the deletion 

of non-equilibrium actions. In accordance with this restriction, the security (SE) 

selection principle is an equilibrium selection principle that predicts the maximin 

action after restricting attention to the set of equilibrium actions. While VHBB 

(1990, 1991) are inconclusive regarding the predictive power of the security 

criterion, data from experiments conducted by Straub (1995) reject this principle. 

 

3.2.2.2. The Risk Dominance Selection Principle 

Harsanyi and Selten (1988) first introduced the risk-dominance selection 

criterion.  This criterion is concerned with pair-wise comparisons of Nash 

equilibria.  The equilibrium with the highest Nash-product is selected out of each 

pair, where the term Nash-product refers to the product of the deviation losses of 

both players at a particular equilibrium. 

In the heuristic justification of risk dominance, selection of the risk-

dominant equilibrium results from postulating an initial state of uncertainty where 

the players have uniformly distributed second order beliefs; i.e., each player best-

responds to the belief that the other players’ beliefs are uniformly distributed on 

the space of priors. 

Unfortunately, due to the pair-wise nature of the ranking of equilibria, 

there are substantial difficulties in applying the risk-dominance principle to 

general n×n games with n > 2. The main difficulty is that when n > 2, transitivity 

of risk-dominance relations between pairs of equilibria is not guaranteed. One 

solution is to extend the heuristic idea of uniformly-distributed second-order 
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beliefs to n dimensions. Briefly,1 this is done as follows: Let B denote the subset 

of the n-dimensional belief space that satisfies the condition that zero probability 

is assigned to non-Nash actions. Define qj
RD

 as the relative proportion of B for 

which action j is the best response to some belief in B.  Then the action k ∈ NE 

that maximizes UkqRD (where Uk is the kth row of the payoff matrix) is the risk-

dominant NE action for the symmetric normal-form game represented by the 

payoff matrix U. This solution is consistent with pair-wise predictions in 2×2 

games and ensures transitivity of risk-dominance relations in general 2-player n×n 

games. We shall refer to this extension as risk-dominance (RD). 

 

3.3.  SPECIFICATION OF THE ENCOMPASSING ECONOMETRIC MODEL.  

The basic component of our econometric model is a probabilistic choice 

function that is based on evidence. Let y be a J×1 real vector of evidence, with the 

implication that yj > yk means that there is more evidence in favor of choosing 

action j than there is for choosing action k.  We suppose that the decision maker 

measures this evidence with some error or considers other latent aspects of the 

actions so that the probability of choosing action j given evidence y is 

 
Pj (y) ≡  exp(yj) / ∑

l

exp( ly ).         (2) 

 

                                                           
1 For a more detailed explanation, see Haruvy and Stahl (1998). 
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P(y) is a logit probabilistic choice function based on evidence y.  We will 

represent each type of behavior as a logit probabilistic choice function based on 

specific evidence. 

One major advantage of this approach is that even when there is 

overwhelming (but finite) evidence in favor of a particular action, the choice 

probabilities will be strictly positive for all actions, and the small probabilities on 

the lessor favored actions can be interpreted as trembles or idiosyncratic noise.  

Moreover, since the choice probabilities respect the ranking of actions according 

to the evidence vector, the tremble probabilities are "proper" in the sense that the 

actions with less favorable evidence are less likely to be chosen. 

In the following subsection we apply this approach to derive behavioral 

rules based on three equilibrium selection principles.  Next, we extend this 

approach to include the SW level-n theory of bounded rationality as well as 

optimistic and pessimistic behaviors. 

 

3.3.1.  Nash Equilibrium Selection Evidence 

When confronting real choice data, it is virtually certain that choices 

inconsistent with Nash equilibrium selection principles will be observed. 

Therefore, it necessary to supplement these pure selection principles with a model 

of errors or trembles. To ensure that our results are not artifacts of a particular 

error model, we explore two alternative approaches for modeling errors in the 

context of equilibrium selection:  (i) prior-based, and (ii) uniform trembles.  Both 

can be represented as an evidence-based logit probabilistic choice function. 
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3.3.1.1.  Games with Unique Nash Equilibria 

Since any theory developed for games with multiple Nash equilibria 

should also apply to games with unique Nash equilibria, we begin with the latter 

case first.  Let pNE denote the unique Nash equilibrium expressed as a probability 

distribution over the available actions.  Since game theory specifies the belief of a 

Nash player to be pNE, it is natural to take νUpNE as the evidence vector, where ν 

> 0 is a scalar that is inversely proportional to the variance of calculation errors 

and noise induced by latent idiosyncratic factors.  The prior-based behavioral 

rule of a Nash player in a game with a unique Nash equilibrium is then defined as 

the probabilistic choice function in eq(2) with y = νUpNE.  Thus, the tremble 

probabilities to non-Nash actions are monotonic in the expected utility of those 

actions given belief pNE. 

An alternative specification of the potential choice errors is one in which 

non-Nash actions all have an equal but small probability. This alternative can be 

represented within our evidence-based model by specifying the evidence vector 

such that it contains zeros for all non-Nash actions and δ > 0 for the Nash action; 

let δNE denote this evidence vector. Then there exists an ε > 0 such that 

 

 P(δNE) =  (1-ε) pNE + ε P0 ,     (3) 

 

where P0 denotes the uniform distribution over the J possible actions.  The 

shortcoming of this commonly employed specification is that non-Nash actions 
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with low expected payoff given belief pNE are just as likely to be chosen as non-

Nash actions with high expected payoff. 

 

3.3.1.2.  Games with Multiple Nash Equilibria 

In games with multiple Nash equilibria, we have multiple candidates for 

the evidence vector:  νUpk (or alternatively δk) for each k ∈ NE. An equilibrium 

selection principle can be used to single out one of these candidates. We also 

explore how to incorporate evidence derived from the ranking criteria of each 

selection principle. 

For games with a unique Nash equilibrium that corresponds to a particular 

selection principle (PD, RD, SEC), there is a unique prior (or belief) 

corresponding to that selection principle (denoted pPD, pRD, pSEC). This prior 

assigns probability of 1 to the Nash action selected by that principle. Then, νUph 

is the prior-based evidence for selection principle h ∈ {PD, RD, SEC), and the 

prior-based behavioral rule of an h-Nash player in a game with a unique h-Nash 

equilibrium is the probabilistic choice function given by eq(2) with y  = νUph. 

For the alternative model of uniform trembles, the evidence vector is δh 

for h ∈ {PD, RD, SEC). The obvious shortcomings of uniform trembles are that 

(1) trembles to non-Nash actions are just as likely to occur as trembles to other 

Nash actions, and (2) the ranking of the Nash equilibria by the selection criterion 

is not reflected in the choice probabilities. 
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3.3.1.3.  Ranking-Based Criteria 

In a coordination game with multiple Pareto-ranked Nash equilibria, given 

the payoff dominance selection criterion, it is not unreasonable to want the 

tremble probabilities to respect the Pareto ranking of the NE.  To achieve this, one 

can specify the PD evidence of a Nash equilibrium strategy (say, j) to be the 

equilibrium payoff Ujj.  However, it is unclear how to specify the evidence for 

non-Nash actions.  If we use the minimin payoff of the game, then non-Nash 

actions will have the lowest choice probabilities, but this payoff evidence for a 

non-Nash action could be significantly lower than the worst payoff  possible for 

that non-Nash action.  Using the worst payoff of a non-Nash action as the 

evidence would ensure that Nash actions are more likely than non-Nash actions 

under the PD principle, but this desirable feature would not necessarily hold for 

the RD and SEC principles.2  We have explored many alternatives, but have not 

found any without serious shortcomings. Thus we concluded that ranking-based 

evidence is not a well-defined concept that can be applied to determine choice 

probabilities in the form of eq(2). 

However, ranking-based criteria can be incorporated in another manner to 

reflect the strength of the selection principle in a player's mind.  To illustrate, 

consider a symmetric game with two Nash equilibria (action 1 and action 2) and  

U11 > U22.  In this case, pPD would assign a probability of one to action 1 no 

matter how small the payoff difference, but when U11 = U22, presumably both 

                                                           
2 For example, in game 16 (see figure I), the RD evidence for Nash action A is 5, whereas the 
worst possible payoff for non-Nash action C is 10. In game 13, the SEC evidence for Nash action 
C is 25, whereas the worst possible payoff for non-Nash action A is 30. 
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equilibria are equally likely.  This undesirable discontinuity can be smoothed by 

specifying a probabilistic choice between the alternative equilibrium beliefs that 

depends monotonically on the ranking of the equilibria.  Specifically, define the 

ranking-based PD evidence as  {rj
PD = Ujj , j ∈ NE}, and suppose that with 

probability  

 

         ψ1(γ;rPD) ≡ exp(γr1
PD)/[Σ k ∈ NE  exp(γrk

PD)] ,    (4) 

 

the PD-Nash player believes the PD action 1 will be played with certainty. In that 

case, using prior-based evidence, the PD player has a probabilistic choice given 

by P(νUp1). With probability  ψ2(γ;rPD) = 1-ψ1(γ;rPD), the PD player believes 

Nash equilibrium action 2 will be played with certainty. In that case, using prior-

based evidence, the PD player has a probabilistic choice given by P(νUp2).  The 

resulting probabilistic choice function is the convex combination: 

 

  PPD(ν,γ) ≡  Σ k ∈ NE  ψk(γ;rPD) P(νUpk).          

(5) 

 

When the difference in payoffs and the precision parameters ν and γ are 

large, the player focuses his choice on the PD-Nash equilibrium (action 1), and as 

the payoff difference between action 1 and action 2 vanishes, the player tends to 

play actions 1 and 2 with close to equal probabilities.  In all cases, the choice is 
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concentrated on Nash equilibrium actions.3   We interpret γ as the strength of the 

PD selection criteria in determining which Nash equilibrium the player believes 

will be played by others. 

A similar approach is applied to the risk dominance and the security 

selection principles by using their respective ranking criteria in place of payoffs.  

Specifically, for the risk dominance principle, the ranking-based evidence is {rj
RD 

= UjqRD, j ∈ NE}, where qRD was defined in Section 3.2.2.2.   For the security 

selection principle, the ranking-based evidence is {rj
SEC = min k∈NE Ujk, j ∈ NE}.  

Note that since eq(5) is confined to the set of Nash equilibria, we need not define 

ranking-based evidence for non-Nash actions. 

 

3.3.2.  Boundedly Rational Models of Behavior 

Recent experimental research on initial-period play sheds some light on 

what hitherto has been thought of as ‘accidental’ initial distribution of play. 

Theory derived from such experimental work has generated several classes of 

bounded rationality models, two of which we consider in this essay.  The first 

class is hierarchical in nature and is based on works by Stahl (1993) and Nagel 

(1995); the second class is based on models of optimistic and pessimistic 

behaviors. 

 

                                                           
3 We reject an alternative formulation in which the player's belief is a mixture of NE actions (with 
the mixture depending on the payoff difference) because it is possible for the best response to such 
a mixture to be a non-Nash action, which contradicts the spirit of equilibrium selection principles. 
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3.3.2.1. Hierarchical Bounded Rationality 

We embrace SW’s conjecture that different boundedly rational4 behaviors 

are due to different depths of reasoning by a self-referential process starting with 

a uniform prior over other players’ strategies. In particular, level-1 bounded 

rationality postulates that a given player, due to insufficient reason, holds a 

uniform prior, P0, over other players’ actions, and hence has a prior-based 

evidence vector of UP0.  Then the level-1 behavioral rule is the probabilistic 

choice function defined by eq(2) with y = ν1UP0, which we will denote hereafter 

as  

 

P1(ν1) ≡ P(ν1UP0).           (6) 

 

Level-2 bounded rationality postulates a prior of b1(P0), where b1(⋅) puts 

equal probability on best responses to (⋅) and zero probability on inferior 

responses. Hence, a level-2 player has the prior-based evidence vector of Ub1(P0). 

The level-2 behavioral rule is the probabilistic choice function defined by eq(2) 

with y = ν2Ub1(P0), which we will denote hereafter as  

 

P2(ν2) ≡ P(ν2Ub1(P0)).      (7) 

 

                                                           
4 The self-referential nature of the concept of “rationality” in interactive situations raises the 
question as to whether limits on computational powers of human beings impose fundamental 
constraints on their ability to arrive at rational strategies (Binmore, 1987, 1988). 
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The level-0 behavioral rule is uniformly random over all the actions in the 

game, and so is denoted by P0, which is equivalent to having an evidence vector 

of zeros: since, from eq(2), P(0) = P0. 

 

3.3.2.2. Optimistic and Pessimistic Behaviors 

Haruvy, Stahl, and Wilson (1998) investigate the existence of optimistic 

and pessimistic behavior in player populations.5 An “optimistic” player, also 

known as maximax, is one who tends to choose the action that can potentially 

give him the highest payoff in the game. In other words, the optimistic player can 

be thought of as one who believes his opponents will act in his best interest, 

whichever action he chooses.  Hence, the natural optimistic evidence is  

 
yopt (νopt) ≡  νopt{ jk

k
Umax , j =1,…,J} ,          

(8) 

 

and the corresponding optimistic behavioral rule is Popt(νopt) ≡ P[yopt(νopt)]. 

A “pessimistic” player, on the other hand, believes that his opponents are 

“out to get him.” In other words, his opponents are thought to act in his worst 

possible interest, whichever action he chooses.  Hence, the natural pessimistic 

evidence is  

 

                                                           
5They do not find the pessimistic behavior significant, though the optimistic behavior is found to 
be significant and to best describe a non-negligible portion of the player sample. 
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ypes (νpes) ≡  νpes{ jkk
Umin , j =1,…,J} ,          

(9) 

 

and the corresponding pessimistic behavioral rule is Ppes(νpes) ≡ P[ypes(νpes)]. 

 

3.3.3.3.  Hybrid Behavioral Rules  

So far we have defined eight behavioral rules by specifying one kind of 

evidence in the probabilistic choice function, eq(2): three equilibrium selection 

rules, three level-n (n=0, 1 and 2) rules, one optimistic rule, and one pessimistic 

rule.  The parameters are the "ν" scaling factors for each type of evidence, also 

interpreted as the inverse of the variances of the trembles.  We will call each of 

these rules archetypal rules because they correspond to simple hypotheses about 

behavior. 

While some people may behave according to one of these archetypal rules, 

there is no a priori reason why other people would not use some or all of these 

kinds of evidence, combining them into a weighted evidence vector that feeds into 

eq(2).  To formalize this, let E be an index set for kinds of evidence;  e.g. E might 

be {0, 1, RD}, meaning level-0, level-1 and RD evidence.  For each e ∈ E, let ωe 

> 0 denote the weight given to that kind of evidence.  Then, the weighted 

evidence vector is defined as 

 

  y(ω) ≡  Σ e∈E  ωe ye ,          

(10) 
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which generates the probabilistic choice function P(y(ω)) via eq(2). The observant 

reader will notice that these weights will combine multiplicatively with the 

scaling factors, so only the product ωeνe can be identified empirically.  In SW, the 

"worldly" type was such a hybrid rule. We will test for hybrid behavioral rules as 

well as archetypal rules.   

 

3.3.4.  Homogeneous Population Models 

In a homogeneous population model all individuals are assumed to use 

one and only one behavioral rule, such as the payoff-dominance Nash rule.  Of 

course, the specific probabilistic choice function will depend on the game (the 

actions and payoffs), because the evidence vector depends on the game. We will 

make this dependence explicit by using "g" where needed to denote a particular 

game in some group of games G. For example, Ug will denote the payoff matrix 

in game g, and pPD(g) will denote the payoff -dominant Nash equilibrium belief 

for game g; hence the evidence vector is written as yg(ν) = νUg pPD(g). 

Further, let a(i,g) denote the action of player i in game g. Then, given a 

behavioral rule and the evidence yg(ν) which defines that rule, the probability of 

player i’s joint choices for a group of G games is 

 
   ∏

∈Gg
 Pa(i,g)[yg(ν)].          

(11) 
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To fit the model to the data, we maximize the log of this joint probability 

summed over all individuals.  In our simple behavioral models, there will 

typically be only one or two parameters over which to maximize. 

 

3.3.5.  Heterogeneous Population Models 

We next construct an econometric model that allows for sub-populations 

of players, each using a different behavioral rule. Such a model allows us to:  

 

1. Conditionally test for the existence of a sub-population that uses a 

given behavioral rule. 

2. Measure the extent of use of one rule versus another in first-period 

play if neither is rejected; i.e., measure the relative size of a sub-

population. 

3. Test alternative methods of modeling a specific behavioral type. 

 

We associate a sub-population of potential individuals with each 

behavioral rule t in a class of behavioral rules T. We let αt ≥ 0 denote the 

proportion of the total population that comprises the sub-population that uses 

behavioral rule t exclusively.  Obviously, we require that  Σ t∈T αt = 1.   For 

example, we might specify T to be {0, 1, 2, opt, PD}, meaning that we include the 

level-0, level-1, level-2 and optimistic boundedly rational rules as well as the 

payoff-dominant Nash rule in the class of behavioral rules. 
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Letting ygt denote the evidence associated with rule t for game g, the 

probabilistic choice function is P(ygt), given by eq(2), and the aggregate 

probabilistic choice function for the population in game g is 

 

P (α;g)  ≡  Σ t∈T αt P(ygt).     (12) 

 

The log-likelihood function for observed population choices is then 

proportional to 

 

LL(α) = Σ g∈G Σ j∈J  nj
g log[ P j(α;g)]  ,    (13) 

 

where nj
g denotes the number of individuals choosing action j in game g.  Of 

course, this log-likelihood function also depends on the scaling and weighting 

parameters implicit in the evidence for each rule. 

 

3.4.  EXPERIMENTAL DESIGN 

Twenty symmetric 3×3 game matrices have been selected to confront the 

theories.  Fourteen of these games are coordination games with two or three 

symmetric pure Nash equilibria (six taken from Cooper et al, 1990).  For these 

coordination games, no two equilibrium selection principles predict the same 

action for all 14 games.  Two of the games are specifically designed to separate 

out Harsanyi-Selten's pairwise risk dominance from our extension of risk 

dominance.  The six non-coordination games are designed to separate out various 
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boundedly rational types.  The payoff matrices for the row player are presented in 

Figure I; the transposes of these matrices give the payoffs for the column player.  

Figure I groups together games with similar characteristics; the numbering of the 

games corresponds to the order in which games appear in the experiments. 

Each participant “plays the field”; i.e., each player faces the empirical 

distribution of choices of all other participants.  This procedure is also known as 

mean matching. In the coordination literature, the mean of players’ actions is a 

common example of an abstract market process (Cooper and John, 1988). As the 

number of players increases, the influence of an individual player on the mean 

goes to zero and in the limit an individual player cannot influence the market 

outcome. 

The experiment is conducted in a computer laboratory and each participant 

is assigned a computer terminal.  During the experiment, each game matrix is 

presented on the computer screen (see Figure II) once a participant has clicked on 

a button corresponding to that game.  Participants have an on-screen calculator 

available to them to calculate hypothetical payoffs.  On the main screen, players 

view the game matrices, enter hypotheses regarding the other players’ distribution 

of play, calculate payoffs to each action given a hypothesis, and choose a row 

action for each game matrix.  In addition to the main screen, players have 

available to them an instruction screen, which contains a copy of the instructions.  

Each player plays each of the 20 games with no feedback until all of the games 

have been played.  The total amount of time allotted for all 20 games is 30 
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minutes.  Within the time allotted, players can revisit any game and revise their 

choices.   

After the instructions have been read, a quiz is given to the participants. 

The quiz requires the subjects to use the main screen to determine the payoffs to 

various combinations of their individual choice and some distribution of the rest 

of the participants’ play. The game matrix used for the purpose of the quiz (see 

figure I) contains no pure Nash equilibrium in order that the practice questions not 

induce coordination in the actual games.  Reading aloud the instructions is 

intended to assure the subjects that all participants had common information. The 

quiz and the announcement following the quiz that all participants had received a 

perfect score suggest some degree of common knowledge. 

Four sessions have been conducted, with 23 subjects in the first session, 

24 subjects in the second session, 25 subjects in the third session and 25 subjects 

in the fourth session.  The subject pool consists of upper division and graduate 

students in the fields of social sciences and natural sciences (economics graduate 

students are not permitted to participate) at the University of Texas. Participants 

in previous experiments are screened out. Each session lasts one hour and 30 

minutes. Average payments for the four sessions are $22.48,  $23.46, $23.16, and 

$22.84, with standard deviations of  $4.44, $4.62, $3.46, and $3.34, respectively.  

Allowing participants to visit and revisit games in any temporal order they 

desired is intended to attenuate any effects of our arbitrary ordering of the games.  

However, after conducting the first two sessions, we observed that many 

participants visited the games in the order in which they are listed, with few 
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revisits.  To neutralize whatever order effects may be present in the first two 

sessions, we exactly reversed the order of the games for the last two sessions of 

the experiment. 

 

3.5.  EXPERIMENT RESULTS AND ECONOMETRIC TESTING 

While the payoffs in the experimental games are binary lotteries, the range 

of payoffs varies considerably over the 20 games.  Some games have ranges from 

0 to 100 (percent chance of winning), while the smallest range is 25 to 60.  Since 

the probabilistic choice functions defined in this paper are sensitive to the payoff 

differences, it is not clear a priori that one set of scaling parameters (ν and ω) is 

appropriate for all games.  On the other hand, we do not want to estimate separate 

scaling parameters for each game.  We therefore confine our investigation to two 

hypotheses: (i) that one set of parameters applies to the experimental games with 

payoffs as given in Figure 1; and (ii) that one set of parameters applies to the 

experimental games after all payoffs are rescaled to [0,100]. We find that the 

latter hypothesis fits the experimental data much better than the first (see 5.3.1). 

 

3.5.1.  Description of the Experimental Data 

An initial inspection of players' choices (presented above the game 

matrices in figure II) reveals a significant amount of coordination failure in first-

period play.  We observe that in some games, players display a great degree of 

heterogeneity in actions (game matrices 3, 15, 18 and 19 in figure II) whereas in 
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other games there seems to be almost a consensus (game matrices 2, 5, 8, 10, 14 

and 17 in figure II). 

We define the “hit-rate” of a particular selection principle as the 

percentage of players who choose the action predicted by that selection principle. 

The hit-rates for payoff dominance, risk dominance and security selection are 

28%, 44%, and 53%, respectively, for the entire set of fourteen coordination 

games.  

Looking at the hit rates for the deductive selection principles in each of the 

coordination games (figure III), we notice that no one deductive selection 

principle can explain the majority of choices in more than eight games. We define 

the “success rate” of a selection principle as the percentage of games for which 

the rule successfully predicts the action played by the majority of players (i.e., the 

percentage of games for which the hit rate was greater than 50%). We have 

success rates of 27%, 50% and 71% for payoff dominance, risk dominance and 

security selection, respectively. These statistics are unsatisfactory for real 

predictive ability. Furthermore, each of the deductive selection principles has at 

least one game for which it predicted correctly 0% of the actions taken by players. 

Yet, if we are forced to choose a unique deductive selection principle on the basis 

of which we make predictions, it would seem that security is the strongest 

candidate in terms of hit-rates and success rates out of all of the deductive 

selection principles. 

Given the disappointing performance of deductive equilibrium principles, 

we turn to bounded rationality theories as a possible prediction tool for initial 
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conditions. The simplest model of bounded rationality is a homogeneous model 

consisting of only the level-1 rule. The hit rate of level-1 bounded rationality is 

83%. The success rate of level-1 bounded rationality in predicting the action 

played by the majority of players is 100%.  The lowest hit rate for level-1 occurs 

in game 19 with a hit rate of 62%. This is significantly better than the lowest hit 

rate for any selection principle.  

 

3.5.2.  Testing of Homogeneous Population Models  

Though hit rates and success rates are powerful indicators of predictive 

power, any rigorous comparison must be made econometrically. Recall that 

econometric specification of equilibrium selection principles (Section 3.3.1) is 

problematic due to the need for a model of errors.  Two alternatives were 

discussed; namely, the prior-based, and the uniform tremble approaches. Since the 

two-parameter models, Ph(ν,γ), for h ∈ {PD, RD, SEC}, defined by eq(5) in 

Section 3.3.1.3, nest the one parameter models (when γ = ∞), without loss of 

generality we use the two-parameter specification. 

The first results shown in Figure IV are for the homogeneous two-

parameter equilibrium selection models, and the second group of results are for 

the uniform tremble models - both using rescaled payoffs.6  We list the results for 

the payoff-dominance rule and the risk-dominance rule together because the 

results are identical;  the maximum likelihood estimate of the γ coefficient was 

exactly 0 in both models, implying that neither equilibrium selection principle can 

                                                           
6 Game payoffs are rescaled to [0,100], but similar results are obtained without this rescaling. 
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help explain the data better than (what we will henceforth call) the uniform Nash 

equilibrium (UNE) model in which each Nash equilibrium is equally likely to be 

the prior of the player.  Among the prior-based equilibrium selection models, only 

the security principle improves the fit of the model over UNE. 

We see that all selection principles under the uniform tremble approach 

perform a great deal worse than their counterparts under the prior-based 

approach-- even taking into account the difference of one in the number of 

parameters (using Akaike Information Criterion, for example).  Furthermore, all 

selection principles under the uniform tremble approach perform worse than 

UNE.  Therefore, we can reject the uniform tremble approach. 

Turning our attention to bounded rationality rules, we note that the log-

likelihood of  -1297.93 (Figure IV) for the homogeneous model of level-1 

bounded rationality is an enormous improvement over the log-likelihood of -

1837.67 (Figure IV) produced by the prior-based security model.  This is not 

surprising given the hit rate analysis (Figure III).  While the security selection 

model is best among the homogeneous equilibrium selection models undoubtedly 

because of its attention to risk, the homogeneous level-1 model is far superior. 

Figure IV also reports the results for a hybrid model with level-0, level-1, 

and UNE evidence.7  The improvement in log-likelihood is statistically significant 

but not nearly as impressive as the improvement of the homogeneous level-1 

model over the homogeneous equilibrium selection models. 

                                                           
7 This is the multiple equilibrium version of SW's worldly type. 
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The combined evidence of hit-rates and econometric fit demonstrate that 

no reasonable characterization of first-period play should be made without 

allowing for bounded rationality behavioral rules, especially the level-1 rule. 

Moreover, the success of the level-1 rule sheds some light on our comparison of 

deductive selection rules. The property of being the maximin (over NE) and the 

property of having the greatest row sum are highly correlated, and hence the 

predictions of SEC and level-1 often coincide. The one-parameter PD rule (i.e. γ = 

∞), which is not closely related to level-1, performs the worst, whereas SEC, 

which most closely coincides with the level-1 predictions, performs the best.  

 

3.5.3.  Testing of Heterogeneous Population Models 

By allowing for heterogeneity in the population of players, we are able to 

obtain a substantial improvement in fit since players display diverse behavior in 

several of the games. Heterogeneous models of behavior cannot be compared 

using hit rates and success rates as was done previously since more than one 

action may be predicted for a given game.  However, econometric techniques can 

be used to compare goodness of fit. 

 

3.5.3.1.  The Base Model 

We begin by describing a model with the following set of rules:  T = {0, 1, 

2, opt, pes, UNE, and H}; namely, the level-0, level-1, and level-2 boundedly 

rational rules, the optimistic and pessimistic rules, the Uniform Nash equilibrium 

rule, and a Hybrid rule that combines all of the kinds of evidence except level-0.  
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This initial model has 16 parameters, one ν scaling parameter for each of the five 

archetypal rules (excluding level-0 of course), five weighting parameters (ω) for 

the five types of evidence of the Hybrid rule, and six population proportion 

parameters (α).  The combined evidence of the Hybrid rule is 

 

    yH(ω) ≡  ω1Up0 + ω2Ub1(p0) + ωNE [Σ k ∈ NE  ψk(0;r) Upk]  + yopt(ωopt) +  

ypes(ωpes),   (14) 

 

where ψk(0;r) is defined by eq(4) and puts equal probability on each Nash 

equilibrium. 

Our experience with estimating mixture models has taught us that 

identification can be difficult without some restrictions on the parameter values.  

For instance, without appropriate lower bounds on the ν scaling factors, 

essentially level-0 type behavior can be falsely identified as some other type with 

very low precision.  To avoid this mis-identification, we require that each scaling 

factor νk ≥ 0.1, and similarly for the sum of the ω weights in the Hybrid rule.  

Further, as the magnitude of these scaling factors becomes large, the probabilistic 

choice function tends to put unit probability on one action, and the likelihood 

function becomes virtually flat in these parameters.  To ensure quick convergence 

of the maximization algorithm and to prevent tiny differences in essentially zero 

probability choices from having unwarranted influence, we imposed an upper 

bound of  1.0309 on each ν scaling factor and on the sum of the ω weights in the 

Hybrid rule;  at this upper bound, a 10-point difference in payoffs causes the 
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higher-payoff action to be a 1000 times more likely than the other action, and it 

makes no practical difference in the predicted choice probabilities for the games 

used in our experiment. 

The maximized log-likelihood value of this 16-parameter model is -

1176.03, and we find that αpes = 0. This indicates that there are no pure 

pessimistic types in the population.  Further, the weight on maximax evidence 

(ωopt) in the Hybrid model is negligible, while the proportion of pure optimistic 

types in the population (αopt) is non-negligible.  Since this is a cumbersome 

model, we were motivated to test several restrictions.  First, since αpes = 0, that 

parameter as well as the scaling parameter νpes for the homogeneous pessimistic 

type can be dropped with absolutely no degradation of the log-likelihood values.  

Next, we consider setting the weight parameters for the maximax and maximin 

evidences within the Hybrid rule to zero.  This restriction lowers the log-

likelihood value to -1177.76.  The 1.73 decrease is distributed chi-square with two 

degrees of freedom, and has a p-value of 0.421.  Therefore, we cannot reject these 

restrictions, and henceforth impose them on our model.  Our "base" model then 

consists of five archetypal rules (level-0, level-1, level-2, opt, and UNE), and one 

Hybrid rule that combines level-1, level-2 and UNE evidences. 

Compared to the best homogeneous models (Table IV), our base model 

increases the log-likelihood value by over 110, which even with the loss of 11 

degrees of freedom is strongly statistically significant (p < 10-40).  In other words, 

the heterogeneity allowed  by the mixture model enormously improves the fit to 

the data. 
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These results and those that follow in Table V and VI use game payoffs 

rescaled to [0,100].  Without rescaling, the maximized log-likelihood of our base 

model decreases to -1187.52.  Since these hypotheses are not nested, we cannot 

provide a statistical significance level for the log-likelihood difference (-1177.76 

– (-1187.52)).  However, the sign and approximate magnitude of this log-

likelihood difference persist over a variety of versions of the model, suggesting 

robustness.  On a game-by-game basis, the improved fit occurs mainly for those 

games whose payoffs are rescaled. 

Table V presents the maximum likelihood parameter estimates for our 

base model as well as the bootstrapped confidence intervals.  To generate these 

confidence intervals we use the standard parametric bootstrap procedure in which 

999 pseudo-data sets of 97×20 choices are generated under the hypothesis that the 

base model with the ML estimates is the true data generation process. For each 

pseudo-data set we find the ML estimates of the parameters, sort the 999 pseudo 

estimates and use the 25th and 975th ordered estimates for the confidence interval.  

The width of these confidence intervals indicates that even with 97×20 choice 

observations, the precision of the ML estimates for this model (under the null 

hypothesis) is not great.  We attribute this imprecision to the considerable 

correlation among the behavioral rules for these 20 games, despite our effort to 

select games for which each type predicts different choices. 

As a benchmark for assessing goodness-of-fit, suppose our predicted 

frequencies of choices for all 20 games exactly matched the actual empirical 

frequencies in the data; the resulting log-likelihood of -1156.14 would be the 
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maximum possible for the experimental data.  In other words, our fitted model, 

with a log-likelihood of -1176.76, comes remarkably close to the maximum 

possible for this data set.  As another measure of goodness-of-fit, we computed 

the statistic 
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where n is the total number of individuals.  The computed value is  44.98, which 

is distributed chi-square with 40 degrees of freedom.  Hence, we cannot reject, at 

any commonly accepted level of significance, the hypothesis that the data is 

generated by the fitted model. 

 

3.5.3.2.  Testing Equilibrium Selection Principles 

We enhance the 12-parameter base model by incorporating evidence from 

equilibrium selection principles.  For the archetypal Nash rule we use the two-

parameter version given by eq(5), thus adding one parameter (γ) to the model.  In 

the Hybrid rule, for the Nash evidence we use a convex combination of the prior-

based Nash evidences where the weights depend on the ranking-based evidence as 

in eq(4).  Specifically, for the payoff dominance selection principle, the Hybrid 

evidence is 
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        yHPD(ω,μ) ≡  ω1Up0  + ω2Ub1(p0) + ωNE Σ k ∈ NE  ψk(μ;rPD) Upk   .      

(16) 

 

With the additional parameter μ set to 0, each Nash equilibrium has equal 

weight as in the UNE model.  When  μ > 0, the payoff-dominant Nash 

equilibrium is given more weight than any other equilibrium and these weights 

respect the payoff ranking. Hybrid evidence is similarly defined for the risk 

dominance and security selection principles. 

We considered each of the three equilibrium selection principles 

individually, adding one principle as an archetypal rule and incorporating that 

same criterion into the Hybrid rule. The estimation results are shown in Figure VI.  

It is noteworthy that the parameter estimates vary little across the alternative 

models.  The greatest improvement in the log-likelihood value is 1.64 for the 

security (SEC) selection principle, but since two additional parameters are 

introduced, this is not statistically significant even at the 40% level.  While SEC 

was the best among the homogeneous equilibrium selection models (Figure IV), 

once boundedly rational behavior is admitted into a heterogeneous model, SEC no 

longer makes a statistically significant contribution.  Therefore, we cannot reject 

the hypothesis that none of the deductive equilibrium selection principles makes a 

statistically significant contribution to explaining the data. 

 

3.5.3.3  Heterogeneity and Uniform Trembles 
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In section 3.5.2, we rejected the uniform trembles approach in favor of the 

logit probabilistic choice specification for the homogeneous models, but this 

rejection does not logically extend to the heterogeneous mixture models. 

Estimating heterogeneous mixture models in which uniform trembles are 

specified for the equilibrium-selection types, we find that none of these alternative 

models yields a maximized likelihood value greater than that for the 

corresponding logit specification (given in Figure VI).  While non-nested, both 

specifications entail the same number of parameters.  We, therefore, also conclude 

that none of the equilibrium selection principles with the uniform tremble 

specification helps explain the empirical data. 

 

3.5.4.  Robustness Tests 

To test the predictive power of the above model out-of-sample, we 

estimate the model’s parameters on a subset of games and use these estimates to 

predict the behavior in another subset of games.  For this purpose, the 

composition of the two subsets has to be similar and the subset used to estimate 

the parameters for prediction must be large enough to have a reasonable 

efficiency of parameter estimates. For the predicted subset (subset II), we picked 

six representative games (11, 17, 1, 3, 9, and 15 in figure I) out of the 20 games 

selected for the experiment.  These six games were picked a priori as 

representative of the entire set of 20 games; i.e., one game was picked from each 

of the four categories of games: dominance-solvable games, mixed Nash 

equilibrium games, SW litmus-test games, and pairwise versus extended risk-
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dominance games; two were picked from the Cooper et al coordination games.  

Furthermore, we ensured that the games in each subset provided a satisfactory 

temporal sampling. We refer to the remaining subset of 14 games as subset I. 

To test the robustness of the model with respect to the games used, we 

conduct likelihood ratio tests using subsets I and II. In a likelihood ratio test for 

robustness, we estimate parameters for one subset of games by maximum 

likelihood. We then impose these parameter estimates on a different subset and 

obtain the likelihood of the latter subset, called the predicted subset, with the 

imposed parameters. We call this the restricted likelihood and denote it by Lr. We 

also estimate the parameters for the predicted subset by maximum likelihood; the 

maximum likelihood is called the unrestricted likelihood and denoted by Lu. The 

likelihood ratio statistic is λLR = -2 (log Lr – log Lu), and if the null hypothesis 

(that the parameter values are the same for both subsets) is true, this statistic 

should be distributed chi-squared with degrees of freedom equal to the number of 

restrictions. 

The likelihood-ratio statistic of subset I relative to the full set of games is 

2×(791.10 - 790.28) = 1.64, and the likelihood-ratio of subset II relative to the full 

set is 2×(386.66 - 384.01) = 5.30; these are distributed chi-square with 12 degrees 

of freedom and respective p-values of 0.999 and 0.947.  Thus, we cannot reject 

the null hypothesis that the parameter estimates from the full set of games are 

valid for subsets I and II.  Further, the likelihood-ratio statistic for predicting 

subset II from subset I is 2×(389.60 - 384.01) = 11.18. This statistic is distributed 

chi-square with 12 degrees of freedom and has a p-value of 0.514. Thus, we 
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cannot reject the null hypothesis that the parameter estimates from subset I are 

valid for subset II.  In other words, the parameter estimates are stable across these 

subsets of games, demonstrating the out-of-sample predictive power of the model. 

As another test of out-of-sample predictive power, we compute the 

goodness-of-fit statistic, eq(15) for subset II based on the parameter estimates 

from subset I.  The computed statistic of  11.45  is distributed chi-square with 12 

degrees of freedom.  Thus, we cannot reject at any commonly accepted level of 

significance the hypothesis that the data for subset II are generated by the model 

with estimates obtained using subset I. 

 

3.6.  CONCLUSIONS 

Often in the adaptive dynamics literature, the claim is made that given 

initial conditions, the path of play and hence the subsequent resulting equilibrium 

can be predicted with a high level of confidence. All that remains, given this 

conjecture, is to design a model that empirically characterizes the initial-period 

behavior of a population over different games. Natural candidates for such a 

model are various equilibrium selection principles. Deductive selection principles 

are shown to be inadequate in and of themselves in predicting first-period play. In 

contrast, simple models of bounded rationality, specifically a level-1 bounded 

rationality model and a hybrid model of bounded rationality, display much 

promise and have good predictive ability over all games. Given this finding, we 

allow for heterogeneous populations which apply equilibrium selection principles 

as well as boundedly rational rules. By relaxing the homogeneity assumption we 
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improve the fit significantly. Moreover, the estimated parameters are shown to be 

robust over subsets of games. 

A comparison of deductive selection principles’ predictive and 

explanatory powers in models of homogenous populations indicates that payoff 

dominance performs the worst of all the selection principles. This is consistent 

with evidence from a large body of experimental evidence that has rejected the 

saliency of payoff dominance and has all but preached for its abandonment in 

favor of other deductive principles. We conclude that in the presence of 

boundedly rational rules of behavior and a simple uniform Nash equilibrium 

model, none of the selection principles have significant explanatory power. 

Our results, to date, strongly indicate that despite claims to the contrary, 

first period behavior is not a ‘historical accident.’ This finding allows us to take 

our fitted models of first period play and combine them with adaptive dynamics to 

arrive at a prediction of the dynamic path of play. In particular, for each 

alternative model [a first-period model coupled with a dynamic model], we can 

forecast the population distribution of play in the first period as well as in any 

future period and hence assign a likelihood to any potential data sample. We will 

also do this for the more sophisticated “rule-learning” approach of Stahl (1997) 

with modifications to allow for multiple equilibria. 
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Chapter 4  

ADAPTIVE DYNAMICS AND FINAL OUTCOMES 
 
 

4.1. INTRODUCTION 

There are two general approaches to equilibrium selection: the deductive 

approach and the inductive approach.  Whereas deductive theories select 

equilibrium points based on the description of the game alone, inductive models 

select equilibrium points based on the decision-makers’ experiences using some 

model of adaptive dynamics. 

  A common conjecture in the deductive equilibrium selection literature is 

that decision-makers apply some selection principle to identify a specific 

equilibrium point in situations involving multiple equilibria (Schelling, 1960).  In 

other words, one equilibrium is always more focal than the rest. A prevalent 

deductive selection principle, when applicable, is the principle of payoff-

dominance.  Applying this principle, one would expect the equilibrium outcome 

in a coordination game to be the highest Pareto-ranking equilibrium.  In addition, 

equilibrium selection principles have been developed that are based on 

“riskiness,” the most famous of which is Harsanyi and Selten’s (1988) selection 

principle of risk-dominance. 

Notwithstanding the analytical appeal of deductive selection concepts, the 

overwhelming experimental evidence that human populations generally do not 

begin in equilibrium but rather converge to it over time have led recent theories to 

focus on population and individual adaptive dynamics. While these theories vary 

greatly, the common feature to all adaptive dynamics theories is that agents and 
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populations modify their behavior over time by increasing the probability of 

playing the strategies that did “best” in the observed history of outcomes.  

While a theory of adaptive dynamics must form the major component of 

any inductive equilibrium selection theory, a theory of adaptive dynamics is not 

by itself a theory of equilibrium selection. A theory of adaptive dynamics merely 

allows the estimation of behavioral learning or adjustment parameters. To be 

considered an equilibrium selection theory, a theory must include a theory of 

initial conditions, and must predict the probability of convergence to each 

equilibrium point. Each theory of dynamics implicitly defines, at each point in 

time and given a particular history of the game, a probability distribution over 

actions. This probability distribution implies a probability distribution over 

possible paths, which in turn implies a probability distribution over final choice 

outcomes. We argue that this last probability measure is the link between adaptive 

dynamics theories and inductive equilibrium selection theories. 

To generate a probability distribution over outcomes a theory must be able 

to generate a probability measure over possible paths. Two important components 

that are often missing (at least explicitly) or lacking rigorous treatrment in 

theories of adaptive dynamics are: (1) a model of initial conditions to allow a 

starting point for the dynamics and (2) a probability measure over outcomes. 

Empirical estimation of behavioral parameters in learning theories is usually done 

using one of two approaches: (1) a maximum likelihood approach  or (2) a mean 

squared deviation minimization approach. Each estimated model's fit and, much 

more importantly, prediction power can be gauged in one of three ways: 

likelihood of observed choices, mean squared error, and likelihood of final 

outcomes. 

In this essay, we examine and compare performance of (1) different 

adaptive dynamics approaches, and (2) different estimation procedures and 
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goodness of fit measures. In the course of the discussion we describe our 

equilibrium selection mechanism, which includes: (1) a characterization of initial 

conditions, (2) adaptive dynamics, and (3) a probabilistic characterization of final 

outcomes. We begin by describing, in section 4.2, the repeated game experiments 

to be analyzed in this essay. Section 4.3 reviews the mainstream approaches to 

adaptive dynamics. Section 4.4 reviews the characterization of initial conditions. 

Section 4.5 is dedicated to the various technical issues encountered in modeling 

and testing inductive selection approaches. In addition to describing our 

indeuctive selection mechanism, this section discusses in detail the model  

estimation and evaluation, as well as pros and cons of the techniques available. 

Section 4.6 offers estimation and testing results and their analysis. Section 4.7 

concludes. 

 

4.2. THE EXPERIMENTS 

4.2.1. The Game Environment 

 Consider a finite symmetric, two-player game G  (N, A, U) in normal 

form, where N = {1,2} is the set of players, A = {1,..., J} is the set of actions 

available to each player, and U is the J×J matrix of expected utility payoffs for the 

row player. By symmetry, U' is the payoff matrix for the column player. We focus 

on single population settings in which each player observes the frequency 

distribution of past play of the other players in the population. Accordingly, pt 

denotes the empirical frequency of other players' actions in period t. It is also 

convenient to define ht = {p1, ..., pt-1}, which is the history of other players' 

choices. Thus the information available to a player at the beginning of period t is 

(G, ht ). 

 

4.2.2. Experimental Design 



 83

 An experiment session consisted of two runs of 12 periods each. In the 

first run , a single 3×3 symmetric game was played for 12 periods, and in the 

second run, a different 3×3 symmetric game was played for 12 periods. A "mean-

matching" protocol was used. In each period, a participant's token payoff was 

determined by her choice and the percentage distribution of the choices of all 

other participants, pt, as follows: The row of the payoff matrix corresponding to 

the participant's choice was multiplied by the vector of choice distribution of the 

other participants. Token payoffs were in probability units for a fixed prize of 

$2.00 per period of play. In other words, the token payoff for each period gave the 

percentage chance of winning $2 for that period. The lotteries that determined 

final monetary payoffs were conducted following the completion of both runs 

using dice. Specifically, a random number uniformly distributed on [00.0, 99.9] 

was generated by the throw of three ten-sided dice. A player won $2.00 if and 

only if his token payoff exceeded his generated dice number. Payment was made 

in cash immediately following each session.  

 Participants were seated at private computer terminals separated so that no 

participant could observe the choices of other participants. The relevant game, or 

decision matrix, was presented on the computer screen (see figure 4.1). Each 

participant could make a choice by clicking the mouse button on any row of the 

matrix, which then became highlighted. In addition, each participant could make 

hypotheses about the choices of the other players. An on-screen calculator would 

then calculate and display the hypothetical payoffs to each available action given 

each hypothesis. Participants were allowed to make as many hypothetical 

calculations and choice revisions as time permitted. Following each time period, 

each participant was shown the aggregate choices of all other participants and 

could view a record screen with the history of the aggregate choices of other 

participants for the entire run. 
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 Nine sessions of this design were conducted. The games used were 

carefully selected out of the larger group of games discussed in chapter 3. 

Specifically, out of figure 3.1 we selected games 1, 9, 12, 13, 14, 16, and 19 (see 

table 4.1 for more detail on which specific games were run in each session). Of 

particular interest were games 13, 14, 16, and 19. These four, with some minor 

variations, to be discussed shortly, are the only games to be played in the first run 

of any session. The first run of each session is of much greater importance than 

the second run due to transference. Transference is the idea that players gain 

experience in the first run that modifies their behavior in the second run. There is 

significant evidence for the existence of transference (Stahl, 1998). Hence, we 

will not be using second-run data in our various estimations. We do, however, 

present the dynamic paths for all runs.  

 Games 13 and and 16 were run in several versions, as can be seen in table 

4.1. Version 16B (table 4.1) adds 20 to the payoff in each cell of game 16. 

Version 13B subtracts 20 from each cell of game 13. Version 13C normalizes the 

payoffs of game 13 the 0-99 range. Games 16 and 16B are the only games to be 

run more than once (specifically three times) in the first run and will receive the 

most attention in the discussion that follows. As mentioned in the preceding 

paragraph, games 13, 14, 16, and 19 were the only four games to be run in the 

first run of any session. These four games are particularly interesting because in 

none of them does the initial point predicted by HS98 fall within either the payoff 

dominant (PD) equilibrium's or the risk dominant (RD) equilibrium's1 best-

response basin of attraction. Hence these games can test not only theories of 

dynamics against each other but also against the competing school of deductive 

quilibrium selection. As will become evident shortly, game 16 provides the most 

                                                           
1 By RD we refer to Harsanyi and Selten's (1988) axiomatic definition of risk dominance, as 
opposed to the tracing procedure. 
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puzzling results and therefore warrants the most repetitions. Games 19, 14, and 13 

provide both out-of-sample tests for game 16's estimated parameters as well as 

cases in which existing models of dynamics combined with a rigorous 

characteriztion of initial conditions provide robust predictions. 

 

4.2.3 Experimental Data 

 For each run, we have choice observations on 25 individuals (an excption 

is the February 17 session with only 24 subjects participating) over 12 periods. 

This gives us 18 observations (corresponding to 18 runs) on dynamic population 

paths. These paths are plotted in figures 4.2.1 to 4.2.18. Looking at the plots, one 

notices that: (1) The outcomes in games 13, 14, and 19 are consistent over runs. 

By that, we mean that game 13's final choice distributions tend to be at or near 

convergence to equilibrium action C, whereas game 14's and 19's final choice 

distributions tend to be at or near convergence to equilibrium action B. (2) These 

final choice distributions are far from the predictions by most prominent 

deductive selection principles of payoff dominance and risk dominance. These 

predictions would be: equilibrium action B for game 13 and equilibrium action C 

for games 14 and 19. (3) Game 16 and its version B do not yield the same 

outcome over all runs. The predominant final outocme is equilibrium action B, 

which is actually consistent with both payoff dominance and risk dominance. This 

is despite the fact  that initial conditions fall predominantly in equilibrium action 

A's basin of attraction. This outcome would tend to really test the explanatory and 

predictive powers of learning dynamics, as different dynamics may define 

different basins of attraction. This makes game 16 and its version 16B so 

interesting and warrants out careful attention. 

 

4.3. THEORIES OF ADAPTIVE DYNAMICS 
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The general literature on dynamics can be divided into evolutionary 

theories and learning theories.  Evolutionary theories, in particular replicator 

dynamics, deal with "survival" of superior actions through high reproduction 

rates, and "extinction" of inferior actions through lower reproduction rates.  

Learning theories, on the other hand, deal with players adjusting their beliefs or 

actions or both in response to information on past play.  Learning theories, in 

turn, can be divided into expectation-based models and reinforcement models.  

Expectation-based, or belief-based, models have much to do with players 

adjusting their beliefs in response to observed past distribution of play, whereas 

reinforcement models are concerned with players adjusting their propensities over 

actions in response to their observed past payoffs. 

Replicator dynamics is nested within a simple belief-based model known 

as the standard partial adjustment model (henceforth SPA).  We will therefore 

describe this model first in section 4.3.1 and demonstrate the nestedness within 

SPA in section 4.3.2. One of the simplest and leading reinforcement models is 

Roth and Erev (1995). We will describe this model and its Erev and Roth (1998) 

extension in section 4.3.3. Then to cap the literature review, we will present 

Camerer and Ho's (1997) hybrid approach in section 4.3.4. These models will be 

transformed into inductive equilibrium selection models in section 4.5.1 and 

estimated on a group of repeated games using various techniques in section 4.6.  

 

4.3.1. Replicator Dynamics 

 Replicator dynamics is the best known model for population dynamics, 

making it a natural choice to begin our discussion with. The basic model 

postulates a population of J types, where J is the number of available actions. Let 

the proportion of type j in period t be denoted by pj(t). The growth rate of type j in 

period t is ej' Up(t), where ej is a column vector with 1 in the jth column and 0 
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elsewhere, and U is a strictly positive  J×J matrix. Then, the population 

distribution at time t + Δt is given by 

 

 

pj (t + Δt)  = 
∑ Δ+

Δ+

k kk

jj

]t)t(Up)'t(e1)[t(p
]t)t(Up)'t(e1)[t(p

 .     (1) 

 

Assuming U is strictly positive ensures that the proportions are always positive 

and sum up to one, and that given pj(t) > 0, type j will not become extinct in finite 

time. Letting the time interval Δt go to 0, the continuous time version of replicator 

dynamics can be derived as 

 

)t(Up)]'t(pe)[t(p)t(p jjj −=
•

.     (2) 

 

 

 Replicator dynamics can be applied to human populations by replacing the 

term "biological mutation" with the term "human experimentation." Models of 

experimentation allow for a probability of “mutations” in the population’s 

propensities over choices. These should be distinguished from errors in that errors 

are independent over time periods whereas mutations, once occurred, pass from 

one time period to the next through the updating of the player’s propensities.  

 

4.3.2. Belief-based models: SPA 

 We shall describe belief-based models next. In these models, a player 

possesses beliefs about the other players' propensities to use each of their 

available actions. These beliefs are updated each period according to some 
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updating rule the player possesses. There are numerous rules of updating to 

choose from, including the traditional Cournot's best response rule (Cournot, 

1960), fictitious play (Brown, 1951), and the standard partial adjustment 

dynamic: 

 

  bt+1 = βbt + (1-β)pt,        (3) 

 

where bt is the player's modal belief vector at time t and pt is the observed 

distribution of play at time t.  

 Whereas the standard partial adjustment (hereafter SPA) rule specifies the 

updating of beliefs, it does not say much about the updating of actions. Hence it 

does not by itself specify the dynamic evolution of population distribution of 

choices. Such an evolution of action distribution requires a mapping from beliefs 

to actions. A common mapping function is the logit specification. That 

specification involves a smoothing parameter (a.k.a. precision parameter, 

sensitivity parameter) λ, which determines the probability of each action being 

chosen based on expected payoff differences. In a symmetric normal-form game 

setting (as in this paper) this would imply: 

 

Ptj = 
)exp(

)bUexp(

t
k

tj

bUkλ
λ

∑
,     (4) 

 

We could move λ from eq(4) to eq(3), by defining log-propensities wt = λUbt , 

and rewriting the SPA dynamic, eq(3), as 

 

 wt = β w t-1 + (1-β) λ U pt .      (3') 
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Then, choice probabilities are  Ptj = exp(wj)/Σk exp(wk).  This rewriting reveals 

that in the SPA model, adjusting beliefs as in eq(3) is equivalent to adjusting 

expected utilities (or log-propensities) as in eq(3'). 

 Since we have already touched on alternative representations of the SPA 

dynamic, we naturally proceed to explore a continuous-time representation: The 

change in Ptj of eq(4) can be calculated as follows: 

 

∑
••

∂

∂
=

k
tk

tj

tj
tj w

w
P

P           (5) 

 

Note that tjw
•

 can be approximated by 

 

]wPU)[1(www jttjtjj,1ttj −λβ−=−≈ +

•

     (6) 

 

Plugging eq(6) into eq(5) and some algebra result in 

 

 

⎥
⎦

⎤
⎢
⎣

⎡
−−−λβ−= ∑

•

]PlnPP[ln]gg[)1(PP tk
k

ktjttjtjtj     (7) 

 

where gtj = UjPt , and ∑=
j

tjPjgtg . Compare this to the standard replicator 

dynamics of the last section and you will notice that the replicator model is nested 

within eq(7). We refer to eq(7) as replicator dynamics with entropy. It is a model 
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of replicator dynamics that allows for a ‘pull' toward randomness, or the center of 

the simplex, due to imprecision in choosing best responses. 

 

4.3.3.  Reinforcement Learning: Roth and Erev 

 The initial studies that led to the theory of reinforcement were conducted 

by Pavlov (1928, 1957) and are known as the theory of conditioned reflex. Also 

seminal in the evolution of reinforcement learning is the ‘law of effect,’ 

(Thorndike, 1898, 1911), whereby actions that result in positive consequences are 

more likely to be repeated and actions leading to negative consequences become 

less frequent. In contrast to the above works on conditioning, the literature on 

reinforcement learning discussed in this section is concerned with what is known 

as instrumental conditioning (Hilgard and Marquis, 1940), or type R conditioning 

(Skinner, 1938). The term ‘reinforcement’ is attributed to Skinner (1938), who 

was heavily influenced by both the theory of conditioning and the law of effect 

(for a discussion of these influences, see Skinner, 1978, pp. 113-139). Whereas 

Pavlovian conditioning is concerned with the survival of successful strategies, 

and the law of effect with the increasing rate of successful response, 

reinforcement allows for the decay of the successful response once the reward 

ceases to appear; hence the term ‘reinforcement. ’  

One of the main advantages of reinforcement learning models is that, 

unlike expectation-based learning models, they permit a common approach to all 

games with varying levels of information. Furthermore, the claim has been made 

(Roth and Erev, 1995) that even in games containing high levels of information, 

reinforcement learning models perform well relative to substantially more 

sophisticated competing models that make use of more information. 

 The seminal article in the literature on mathematical modeling of 

reinforcement learning is Bush and Mosteller (1951). Some of the more recent 
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works based on Bush and Mosteller are Cross (1983) and Borgers and Sarin 

(1997). Roth and Erev (1995; henceforth, RE95) produce a parsimonious model 

that captures the essential elements of reinforcement learning. In contrast to 

previous models of reinforcement, RE95 begins with learning curves that are 

typically steep initially and increasingly flat over time, in accordance with the 

"Power Law of Practice" (Blackburn, 1936) and the "Law of Exercise" 

(Thorndike, 1911). 

The next two equations are the main equations of RE95. The propensity, 

qij(t), of player i to play action j at time t is: 

 

qij(t)     = φ qij(t-1) + xi(t-1)  if action j was played at time t-1  

 qij(t-1) otherwise,   (8) 

where xi(t-1) is the payoff to player i at time t-1 and φ is the forgetfulness 

parameter, measuring the lag effect. Given the specification of propensities, the 

probability that i takes action j at time t is: 

 

Pij(t) = qij(t) / Σk qik(t).       (9) 

 

 In conditioning theories and reinforcement learning, following the law of 

effect, emphasis is placed on “good” outcomes versus “poor” outcomes; 

“successful” versus “unsuccessful” responses. When the last strategy played 

produces a "good" outcome, the probability of playing that strategy again is 

increased and-- vice versa-- when the action produces a “poor” outcome, the 

probability of playing it is decreased.  If the reference point, or aspiration level, is 

zero, then equations (8) and (9) satisfy the law of effect. Otherwise, following 

Erev and Roth (1998; henceforth ER98), the first line of eq(8) is replaced by 
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qij(t)  =  max { φ qij(t-1) + Rij(t), 0.0001},   (10) 

 

where Rij is the reinforcement function defined by 

 

Rij(t) = xi(t-1) - ρi(t),      (11) 

 

and ρi(t) is the reference point, or aspiration level, which is a weighted average of 

previous payoffs, computed as follows: 

 

ρi(t) = W(t) ρi(t-1) + (1-W(t)) xi(t-1).     (12) 

 

W(t) takes one of two values w+ or w-, depending on whether the outcome at 

time t was "good" or "bad" vis-à-vis the reference point. By having an adaptive 

reference point, ER98 satisfies Skinner's (1938) requirement that once an action is 

no longer rewarded, it decays; an effect that a constant reference point cannot 

guarantee. From here on, we refer the combined model of RE95, with the added 

extensions suggested by ER98, as RE. 

 

4.3.4. Experience Weighted Attraction: A Hybrid Approach 

 Camerer and Ho’s (1997) Experience Weighted Attraction (EWA) model 

is probably the best-known hybrid approach. In that model, the standard partial 

adjustment dynamic, the Cournot dynamic, and RE95 are all nested as special 

cases. The idea behind the EWA model is simple and intuitive: players evaluate 

the performance of each possible action in the last period and update their 

propensities to use each action accordingly. However, the action actually played 

by each player receives greater attention in the evaluation process. Hence, actions 
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are reinforced according to past performance, but actions actually played receive 

some additional reinforcement. 

 The choice probabilities are expressed as logistic functions of the 

"attraction" of each strategy, A j
i (t), where i indexes the individual and j the 

strategy: 

 

P j
i (t+1) = 

∑k
k
i

j
i

))t(Aexp(
))t(Aexp(

λ

λ
,      (13) 

 

where λ, as in the SPA model, can be thought of as a precision parameter, or the 

sensitivity of players to attractions. The attractions are updated according to the 

following two dynamics: 

 

A j
i (t+1) = { φ N(t) A j

i (t) + [δ + (1 - δ) χi(j,t)] ej' U )t(i
s
−  }  /  N(t),  (14) 

 

and 

 

N(t+1) = ρ N(t) + 1.       (15) 

 

where ej is a vector with 1 in the jth place and 0 elsewhere, χi(j,t) a characteristic 

function that takes the value of 1 if player i played action j in period t and 0 

otherwise, and δ is an 'imagination parameter' which determines the ability of a 

player to consider payoffs that could have resulted were he to have selected a 

different action. There are two decay parameters, φ and ρ. The parameter φ can be 

thought of as depreciation of past attractions and the parameter ρ can be though of 
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as decay in strength of experience. Also, the following initial conditions are 

imposed: A j
i (0) = A j

0  and  N(0) = N0, where N0 and A j
0  are scalar parameters. 

 

4.4. A MODEL OF INITIAL CONDITIONS 

Recent experimental works on initial period play shed light on what 

hitherto has been thought of as ‘accidental’ initial distribution of play. Theory 

derived from such experimental work has generated several classes of bounded 

rationality models. The various classes were discussed and incorporated into an 

encompassing model of initial conditions in Haruvy and Stahl (1998, hereafter 

HS98).  

Specifically, HS98 conjectured that different boundedly rational2 

behaviors were due to different depths of reasoning by a self-referential process 

starting with a uniform prior over other players’ strategies. In particular, level-1 

bounded rationality postulates that a given player, due to insufficient reason, 

holds a uniform prior probability distribution over other players’ strategies. This 

translates to a prior of (1/3,1/3,1/3) in any 3×3 game. Level-2 calls for a 

probability of near 1 to the best response to the uniform prior. Successive levels 

are similarly derived.  

 Optimistic and pessimistic behaviors could also potentially exist in player 

populations. The optimistic, or maximiax, behavior is the tendency to choose the 

action which could potentially give one the highest payoff in any given game. A 

pessimistic behavior is the tendency to choose actions under the assumption that 

one's opponents would act in one's worst possible interest. Research by Haruvy, 

                                                           
2 The self-referential nature of the concept of “rationality” in interactive situations raises the 
question as to whether limits on computational powers of human beings impose fundamental 
constraints on their ability to arrive at rational strategies (Binmore, 1987, 1988). 
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Stahl, and Wilson (1998) and HS98 found only optimistic behavior, out of the 

two, to be significant in player populations of the type we investigate. 

 Hence the types of behavior considered for characterization of initial 

distribution of choice are (1) random behavior, also known as level-0, (2) level-1 

bounded rationality, (3) level-2 bounded rationality, (4) uniform Nash behavior3, 

(5) maximax behavior, and (6) worldly behavior. The last type of behavior 

mentioned, the worldly behavior, can be thought of as considering a convex 

combination of evidences, each of which consistent with one of our previously 

defined behavioral types. 

 Each type of behavior was assigned a precision parameter, which can be 

thought of as a parameter which determines how sensitive players of a particular 

type are to expected payoff differences between available actions. Through a 

likelihood function of a logit specification, both the precision parameters and the 

proportion of each type of behavior in the population were determined (see Table 

4.2, or the first column of figure 3.6).  Since each type of behavior, given its 

estimated precision parameter, defines a probability distribution over actions, and 

since each type's proportion in the population is estimated, a prediction on the 

modal initial play can be consequently derived (see Table 4.3). Furthermore, a 

probability measure over initial points can be derived by the theory as well. For 

an example, see the contour plot in figure 4.3, which allows a graphical 

characterization of the theoretical distribution of initial play in game 16.  

 

4.5. ECONOMETRIC SPECIFICATION 

 We attempt to accomplish two tasks in this essay:  (1) transform various 

adaptive dynamics approaches into inductive equilibrium selection approaches 
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and estimate parameters under each model using different approaches of 

estimation (sections 4.5.2 and 4.5.3), and (2) gauge the predictive power of each 

model using the same criteria we used for estimation as well as the additional 

criterion of likelihood of observed outcomes (section 4.5.4). In the second goal 

we rely largely on simulations. We therefore incorporate a separate study on 

initial conditions (section 4.5.1) that uses these same games to get a point from 

which to start each simulation.  

 

4.5.1. Extending adaptive dynamics to equilibrium selection: Incorporating 

initial points 

 We have so far considered three basic models of adaptive dynamics: SPA, 

RE, and EWA. Though all of these theories model population paths, none 

rigorously tackles the question of what the appropriate initial distribution of play 

is from which to start a simulation. Nor does any of these models rigorously seek 

a robust approach to define initial propensities (attractions) for estimation. We 

briefly list the above models’ approaches to initial conditions before proceeding 

to discuss modifications. 

 SPA does not explicitly deal with initial conditions, taking them as given. 

EWA estimates initial propensities on a sample-by-sample basis. RE specify the 

uniform distribution for period 1 and use a ‘strength’ parameter S to define an 

equal initial propensity towards each action. 

 Our approach, on the other hand, is to incorporate out-of-sample estimated 

initial points, using the model of initial conditions discussed in section 3, for both 

estimation and simulation of repeated games. Let p̂ 1 be the HS98 estimated 

                                                                                                                                                               
3 By uniform Nash behavior we mean that all actions in the support of a pure Nash equilibrium are 
equally likely. This is in accordance with HS98, which found no evidence for deductive selection 
in initial period play. 
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distribution of play at the initial period. In the SPA model, we let the ‘log-

propensity’ of player i to play strategy j be calculated as wtj = ln ( p̂ 1j). Similarly, 

in the EWA model,  the ‘attraction’ of player i to strategy j is calculated as A j
i (1) 

= ln ( p̂ 1j) / λ .  Note that this representation has two outcomes: (1) the initial 

probabilities that enter the likelihood function and those that generate the first 

period’s simulation are the HS98 estimated probabilities, and (2) the initial λ-

scaled-attraction / log-propensity differences (which is all that matters since 

additive constants have no effect in the logit probabilistic choice function) are on 

the utility-adjusted scale, hence not distorting the updating of attractions. In the 

RE model, due to a ratio-based mapping from propensities to probabilities of 

choice, we have a slightly different way of incorporating initial conditions: The 

propensity of player i to play strategy j is calculated as 

 

 A j
i (1) = 

⎥
⎥
⎦

⎤

⎢
⎢
⎣

⎡
∑∑

j k
jk2

U
J
1 S p̂ 1j  ,      (16) 

 

where S is a strength parameter to determine how strong initial propensities are, 

and the term in the parentheses is the average cell payoffs to allow the S 

parameter to be roughly comparable across games. Note that again two desired 

outcomes are obtained: (1) the initial probabilities (derived through eq(9)) that 

enter the likelihood function and those that generate the first period's simulation 

are the HS98 estimated probabilities, and (2) the initial propensities, thanks to the 

strength parameter, S, are on the utility-adjusted scale, hence not distorting the 

updating of attractions. 

 

4.5.2. Maximum likelihood 
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 When the emphasis is on the prediction of the choice distribution in period 

t+1 given the history of play up to and including period t, the best known method 

for estimation (and goodness of fit assessment) of discrete choice models is the 

method of maximum likelihood. The basic idea of maximum likelihood 

estimation is, as the name implies, to find a set of parameter estimates, say θ̂ , 

such that the likelihood of having obtained the actual sample of observed choices 

at hand is maximized. 

 Each of the three models we examine defines for every player n at every 

period t, based on the history of play and the model parameters, a J×1 vector Pnt 

of probabilities for each action j {j=1,…, J}.  Let Pntj ( mθ̂ ) be the probability that 

action j will be played by player n in period t, predicted by model m, given the 

history of play, and the set of parameters mθ̂ . 

 Then model m's likelihood is 

 

∏∏ θ=
n

m

t

m
ntnts )ˆ(PL ,       

 (17) 

 

where snt is the action chosen by player n in period t. 

 

4.5.3. Minimum simulated mean squared error 

 

The Simulated Mean Squared Error (SMSE) statistic is an overall measure of 

discrepancy between observed frequencies and simulated frequencies. The SMSE 

statistic would be calculated as 
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J)NT/(K)π(pSMSE
j

2k
jtjt

ntk
×××∑ −∑∑∑= l .    

 (18) 

 

where k indexes the simulation, t indexes time periods, n indexes individuals, and 

j indexes actions; l
jtp denotes the observed proportion of j choices in period t of 

session l  and k
jtπ  denotes the corresponding simulated proportion of j choices at 

time t of simulation k.   

The mean squared error can be used as a statistic of overall fit as above, or 

it can be broken up into T statistics of period by period fit by dropping the 

summation over periods and adding a t subscript next to each SMSE statistic.  

The latter alternative may allow us to focus on the last period only, which may be 

appropriate in the equilibrium selection context. Similarly, by dropping the 

summation over sessions and adding an l  subscript to the SMSE statistic, we can 

get an SMSE measure for each session separately. Alternatively, by adding a 

summation over games as well a g superscript on p and π, we can get  a total 

SMSE measure over all games and sessions. 

 

4.5.4. Goodness of fit and prediction 

 Tests for goodness of fit check the consistency between a set of data and a 

proposed model or simulation. In our case, we are dealing with a discrete N-

player population with J alternatives in each of T periods. We denote the true 

proportion of j choices in period t by pjt. Suppose we wanted to test the null 

hypothesis that these proportions are equal to the simulated proportions generated 
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by model m with the vector of parameter estimates mθ̂ . Denote the simulated 

proportion of choice j in period t of simulation k by k
jtπ . Then  

Ho: pjt = 
k
jtπ , for j = 1, . . ., J;      t = 1, . . ., T; k= 1,. . . , 500. 

 

 The SMSE statistic, as indicated in the previous section, is an overall 

measure of discrepancy between the observed frequencies and the simulated 

frequencies under H0. With minor modifications to the SMSE statistic, we can 

derive a chi-squared statistic with an asymptotic distribution that allows us to 

formally reject or fail to reject a particular model at a given significance level. 

 The SMSE has been used in evaluating out-of-sample forecasting 

accuracy of time-series exchange rate models (Meese and Rogoff, 1983), nominal 

and real GNP forecasting models (Christ, 1975) and numerous other macro and 

time-series models. 

 Is SMSE the best gauge of the predictive power of a particular model of 

dynamics? That depends a great deal on what one attempts to predict.  Should one 

desire to predict the path of play from point 1 to point T, the SMSE and Chi-

squared statistics are fair measures of discrepancy from simulated paths. Should 

one desire to predict, in period t, the population's next period choice distribution, 

given its history of play, log-likelihood is the leader. Should one desire to predict 

final outcome given only the game and no history of play, a likelihood measure 

over final points is desirable. This last measure can be obtained by kernel density 

estimation on simulated final outcomes. If a game is continued infinitely, it may 

eventually converge to equilibrium (most theories predict that it should). In that 

case, a theory of equilibrium selection can be derived that will predict each 

equilibrium point with the relative frequency it is converged on. With limited 

resources, however, a finite repetition can generate a final outcome distribution in 
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period T as a proxy for the infinite experiment's outcome. We determine that 12 

periods is a sufficient number for such a proxy. More than 12 periods, our 

experience shows, generate a boredom factor that cannot be easily accounted for 

in standard models4. 

 

4.5.5. The Kernel Density Estimate 

 Let pi denote the ith experimental session's observation on the observed 

distribution of play at the final period (period 12 in our case). The vector pi ≡ (pi1, 

pi2) is a two-dimensional vector, with the first element corresponding to the 

proportion playing row action A and the second element corresponding to the 

proportion playing row action B. We assume that pi is drawn from some bivariate 

density f. We choose a kernel function such that K is a symmetric probability 

density function of a bivariate distribution with unit variance. We define a kernel 

density estimate )(ˆ xf  by   

 

)(ˆ xf }
h

)px(
{K

nh
1 n

1i

i
d ∑

=

−
= .     (19) 

    

A commonly used 2-dimensional Kernel function is the product of two 

standard normal densities, known as the product Gaussian kernel. This kernel 

satisfies the standard desirable moment conditions. The parameter h is called the 

window size or bandwidth and determines the amount of smoothing that is applied 

to the data. Larger values of h produce a smoother density estimate. For product 

Gaussian kernels, the normal reference rule (Scott, p. 152) is often used: 

                                                           
4 The 'boredom factor' claim is a subjective assessment based on questionnaires administered at 
the end of each session as well as observations by experiment administrators.  No rigorous 
statistical tests have been conducted to test this assertion. 
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h *
i = 4

1
4

1

2
4 +

−
+
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d

i
d nˆ)

d
( σ  ,     (20) 

 

where iσ̂  is estimated standard deviation of the ith dimension variable. In the two-

dimensional case, this translates to h *
i = 6

1
−

nˆ iσ .  In our case, since the two 

bandwidths are equal5, assuming that the underlying standard deviations in the 

two dimensions are equal, we have h *
i = 6

1

nˆ
−

σ , where 
2

2
2

2
1 )ˆˆ(ˆ σσ

σ
+

= . 

 

                                                           
5 There are no scaling differences between the two dimensions. 
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4.6. Results and Analysis 

4.6.1  PREDICTION POWER OF NEW APPROACH VERSUS OLD APPROACHES 

 In this thesis and particularly in this chapter and the last chapter, we 

described in detail two competing general philosophies of equilibrium selection: 

the deductive selection school and the inductive selection school.  The deductive 

selection school hypothesized rational agents possessing equilibrium beliefs.  

Under such an approach, all that remains to be determined to complete the 

selection puzzle is the logic these so-called rational agents apply in coordinating 

on a unique equilibrium outcome.  Payoff dominance, risk dominance, and 

security were presented as alternative reasoning devices for such a coordination 

mechanism.  In this chapter, four key games were presented: games 13, 14, 16, 

and 19 from figure 3.1.  Game 16 stands out for its great sensitivity to initial 

conditions and its tendency to cross the best-response basin of attraction.  It will 

accordingly be discussed in great length in section 4.6.2 and will hence be largely 

ignored in this section, leaving us to concentrate on games 13, 14, and 19.  On 

two of these games, namely game 13 (with additive payoff variations) and game 

19, we have more than one observed repeated game path (3 runs on game 19, and 

4 runs on game 13 with variations).  Figures 4.6.1 and figure 4.6.2 display final 

(period 12) choice distributions for each of these runs.  Table 4.8 presents the 

prediction of each deductive selection principle for each game, as well as the 

actual (approximate) action that the population appears to be converging on in 

period 12. 

 



 104

Table 4.8 Predicted Equilibrium Actions Under Deductive Principles  

 
Game/ 

Principle Payoff 
Dominance 

Risk 
Dominance

6 
Security Actual 

13 B B C C 
14 C C B B 
16 B B A, B A, B 
19 C A B B 

 

It appears from table 4.8 that among deductive selection principles, with 

the particular four games selected for discussion in this chapter, the security 

selection principle does best by successfully predicting three out of four times.  

Payoff dominance and risk dominance predict none of the choice distribution 

outcomes of the four games.  The comparative success of security relative to other 

selection principles was discussed in chapter 3 and it was determined that this 

success was only due to security’s correlation with the level-1 rule.  Indeed, in the 

three games where security predicts well, it coincides with the level-1 rule. 

We turn our attention to the inductive equilibrium selection school.  The 

inductive school postulates agents sluggishly adapting, in a reactionary fashion, 

and little or no reasoning abilities.  Existing inductive theories have been based 

on adaptive dynamics combined with an oversimplified characterization of initial 

conditions.  Four learning approaches considered were Replicator Dynamics 

(RD), Standard Partial Adjustment (SPA), Roth-Erev (1995) Reinforcement 

Learning (RE), and Camerer and Ho’s (1997) Experience Weighted Attraction 

                                                           
6 Harsanyi and Selten’s (1988) axiomatic definition.  
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(EWA).  In the lack of knowledge on initial conditions, the unmodified RD, SPA 

and EWA theories would not be able to make predictions at all.  This is because 

the fist two require initial conditions as given and EWA must estimate initial 

conditions from the data.  RE would postulate uniform propensities over actions, 

resulting in slower convergence to the equilibrium and no guarantee that the 

uniform propensities would fall in the correct basin of attraction.  In our limited 

cases, the RE initial propensities do indeed appear to fall within the correct basin, 

though convergence is much slower and in period 12, predicted outcomes are still 

far from an equilibrium. 

The procedure used to generate such predictions is as described in section 

4.5.  Namely, 500 simulations were generated from the RE dynamic with the 

maximum likelihood parameter estimates corresponding to each game, available 

in Table 4.6, and initial conditions simulated by generating player choices coming 

from a uniform propensity over row choices.  Compare the deductive predictions 

to the predictions generated by the SPA dynamic with the HS98 initial conditions 

(figures 4.7.1 to 4.7.3), the predictions generated by the RE dynamic with the 

HS98 conditions (figures 4.8.1 to 4.8.3), or the predictions generated by the EWA 

dynamic with the HS98 conditions (figures 4.9.1 to 4.9.3).    Eyeballing the 

densities of final outcomes and comparing to the actual observations on final 

outcomes (figures 4.6.1 and 4.6.2), we can see that the predictions are less 

accurate on the actual converged outcomes (C, B, and B, for games 13, 14, and 

19, respectively) for RE as compared to SPA or EWA. Compared to the 

predictive failure of deductive selection, and the predictive paralysis of existing 
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inductive selection, the SPA and EWA dynamics with HS98 characterization of 

initial points are remarkably on target. 

 The evidence presented here is anecdotal, based on few games and a 

limited number of repetitions on each.  Nonetheless, these observations are 

sufficient to demonstrate (1) the failure of deductive selection principles, and (2) 

the paralysis of inductive theories without realistic initial conditions.  They are 

also sufficient to demonstrate that where other approaches fail or cannot make 

predictions, our approach can and will make predictions and these predictions 

appear, given the data at hand, to do well.  

  
4.6.2 Prediction power of Inductive Selection in Game 16 

 Consider symmetric normal form game 16. The initial distribution of play 

has the vast majority of players choosing A (which is consistent with findings in 

HS98). This initial distribution is, in most instances, solidly within equilibrium 

action A's basin of attrction. Yet the outcome after repeated play tends to be a 

convergence to action B, a tendency that can be explained by none of the models 

in section 4.3. While these models predict fairly well in the remaining games, 

they are shown in game 16 to be inadequate at best.  

Let us examine belief-based models first. The initial points of play in ten 

initial runs of games 16 and 16B are plotted in figure 4.3. Of the ten first period 

runs, nine have the initial distribution of choice in equilibrium A's best-response 

(SPA with infinite precision) basin of attraction7. Yet four out of the six repeated 

runs end up at or near equilibrium point B in period 12. Only one of the four 

populations that ended up converging to B had its initial point in equilibrium B's 
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basin. Though four observations are hardly adequate to make generalizations or 

reject theories, it is nonetheless a curious phenomenon that deserves thorough 

investigation.  

Simulations of SPA with parameters estimated by likelihood 

maximization (parameter estimates in table 4.4)  tend to converge at or close to 

equilibrium point A (figure 4.4.1 presents a 3-dimensional representation of  the 

density of simulation convergence points). Simulations of SPA with parameters 

estimated by SMSE minimization suffer from relatively low estimates for the 

precision parameter λ8, hence providing an even poorer prediction on 

convergence points, as is evident from figure 4.4.2, which presents the density 

picture for the SMSE-based SPA simulations.  

What are some guesses we have as to why SPA fails so miserably? 

Though the initial points fall mostly in A's best response basin, equilibrium point 

B is both risk dominant and payoff dominant. There is the possibility that these 

characteristics generate some 'attraction' towards B that is independent of 

performance evidence. A second likely hypothesis is that the majority of players 

who selected action A in period 1 experienced negative reinforcement relative to 

some reference point, or aspiration level, they may have had. In that case, perhaps 

theories of reinforcement learning, combined with experimentation, offer an 

answer. 

                                                                                                                                                               
7 Roughly the same basin of attraction as standard replicaor dynamics with small magnitude of 
movement. 
8 The reader is at this point surely curious as to why there are two λ parameters estimated for SPA 
(in table 4.4, λ and λ1). There is no underlying reason for why the precision parameter in any 
model should remain constant over time. It is standard that it is, however, for computational and 
theoretical simplicity and due to the lack of an underlying model of precision learning. In the four 
games at hand, we could reject the hypothesis that the initial λ is the same as λt  ∀ t > 1 using the 
likelihood-ratio (chi-squared) statistic. Hence, without loss of generality, we allow λ1 to be 
separately estimated. For the other periods, λt  ∀ t > 1 will be denoted simply by λ. 
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Roth-Erev Reinforcement dynamics, unfortunately, seem to provide no 

solution to this enigma. The psychological studies that established reinforcement 

learning, at its various stages of evolution, involved animals making simple 

choices with the payoff function unknown to them, like rats pressing levers for 

rewards9. In these settings, it is impossible to evaluate unsuccessful strategies. 

Hence, reinforcement learning approaches do not distinguish among the various 

unchosen strategies, since they all get the same level of reinforcement. This 

feature has undesirable consequences when applied to the human players playing 

in our settings. The players in our settings have available to them more 

information than reinforcement models make use of. Our human players know the 

payoff function they are facing, as well as their own action and payoff in each 

period. Now, according to reinforcement models, if a player chose action A in 

period 1 out of the set of actions {A, B, C}, then actions B and C would get the 

same level of reinforcement, even in the case that B strictly dominates C! If in 

addition, our player was given some information about the past distribution of 

choice by other players, she would be even more inclined to evaluate B relative to 

C, even if the relationship was not one of strict dominance. This is precisely the 

case in game 16. Action C is dominated by a mix of A and B. This means that no 

prior set of beliefs can generate action C as best response. In the case of game 16, 

we observe players starting mostly at A, with some choosing B and fewer 

choosing C. However, C quickly disappears, often resulting in the players moving 

away from A's best-response basin of attraction into B's basin. This quick, almost 

immediate, disappearance of C cannot be explained by the RE reinforcement 

model. 

                                                           
 
9 Throndike (1911), for example, was most concerned with the psychology of cats, dogs, chicks, 
fish, and monkeys. 
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This highlights the shortcomings of traditional reinforcement-based 

learning models when applied to our setting: Does it make sense for a boundedly 

human player who had just chosen action A to equally reinforce B and C, even 

though C is strictly dominated by a mix between A and B? What if C was strictly 

dominated by B? What if C had large negative payoffs? When does it stop being 

reasonable to ignore the payoff function that is known to the players?   

Putting these rhetoric questions aside for the time being, we simulate the 

RE model using estimates from both likelihood maximization and SMSE 

minimization (estimates in table 4.6). The simulations' end-point densities under 

likelihood parameters and SMSE parameters (figures 4.4.3 and 4.4.4, 

respectively) appear strikingly similar to those generated by SPA under each 

corresponding estimation approach. This is because the reinforcement given to 

actions B and C by players choosing A is the same and substantially lower than 

that given to A. Hence, given that the majority of players start at action A, action 

A is likely to be reinforced more than actions B and C and eventually dominate.  

By this point in the paper, the reader surely expects a combination of the 

'best of both worlds' -- a hybrid approach. A hybrid approach could potentially 

incorporate the hypothesized "disappointment" we conjectured to be the factor 

behind the movement away from A in initial periods, while accounting for the 

fact that C is dominated. The latter property could potentially decrease the 

frequency of C choices, thereby lowering the performance success of action A 

relative to action B, and with a moderate precision parameter, increasing the 

relative frequency of B choices, possibly to the point of crossing into B's best 

response basin. 

Parameter estimates for EWA under maximum likelihood and minimum 

SMSE are given in Table 4.5. End-point densities for the corresponding 

simulations are given in figure 4.4.5 and 4.4.6 for maximum likelihood and 
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SMSE, respectively. The end-point density pictures again look remarkably 

familiar. This is because they are not greatly different from the corresponding 

pictures under SPA and RE. Why has EWA failed? Recall that the hope in EWA 

was due to the expectation that C would diminish in frequency relative to B, 

hence moving closer to B’s best response basin of attraction. The logic behind 

that expectation was that C was a dominated strategy whereas B was not. 

However the mapping of beliefs into actions in belief-based models follows a 

ranking-based order. In other words, the first-ranked action in performance 

evidence terms gets the highest reinforcement, , the second-ranked action in 

performance evidence terms gets the second-highest reinforcement, etc. Notice 

that when the majority of players choose action A, C provides a better payoff than 

B, therefore getting higher reinforcement. Hence C increases in frequency relative 

to B and we get farther away from B’s best-response basin. 

Could the failure of the adaptive dynamics approaches we consider have 

resulted from inappropriate estimation procedures? This would seem plausible 

given the discrepancy between minimum SMSE, maximum likelihood, and 

endpoint densities. 

Let us carefully investigate table 4.4 first: Note that the table is split in 

two, where the left half has parameters estimated by likelihood maximization and 

the right half is estimated by SMSE minimization. Each half is divided in turn 

into five sections. The top section corresponds to estimates derived from pooling 

all seven sessions, composed of four sessions of game 16 and one run of each of 

games 19, 14, and 13. The remaining four sections, from top to bottom 

correspond to estimates on games 16, 13, 14, and 19, respectively – separately for 

each game. Imposing the parameter estimates from the pooled sample on each 

game and estimating the likelihood ratios between pooled estimates and unpooled 
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estimates, we can reject the hypothesis that the estimates are the same across 

games. We get similar conclusions for EWA (table 4.5) and RE (table 4.6)10. 

Below the parameter estimates in each section of each table are two 

goodness of fit measures—the log-likelihood and the mean-squared error over all 

12 periods. Hence we can compare robustness of parameters across estimation 

procedures by likelihood ratios. For SPA, we can reject robustness across 

estimation procedures for the pooled seven games, the four runs of game 16, 

game 19, game 14, and game 13. In short, for any game as well as for the pooled 

data, we can reject parameter estimates' robustness across estimation techniques 

under SPA. The test results are similar under RE. Results are less clear-cut under 

EWA where we cannot reject for games 13 and 14. 

Why do the two methods produce such different parameter estimates? 

Maximum likelihood fits from one period to the next, albeit conditional on the 

enitre history of the game. Hence, if players went opposite to what the model 

would and could predict in the initial periods, the likelihood approach would 

recover from its temporary failure and fit the other periods as best as it can. The 

SMSE estimation approach, on the other hand, fits the entire path all at once. 

Hence it is devastated by failure in initial periods since the entire path will suffer. 

If SMSE cannot explain behavior in initial periods resulting in a predicted path 

going the opposite direction from the actual path, it will estimate a very small 

precision parameter, hence predicting an end-point in the center of the 

distribution, as was the case for game 16. In games 19, 14, and 13, this argument 

cannot be made and the differences in parameters are indeed not as pronounced 

                                                           
 
10 At this stage of our research, these results should be treated with extreme caution: We have only 
one session for each of games 19, 14, and 13. This could result in overfitting the data when 
parameters are estimated on one session (one observation). Hence, the pooled estimates should 
not, at this point, be discarded or rejected. 
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and in some cases (EWA, table 4.5, games 13 and 14), neither greatly 

distinguishable nor significant. Nonetheless, it should be noted that when using 

the SMSE statistic, the need for many observed paths is greater due to the 

increased risk of overfitting. Specifically, when using SMSE, each population 

cohort is only one observation, whereas in likelihood-based approaches, each 

choice is an observation. Other games where SMSE minimization can be 

expected to fail as an estimation approach are Stag-Hunt games. In these games, 

the HS98 initial conditions model would predict initial conditions in the risk-

dominant equilibrium's basin of attraction, as is usually the case. Yet 

experimental evidence shows (figure 4.5) that the dynamic path sometimes 

crosses basins to the payoff dominant equilibrium. The SMSE approach would fit 

these opposing paths by estimating players to be imprecise.  

 

4.7. Conclusions and future work 

 The debate between deductive and inductive equilibrium selection has 

been going on for some time. While it has been known that various deductive 

selection principles often fail empirically, inductive selection has not hitherto 

been demonstrated to provide a viable alternative due the lack of initial 

conditions. Combining a theory of initial conditions with simple dynamics we can 

predict the equilibrium successfully in many games where deductive selection 

fails. Examples were given in section 4.6.1 and include games 13, 14, and 19. An 

exception to this result is game 16, where neither deductive nor inductive 

approaches are successful. Game 16 points to the need for a likelihood-based 

approach over final points and highlights the shortcomings of mainstream 

estimation and goodness-of-fit approaches. Once kernel density estimates are 

constructed, inductive selection theories seem to outdo deductive approaches. 

Nonetheless, existing inductive theories seem to not reflect the observed 
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distribution of final outcomes. In an ongoing research we investigate aspiration 

and experimentation as Possible factors in dislodging the dynamic from one basin 

to another. 

This essay is mainly intended to provide the link between adaptive dynamics 

theories and equilibrium selection. That link is both through the incorporation of 

initial conditions and the evaluation of final outcomes versus final period 

predictions as executed through kernel density estimation. 

A shortcoming of this essay is the number of experimental sessions used for 

estimation. A risk of overfitting is non-negligible and conclusions on parameter 

robustness over games should be treated with caution. However, the need for 

more data notwithstanding, the main contribution of this work at this stage is the 

bridge it attempts to construct between adaptive dynamics and equilibrium 

selection through the incorporation of initial conditions and the evaluation of final 

outcomes. 
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Chapter 5 

SUMMARY, CONCLUSIONS, AND FUTURE RESEARCH 

DIRECTIONS 

 

 The Nash equilibrium concept, a generalization of Von Neumann's 

minimax theorem, is a crucial component and a basic building block of post-war 

research of Game Theory.  Though its mathematical properties have been studied, 

published, and agonized over by thousands of brilliant minds, its intuition is still 

far from clear.  In fact, there are two different intuitions, both entertained in 

Nash's dissertation [see Nash, 1996, pp. 32-33].  The first is deductive notion of 

equilibrium that the Nash equilibrium is the result of rational players solving a 

mathematical problem in their heads: "What would be a rational prediction of the 

behavior to be expected of rational playing of the game in question?  By using the 

principles that a rational prediction should be unique, that the players should be 

able to deduce and make use of it, and that such knowledge on the part of each 

player of what to expect the others to do should not lead him to act out of 

conformity with the prediction, one is led to the concept of the solution defined 

before." [Nash, 1996, pp. 32-33].  The second intuition on the Nash equilibrium 

concept is that the Nash equilibrium is the resting point, the steady state, of a 

dynamic process of players learning each other’s choices.  While these two 

intuitions both lead to a Nash equilibrium outcome, they strongly clash when 

multiple equilibria exist.  In other words, multiple equilibria force one to choose 

between intuitions. 
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 We have demonstrated in this dissertation the lack of empirical support for 

deductive equilibrium principles as the main driving force in human players’ 

strategic choices.  Evidence against deductive selection cannot be derived without 

a competing theory.  A statistical rejection of a principle (a null hypothesis) can 

only be made in the presence of an alternative hypothesis.  In our case, the 

alternatives presented were in the form of simple boundedly rational rules.  The 

boundedly rational rules found to contribute significantly to explaining realistic 

human reasoning processes were (1) random behavior, also known as level-0, (2) 

level-1 bounded rationality, best-responding to a uniform distribution over actions 

by other players, (3) level-2 bounded rationality, best-responding to a level-1 type 

population, (4) maximax behavior, best-responding to an optimistic assessment of 

others' actions, and (5) worldly behavior, best-responding to a convex 

combination of evidences.  Behavioral rules 1, 2, 3, and 5 are based on a 

hierarchical notion of rationality, where an iterative self-referential process is 

truncated after a few rounds of iteration.  Nash equilibrium beliefs were found to 

contribute significantly to likelihood but could not be attributed to a large portion 

of the experimental subject population.  Furthermore, the Nash equilibrium 

behavior that was found could not be characterized as following any of the major 

deductive selection principles of payoff dominance, risk dominance and security, 

all modeled in a variety of manners.  These findings would seem to support the 

second intuition of Nash equilibrium—pertaining to an equilibrium being the end 

result of a dynamic process. 
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Though evidence is strongly in favor of the above boundedly rational rules 

in a parametric likelihood-based estimation framework, one may nonetheless 

question their validity since the types were postulated in advance of the estimation 

(along with the number of sub-populations).  The argument may be made that 

good fit does not equal correct specification.  Bluntly, the assumptions regarding 

the types may be ad hoc.  For that reason, data on beliefs would be most useful 

for determining both what types exist and how many types exist.  Analysis of 

hypothesis data in a non-parametric kernel-density framework allows us to test 

some of the basic hypotheses without the need for the usual assumptions on types.  

Conducting a non-parametric analysis we find that: (1) strong evidence exists to 

support the hypothesis that the population is heterogeneous.  Depending on the 

methodology used, in terms of both the kernel function selected and the boundary 

correction used, it appears that the population, in terms of the nature of the 

hypotheses entered, is composed of four to six sub-populations.  (2) These sub-

populations remarkably correspond to the hierarchical notion of bounded 

rationality, specifically to level-1, level-2, and level-3.  Evidence of Nash thinking 

is relatively weak and inconclusive.  (3) Level-1 bounded rationality is the most 

prominent in the population, accounting for the largest portion of behavior, as 

seen by the portion of the density mass it accounts for. 

Having proved the heterogeneity of the population (chapter 2 and 3), 

characterized that heterogeneity non-parametrically (chapter 2) and parametrically 

(chapter 3), in particular for games with multiple equilibria (chapter 3), we set to 

deal with the dynamic portion of our inductive approach.  Chapter 4 discussed the 
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alternatives in choosing a dynamic theory, estimating its behavioral parameters, 

and assessing its performance. In chapter 4, models of adaptive dynamics were 

shown to have greater predictive powers than deductive equilibrium selection 

principles.  However, there are experimental settings in which adaptive dynamics 

fail to explain the data.  Particularly hard to explain are cases where a population 

of players begin in one equilibrium's best-response basin of attraction, crosses to 

another's, and ends up in the latter's equilibrium.  In chapter 4, we carefully 

demonstrated the "failure" of standard theories of dynamics in a particular game, 

namely, game 16.  The standard theories apparently failed because they did not 

correctly model players' abilities to deduce dominated strategies (action C) and, to 

a large extent, avoid such strategies.  The ability of players to identify dominated 

strategies resulted in the reduction in frequency of action C much faster than the 

standard theories would have predicted, partially accounting for the crossing of 

basins.  On the other hand, there seemed to be a role to "frustration" in the game 

as well, leading us to believe that there might be an aspiration-experimentation 

connection that could explain the dislodging of the dynamic to another basin.  

Preliminary results on one version of such an aspiration-experimentation model 

show promise.  This apparent success is gauged in both a significant improvement 

in the likelihood and better prediction as measured by simulated densities of final 

choice distributions. 
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TABLES 
 

Table 2.1 The designer boundary kernel 
Functional form Kc(t) domain in Xi Support on t 

¾ [ (c1+1) – 5/4(1+2c1)(t-c1)2][t-(c1+2)]2 [b1  , b1 + h) [c1, c1 + 2) 

¾ [(-c2+1) – 5/4(1-2c2)(t-c2)2][t-(c2 -2)]2 (b2 – h , b2] (c2 – 2, c2 ] 

16
15  (1-t2)2 [b1 + h , b2 – h] [-1, 1] 

 

--------------------------------------------------------------------------------------------------- 

Table 2.2 The first derivative of the designer boundary kernel 

Functional form K’(t) Domain in Xi Support on t 
3/2[(c1+1) – 5/4(1+2c1)(t-c1)2][t-(c1+2)] – 

15/8(1+2c1)(t-c1)][t-(c1+2)]2 [b1  , b1 + h) [c1, c1 + 2) 

3/2[(1-c1) – 5/4(1-2c1)(t-c1)2][t-(c1-2)]  – 
15/8(1-2c1)(t-c1)][t-(c1-2)]2 (b2 – h , b2] (c2 – 2, c2 ] 

-15/4(1-t2)t [b1 + h , b2 – h] [-1, 1] 
 



 119

Table 2.3.   Bootstrap Results 
 
2.3.1. First data set  
Boundary Biweight Kernel Method Gaussian Reflection Method 
One Mode (h=0.771) : One Mode (h=0.224) 
1 0 1 0 
 P-value = 0.26 P-value=0.392 
  
Two Modes (h=0.683) : Two Modes (h= 0.223) 
1 0 1 0 
0 1 0 1 
P-value =0.71 P-value=0.056 
  
Three Modes (h=0.462) : Three Modes (h=0.114) 
1 0 1 0 
0 1 0 1 
0 0 0.34 0.34 
P-value = 0.02 P-value = 0.336 
Four Modes (h=0.418) : Four Modes (h=0.109)
1 0 1                 0 
0 1 0                 1 
0 0 0.34            0.34 
0.52 0.48 0.68            0.20 
P-value = 0.04 P-value = 0.108 
Five Modes (h=0.401) : Five Modes (h=0.102) 
1 0 1 0 
0 1 0 1 
0 0 0.34 0.34 
0.52 0.49 0.65 0.18 
0 0.33 0.28 0.71 
 P-value = 0.01 P-value = 0.022 
Six Modes (h= 0.273) :   Six Modes ( h=0.092) 
1 0  1                 0 
0 1  0                 1 
0.36 0.35 0.34            0.34 
0.48 0 0.64            0.15 
0            0 0.26            0.73 
0            0.44 0                 0.26 
P-value = 0.215 P-value = 0.042 
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2.3.2. Second Data Set  
Boundary Biweight Kernel Method Gaussian Reflection Method 
  
One Modes (h=0.758) One Mode (h=0.2649) 
1 0 1                  0 
P-value = 0.076  P-value = 0.0350 
Two Modes (h=0.7208) Two Modes (h=0.2126) 
1 0 1                  0 
0 0 0                  1 
P-value = 0.052  P-value = 0.0100  
Three Modes (h=0.4506) Three Modes (h=0.17301) 
1 0 1  0 
0 0 0  1 
0 1 0  0 
P-value = 0.02  P-value = 0.0000 
 Four Modes (h=0.3424) Four Modes (h=0.11) 
1                  0 1                0 
0                  0 0                1 
0                  1 0                0 
0.43             0.28 0.45           0.29 
P-value = 0.0475 P-value = 0.1100 
Five Modes (h=0.3244) Five Modes (h= 0.073) 
1 0 1                 0 
0 0 0                 1 
0 1 0                 0 
0.43 0.29 0.43            0.29 
0 0.50 0                 0.50 
P-value = 0.015 P-value = 0.375 
Six Modes (h=0.2703) Six Modes (h= 0.065) 
1                 0 1                 0 
0                 0 0                 1 
0                 1 0                 0  
0.43            0.33 0.43            0.29 
0.49            0 0                 0.50 
0                 0.52 0.34            0.65 
P-value = 0.075 P-value = 0.315  
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2.3.3. Subset of second data set with the Gaussian Reflection Method 
 
Two Modes (h = 0.222) Five Modes (h = 0.067) 
1                 0 1                 0 
0.44            0.44 0                 1 
P-value = 0.04 0                 0 
 0.33            0.34 
Three Modes (h = 0.154) 0.50            0 
1                  0 P-value = 0.37 
0                  1  
0.35             0.35 Six Modes (h = 0.06) 
P-value = 0.015 1                 0 
 0                 1 
Four Modes (h = 0.09) 0                 0 
1                 0 0.33            0.34 
0                 1 0.50            0 
0                 0 0                 0.5 
0.33            0.34 P-value = 0.335 
P-value = 0.13  
 
2.3.4. Subset of second data set with NE∩MM = ∅: Boundary Biweight 
Kernel Method 
 
Six Modes (h = 0.208) 
1       0 
0       1 
0       0 
0.34    0.34 
0       0.48 
0.53    0 
P-value = 0.086 
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Table 2.4 Test Results for Local Mode Test on a subset of the data 
 
Mode  Excess Mass  P-value 
 
0, 0  0.015   0 
0, 1  0.010   0.150 
1/3, 1/3 0.497   0 
1, 0  0.010    0.065 
0, 0.5  0.000   0.345 
0.5, 0  0.003   0.080 
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Table 4.1 The experimental sessions 
Date Session Game in run 1 Game in run 2 

2-17-1998 1 16 9 
2-19-1998 2 19 12 
4-7-1998 3 14 1 
4-9-1998 4 13 WG 
6-18-1998 5 16 13 
7-16-1998 6 16B 13B 
7-30-1998 7 16B 13C 
1-28-1999 8 16 19 
3-2-1999 9 16B 19 
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Table 4.2 Parameter Estimates for 20 one-shot games, using the HS population heterogeneity 
model 
 

ν1 0.347 
ν2 1.031 
νopt 1.031 
νNE 1.031 
γ -------- 
  
ω1 0.131 
ω2 0.050 
ωNE 0.045 
μ -------- 
  
α0 0.076 
α1 0.435 
α2 0.066 
αopt 0.093 
αNE 0.066 
αH 0.265 
  

Log-
likelihood -1177.76 

 
 
Key:  In each column, the unique Nash evidence enters the model through both the archetypal 
Nash rule (the row with νNE) and the Hybrid rule (the row with ωNE).  The UNE column is the 
base model in which each Nash equilibrium is equally likely.  The other columns represent the 
Nash equilibrium selection principles of payoff dominance (PD), risk dominance (RD), and 
security (SEC).  Since numbers are represented to the third decimal point, 0.000 can be thought of 
as some number smaller than 0.001. 
 νk

 is the scaling parameter for evidence vector k in archetypal rule k;  ωk
 is the weight 

parameter for evidence vector k in the Hybrid rule;  γ is the strength parameter for the specific 
equilibrium selection principle (of the corresponding column) for the archetypal Nash rule;  μ is 
the strength parameter for the specific equilibrium selection principle (of the corresponding 
column) for the Hybrid rule;  and αt

 is the proportion of population using rule t, where t ∈{0,1,2} 
denotes the level-t rule, t = NE denotes the archetypal Nash rule, t = opt denotes the archetypal 
optimistic rule, and t = H denotes the hybrid rule. 
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Table 4.3 Initial Point Predictions for 20 games using HS98 
 

 % of A 
choices 

% of B 
choices 

% of C 
choices 

1 0.790 0.073 0.137 
2 0.026 0.063 0.912 
3 0.467 0.506 0.027 
4 0.137 0.804 0.058 
5 0.911 0.026 0.063 
6 0.197 0.026 0.777 
7 0.813 0.038 0.149 
8 0.075 0.899 0.026 
9 0.829 0.115 0.056 
10 0.064 0.063 0.873 
11 0.660 0.314 0.0258 
12 0.711 0.055 0.234 
13 0.668 0.105 0.228 
14 0.026 0.911 0.063 
15 0.225 0.609 0.166 
16 0.787 0.153 0.060 
17 0.026 0.063 0.912 
18 0.502 0.197 0.301 
19 0.091 0.773 0.137 
20 0.062 0.063 0.876 
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Table 4.4 Parameter Estimates for SPA (and replicator dynamics with entropy) 
 
Estimation by Minimum MSE 
 
All 7 sessions 

β 0.978 
λ1 0.080 
λ 0.017 

Log-likelihood -1726.680 
MSE 0.101 

 
Sessions 16.1 , 16.2, 16.3, 16.4 

β 0.390 
λ1 0.186 
λ 0.000 

Log-likelihood -1162.070 
MSE 0.126 

 
Session 19.1 

β 1.000 
λ1 0.165 
λ 0.001 

Log-likelihood -175.256 
MSE 0.008 

 
Session 14.1 

β 0.948 
λ1 0.304 
λ 0.367 

Log-likelihood -118.226 
MSE 0.004 

 
Session 13.1 

β 0.480 
λ1 0.037 
λ 0.220 

Log-likelihood -244.112 
MSE 0.015 

 
Estimation by Maximum Likelihood 
 
All 7 sessions 

β 0.592 
λ1 0.097 
λ 0.132 

Log-likelihood -1228.620 
MSE 0.169 

 
Sessions 16.1 , 16.2, 16.3, 16.4 

β 0.475 
λ1 0.141 
λ 0.118 

Log-likelihood -652.976 
MSE 0.211 

 
Session 19.1 

β 1.000 
λ1 0.095 
λ 0.000 

Log-likelihood -158.199 
MSE 0.016 

 
Session 14.1 

β 0.920 
λ1 0.149 
λ 0.355 

Log-likelihood -105.373 
MSE 0.018 

 
Session 13.1 

β 0.482 
λ1 0.023 
λ 0.145 

Log-likelihood -237.648 
MSE 0.022 



 127

Table 4.5 Parameter Estimates on EWA.   
4.5.1 Estimation by Maximum Likelihood 
 
All 7 sessions 

ρ 0.934 
φ 0.634 
δ 0.533 

N0 17.324 
λ 0.684 
  

Log-likelihood -1220.90 
MSE 0.184 

 
Sessions 16.1 , 16.2, 16.3, 16.4 

ρ 1.000 
φ 0.507 
δ 0.341 

N0 50.084 
λ 3.326 
  

Log-likelihood -673.44 
MSE 0.157 

 
Session 19.1 

ρ 1.000 
φ 0.889 
δ 0.405 

N0 60.890 
λ 0.741 
  

Log-likelihood -168.88 
MSE 0.019 

 
 

Session 14.1 
ρ 0.905 
φ 0.754 
δ 0.538 

N0 55.260 
λ 0.892 
  

Log-likelihood -102.338 
MSE 0.004 

 
 
Session 13.1 

ρ 0.836 
φ 0.426 
δ 0.696 

N0 43.380 
λ 1.197 
  

Log-likelihood -239.577 
MSE 0.012 
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Table 4.5 Parameter Estimates on EWA.   
4.5.2 Estimation by SMSE 
 
All 7 sessions 

ρ 0.972 
φ 0.653 
δ 0.540 

N0 49.728 
λ 0.503 
  

Log-likelihood -1,612.83 
MSE 0.113 

 
Sessions 16.1 , 16.2, 16.3, 16.4 

ρ 0.441 
φ 0.477 
δ 0.586 

N0 59.337 
λ 3×10-4 
  

Log-likelihood -1,257.90 
MSE 0.122 

 
Session 19.1 

ρ 0.803 
φ 0.808 
δ 0.795 

N0 40.381 
λ 0.117 
  

Log-likelihood -214.593 
MSE 0.009 

 
 
 
 

 
 
Session 14.1 

ρ 0.944 
φ 0.743 
δ 0.523 

N0 58.105 
λ 1.488 
  

Log-likelihood -102.720 
MSE 0.003 

 
 
Session 13.1 

ρ 0.812 
φ 0.430 
δ 0.763 

N0 45.151 
λ 1.019 
  

Log-likelihood -240.508 
MSE 0.011 
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 Table 4.6 Parameter Estimates on RE Reinforcement 
 
 
 
 

4.6.1. Estimation by ML 
All 7 sessions 

S 6.512 
ε 0.061 
φ 0.561 
ρ1 0.129 
w- 1.000 
w+ 0.000 

Log-likelihood -1,283.07 
MSE 0.167 

Sessions 16.1 , 16.2, 16.3, 16.4 
S 8.727 
ε 0.066 
φ 0.476 
ρ1 0.092 
w- 1.000 
w+ 0.000 

Log-likelihood -745.795 
MSE 0.249 

Session 19.1 
S 7.388 
ε 0.000 
φ 0.827 
ρ1 0.124 
w- 1.000 
w+ 0.000 

Log-likelihood -169.555 
MSE 0.041 

 

Session 14.1 
S 37.016 
ε 0.000 
φ 0.779 
ρ1 0.000 
w- 0.048 
w+ 0.000 

Log-likelihood -103.785 
MSE 0.009 

Session 13.1 
S 5.248 
ε 0.124 
φ 0.494 
ρ1 0.000 
w- 0.000 
w+ 0.111 

Log-likelihood -247.200 
MSE 0.067 
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Table 4.6 Parameter Estimates on RE Reinforcement 
4.6.2. Estimation by SMSE 
All 7 sessions 

S 5.952 
ε 0.292 
φ 0.634 
ρ1 0.043 
w- 0.000 
w+ 0.000 

Log-likelihood -1,457.44 
MSE 0.113 

Sessions 16.1 , 16.2, 16.3, 16.4 
S 6.413 
ε 0.668 
φ 0.452 
ρ1 0.105 
w- 1.000 
w+ 0.000 

Log-likelihood -1,258.96 
MSE 0.126 

Session 19.1 
S 12.318 
ε 0.008 
φ 0.014 
ρ1 0.000 
w- 0.645 
w+ 0.000 

Log-likelihood -350.069 
MSE 0.009 

Session 14.1 
S 0.067 
ε 0.038 
φ 1.000 
ρ1 0.002 
w- 0.443 
w+ 0.000 

Log-likelihood -116.117 
MSE 0.004 

Session 13.1 
S 16.987 
ε 0.203 
φ 0.491 
ρ1 0.003 
w- 0.590 
w+ 0.027 

Log-likelihood -255.670 
MSE 0.045 
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Table 4.7 Likelihood of observed choices in the final period of repeated game 16 under the 
replicator dynamics model with parameters estimated by log-likelihood maximization, using 
kernel density estimates 
 

Game-
session 

% choosing 
A 

% choosing 
B 

% choosing 
C Likelihood 

16-1 0.083 0.917 0.000 0.6163 
16-2 0.000 1.000 0.000 1.734 
16-3 0.800 0.120 0.080 9.643 
16-4 0.040 0.960 0.000 1.448 

Combined 
game 16 ---- ---- ---- 14.918 
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FIGURES 

Figure 2.1 An illustration 

 A B C 

A 48 99 13 

B 85 17 0 

C 51 21 36 
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Figure 2.2 Decision Matrices Used in the first Experiment  
The numbers above each matrix denote the numbers of players making each 
choice. 
 

 
  A B C A B C  
      
2)  15 31 12 11) 15 35 8  
 A 75 40 45 A 0 100 50  
 B 70 15 100 B 90 63 50  
 C 70 60 0 C 46 82 52  
      
4)  29 10 19 13) 13 10 35  
 A 70 90 38 A 45 50 21  
 B 100 0 40 B 41 0 40  
 C 88 48 43 C 40 100 0  
      
7)  31 8 19  
 A 25 30 100  
 B 60 31 51  
 C 95 30 0  
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Figure 2.3 Decision Matrices Used in the second Experiment 
The numbers above each matrix denote the numbers of players making each choice. 

 
  11 10 1  7 7 8 8 11 3 

1 A 33 45 86  9 A 99 0 14 17 A 65 96 45 
 B 1 99 10  B 13 54 91 B 99 42 38 
 C 60 0 15  C 66 80 47 C 3 0 90 
        
  5 7 10  10 1 11 5 9 8 

2 A 0 65 65  10 A 55 10 99 18 A 91 11 2 
 B 90 1 2  B 2 66 40 B 9 0 99 
 C 10 1 99  C 99 40 0 C 62 78 14 
        
  8 14 0  2 10 10 7 8 7 

3 A 13 99 0  11 A 1 53 59 19 A 99 0 2 
 B 91 77 45  B 52 30 73 B 14 10 77 
 C 17 31 84  C 0 0 99 C 75 92 14 
        
  0 3 19  13 6 3 8 10 4 

4 A 75 1 9  12 A 12 73 91 20 A 75 40 45 
 B 0 14 72  B 2 99 0 B 70 15 99 
 C 39 99 29  C 39 5 59 C 70 60 0 
        
  9 7 6  5 12 5 8 10 4 

5 A 64 58 54  13 A 94 0 21 21 A 70 90 38 
 B 27 99 26  B 47 12 99 B 99 0 40 
 C 92 1 0  C 47 56 19 C 88 48 43 
        
  11 4 7  9 2 11 8 1 13 

6 A 99 32 0  14 A 63 67 38 22 A 25 30 99 
 B 79 1 71  B 20 91 17 B 60 31 51 
 C 9 61 46  C 99 29 0 C 95 30 0 
        
  12 5 5  14 7 1 11 9 2 

7) A 71 65 64  15 A 48 99 13 23 A 0 99 50 
 B 0 99 23  B 85 17 0 B 90 63 50 
 C 92 16 19  C 51 21 36 C 46 82 52 
        
  19 0 3  7 5 10 2 4 16 

8 A 10 12 99  16 A 7 77 81 24 A 45 50 21 
 B 12 38 40  B 13 99 0 B 41 0 40 
 C 32 0 68  C 99 30 5 C 40 99 0 
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Figure 2.4 An equilateral triangle plane in three dimensions 
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Figure 2.5 A two-dimensional scatter-plot of the data: First data set. 
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Figure 2.6 A two-dimensional scatter-plot of the data: Second data set. 
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Figure 2.7 The designer boundary kernel Kc(t) centered on a data point 
shown by the vertical line: xi /h = 0, 0.2, 0.4, 0.6, 0.8, 1.0. 
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Figure 2.8 Reflection of a triangular space. 
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 Figure 2.9 Mode Trees 
A diagram of the evolution of modes on the bandwidth (from six to three). 
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Figure 2.10 Biweight Kernel Technique -- Selected Illustrations 
a. First Data Set 

 

Nash 

level-1

level-2

level-3



 142

Figure 2.10 Biweight Kernel Technique -- Selected Illustrations 
b. Second Data Set 

 

level-1

level-2

Nash

level-3
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Figure 2.10 Biweight Kernel Technique -- Selected Illustrations 
c. Subset of the Second Data Set 

level-1

level-2

level-3

Nash
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Figure 2.11 Gaussian  Reflection Technique -- Selected Illustrations 
 
a. First data set  
 
 

 
b. Second data set

1st data set - Gaussian
3 modes

level-1

level-2

level-3
Nash (no mode)

2nd data set - Gaussian
4 modes

level-1

level-2

Nash

level-3
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Figure 2.11 Gaussian  Reflection Technique -- Selected Illustrations 
c. Subset of the second data set  

4 modes
level-1

Nash

level-3
level-2
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Figure 3.1.  The Game Matrices and Player Choices 
The game matrices of the experiment sorted into categories but numbered according to 
the order in which they were presented to participants. Above each column of each 
matrix is the number who chose the corresponding action.  
 
Key: PD = Payoff dominant Nash equilibrium strategy 

RD = Risk dominant Nash equilibrium strategy 
PRD = Pair-wise risk dominant strategy (only indicated when distinct from RD)  
SEC = Security Nash equilibrium strategy 
L1 = Level-1 Strategy 
L2 = Level-2 Strategy (only indicated when distinct from L1)  
DOM = Dominated strategy 

 
Game 4     Game 13 

12 79 6  67 11 19  

70 30 20 PD 60 60 30 L1 

60 60 30 L1, 
RD 30 70 20 PD, 

RD 

45 45 40 SEC 70 25 35 L2, 
SEC 

 
Game 7     Game 16  

82 3 12  74 13 10  

60 30 60 L1, RD, 
SEC 20 0 60 L1 (NE) 

50 25 55 DOM 0 60 0 RD, PD  

30 20 70 PD 10 25 25 DOM  

 
Game 10 

2 5 90  

25 45 55 DOM 

35 50 35 (NE) 

30 45 60 L1, SEC, 
RD, and PD 
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Games from Cooper et al. 

Game 14  
3 82 12  

50 0 0 DOM 

70 35 35 L1, SEC 

0 25 55 PD, RD 

 
Game 17  

2 5 90  

50 0 0 DOM 

0 55 25 PD, RD 

100 35 35 L1, SEC 

 
Game 20 (Extension) 

2 5 90  

55 0 25 PD, RD 

50 50 30  

35 100 35 L1, SEC 

 
Game 11  

65 29 3  

55 25 65 L1, RD, PD  

35 35 70 SEC 

0 0 60 DOM 

 
 

Game 2  
1 6 90  

60 0 0 DOM  

0 55 25 PD, RD  

100 35 35 L1, SEC 

 
Game 5  

90 2 5  

35 70 35 L1, SEC 

0 60 0 DOM  

25 0 55 PD, RD 

 
Game 8  

3 91 3  

35 35 70 SEC 

25 55 100 L1, RD, PD 

0 0 60 DOM 
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Non-coordination Games (from Stahl and Wilson, 1995) 

 
 
 
 

Game 12

65 8 24  

30 100 22 L1  

35 0 45   

51 50 20 L2  

 
 
Game 15  

26 55 16  

75 40 45 Unique NE  

70 15 100 L1 

70 60 0 L2  

 
 
Game 18  

53 20 24  

25 30 100 L1 

60 31 51 Unique NE 

95 30 0 L2 

 

Game 3  

44 49 4  

25 30 100 L1 

40 45 65 Unique NE 

31 0 40 DOM  
 
 
Game 6  

20 3 74  

40 15 70 Unique NE 

22 80 0 DOM  

30 100 55 L1 

 
 
Game 9  

81 13 3  

30 50 100 L1 

40 45 10 L2 

35 60 0  
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Games for the Comparison of Extended Risk Dominance 
 
Game 1     Game 19 

78 3 16  19 63 15   

70 60 90 L1, SEC, 
RD 80 60 50 PRD

 
 

60 80 50 PRD 60 70 90 L1, SEC, 
RD 

 

40 20 100 PD 0 0 100 PD  

 
 
Practice Games 
 
Practice game I   Practice game III 
 
 

30 100 50 L1 16 99 53 L1

40 0 90  79 64 0 L2

50 75 29 L2 13 24 85 Unique NE 

 
 
Practice game II 
 

78 48 0 Unique NE 

5 37 99 L2 

29 96 69 L1 
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Figure 3.2.  The Computer Screen 
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Figure 3.3.  Performance of Pure Behavioral Rules 
 

The following charts show the hit rate per game of the three Nash 
equilibrium selection rules of payoff dominance, risk-dominance, and security, 
compared to the bounded rationality rule of SW’s level-1. The x-axis lists the 14 
coordination games. On the y-axis is the hit-rate of a given rule per game. 
 
Payoff Dominance 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Risk Dominance 
 
 
 
 
 
 
 
 

0%

20%

40%

60%

80%

100%

1 2 4 5 7 8 10 11 13 14 16 17 19 20

 

0 %

2 0 %

4 0 %

6 0 %

8 0 %

1 0 0 %

1 2 4 5 7 8 1 0 1 1 1 3 1 4 1 6 1 7 1 9 2 0
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Security 

 
 
Level-1 Bounded Rationality 
 

0%

20%

40%

60%

80%

100%

1 2 4 5 7 8 10 11 13 14 16 17 19 20

0%

20%

40%

60%

80%

100%

1 2 4 5 7 8 10 11 13 14 16 17 19 20
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FIGURE 3.4.   Estimation of Homogeneous Models 
 
For comparison, the log-likelihood for the homogeneous model with random 
behavior is -2,131.31 
 
 
Models using Prior-Based Evidence 

Behavioral Rule ν estimate γ estimate Log-likelihood 

PD and RD 0.051 0  -1915.74 

Security 0.047 1.98  -1837.67 
 
 
Models with Uniform Trembles 

Rule Used ε estimate   Log-likelihood 

Payoff-dominance 1.00  -2131.31 

Risk-dominance 0.81  -2065.38 

Security 0.71  -1982.99 
 
 
Bounded Rational Models 

Rule Used ν, ω  estimates    Log-likelihood 

Level-1 0.0976 -1297.93 

Hybrid 
0.099 (ω1) 
0.057 (ω2) 
0.000 (ωNE) 

-1292.67 
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FIGURE 3.5.  Confidence Intervals for Base Model 
 
 

Parameter Estimate 95% Confidence Interval 
ν1      0.3466      0.2133      1.031 
ν2      1.031      0.5219      1.031 
νopt      1.031      0.5536      1.031 
νNE      1.031      0.5406      1.031 
ω1      0.1310      0.0734      0.5952 
ω2      0.0496     0.0120      0.2950 
ωNE      0.0454      0.0000      0.3639 
α 0      0.0761      0.0442      0.1102 
α 1      0.4349      0.1507      0.5951 
α 2      0.0657      0.0000      0.1224 
α opt      0.0927      0.0596      0.1282 
α NE      0.0656      0.0276      0.1016 
αH      0.2650      0.1171      0.5140 
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FIGURE 3.6.  Estimation of Heterogeneous Population Models 
 
 

 UNE PD RD SEC 
ν1 0.347 0.301 0.357 0.427 
ν2 1.031 1.028 1.031 1.031 
νopt 1.031 1.021 1.031 1.031 
νNE 1.031 1.026 1.031 1.031 
γ -------- 0.015 0.011 0.003 
  
ω1 0.131 0.133 0.140 0.139 
ω2 0.050 0.056 0.056 0.045 
ωNE 0.045 0.042 0.023 0.055 
μ -------- 0.000 0.039 0.048 
  
α0 0.076 0.076 0.075 0.077 
α1 0.435 0.473 0.430 0.383 
α2 0.066 0.071 0.068 0.065 
αopt 0.093 0.087 0.096 0.095 
αNE 0.066 0.062 0.068 0.062 
αH 0.265 0.231 0.263 0.317 

  
Log-

likelihood -1177.76 -1177.55 -1176.41 -1176.12 

 
 
Key:  In each column, the unique Nash evidence enters the model through both the 
archetypal Nash rule (the row with νNE) and the Hybrid rule (the row with ωNE).  The 
UNE column is the base model in which each Nash equilibrium is equally likely.  The 
other columns represent the Nash equilibrium selection principles of payoff dominance 
(PD), risk dominance (RD), and security (SEC).  Since numbers are represented to the 
third decimal point, 0.000 can be thought of as some number smaller than 0.001. 
 νk

 is the scaling parameter for evidence vector k in archetypal rule k;  ωk
 is the 

weight parameter for evidence vector k in the Hybrid rule;  γ is the strength parameter for 
the specific equilibrium selection principle for the archetypal Nash rule;  μ is the strength 
parameter for the specific equilibrium selection principle (of the corresponding column) 
for the Hybrid rule;  and αt

 is the proportion of population using rule t, where t ∈{0,1,2} 
denotes the level-t rule, t = NE denotes the archetypal Nash rule, t = opt denotes the 
archetypal optimistic rule, and t = H denotes the hybrid rule. 
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Figure 4.1 The Computer Screen 
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 Figures 4.2.1-4.2.18 Dynamic Paths of the 18 runs 
Figure 4.2.1 Game 1, April 7, 1998 
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Figure 4.2.2 Game 9, Feb 17, 1998 
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Figure 4.2.3 Game 12, Feb 19, 1998 
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Figure 4.2.4 Game 19, Feb 19, 1998 
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Figure 4.2.5 Game 19, Jan 28, 1999 
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Figure 4.2.6 Game 19, Mar 2, 1999 
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Figure 4.2.7 Game 14, Apr 7, 1998 
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Figure 4.2.8 Game 16, June, 18, 1998 
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Figure 4.2.9 Game 16, Feb 17, 1998
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Figure 4.2.10 Game 16, Jan 28, 1999
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Figure 4.2.11 Game 16B, July 16, 1998
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Figure 4.2.12 Game 16B, July 30, 1998
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Figure 4.2.13 Game 16B, March 2, 1999 
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Figure 4.2.14 
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Figure 4.2.15 
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Figure 4.2.16 
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Figure 4.2.17 
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Figure 4.2.18  
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Figure 4.3 Contour plot of first period prediction intervals (99%, 95%, 90%, 
50%, 25%) of games 16A and 16B. 
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Figures 4.4.1-4.4.6 Kernel-estimated densities of 12th period outcome for Game 
16 beginning with HS98 initial conditions, using various models and estimation 
techniques. Gaussian kernel with plug-in bandwidth. 500 simulations. 
 
Figure 4.4.1 SPA model with LL estimates 
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Figure 4.4.2 SPA model with MSE estimates  
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Figure 4.4.3 RE model with LL estimates 
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Figure 4.4.4 RE model with MSE estimates 
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Figure 4.4.5 EWA Model with LL estimates 
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Figure 4.4.6 EWA model with MSE estimates 
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 Figure 4.5 Five-period measure of X frequency in Stag-Hunt games 
Reprinted with Permission from Battalio, Samuelson, and Van 
Huyck (1997) 

  
The corresponding games: 
 
 
 
 

X Y 
X 45, 45 0, 35 
Y 35, 0 40, 40 

 
 
 
 
 
 
 

X Y 
X 45, 45 0, 40 
Y 40, 0 20, 20 

 
 
 
 
 
 
 

X Y 
X 45, 45 0, 42 
Y 42,0 12,12 
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Figure 4.6.1 Actual final (12th period) points for repeated game 13 
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Figure 4.6.2 Actual final (12th period) points for repeated game 19 
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Figure 4.7.1 Kernel-estimated density of 12th period outcome for game 13 for 
SPA dynamic beginning with HS98 initial conditions 
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Figure 4.7.2 Kernel-estimated density of 12th period outcome for game 14 for 
SPA dynamic beginning with HS98 initial conditions 
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Figure 4.7.3 Kernel-estimated density of 12th period outcome for game 19, for 
SPA dynamic beginning with HS98 initial conditions 
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Figure 4.8.1 Kernel-estimated density of 12th period outcome for games 13 
for RE dynamic beginning with HS98 initial conditions 
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Figure 4.8.2 Kernel-estimated density of 12th period outcome for game 14 for 
RE dynamic beginning with HS98 initial conditions 
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Figure 4.8.3 Kernel-estimated density of 12th period outcome for game 19, for 
RE dynamic beginning with HS98 initial conditions 
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Figure 4.9.1 Kernel-estimated density of 12th period outcome for games 13 
for EWA dynamic beginning with HS98 initial conditions 



 192

Figure 4.9.2 Kernel-estimated density of 12th period outcome for games 14 
for EWA dynamic beginning with HS98 initial conditions 



 193

Figure 4.9.3 Kernel-estimated density of 12th period outcome for games 19 
for EWA dynamic beginning with HS98 initial conditions 
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Appendix A Instructions to the Participants 
 

PLEASE DO NOT TOUCH THE MOUSE AND KEYBOARD UNTIL TOLD TO 
DO SO! 

 
Introduce self and helpers. Say how everyone was recruited. 
Explain: "This session will be tape-recorded for scientific purposes." 
  
During the experiment, you will be making choices using the computer mouse and 
keyboard. You may reposition the mouse pad so it is comfortable to you. Your 
mouse cursor should move when you slide the mouse on the pad. If not, please 
raise your hand.  
 
Click page down now. 
 
I will read the instructions that appear on your computer screen aloud. After 
going over the instructions, we will administer a quiz which you MUST PASS in 
order to continue. Hence, it is very important that you pay close attention. 
 
 
WELCOME 
 
 This is an experiment about economic decision making. If you follow the 
instructions carefully you might earn a considerable amount of money.  This 
money will be paid at the end of the experiment in private and in cash.  
 
Wave cash. 
 

It is important that during the experiment you remain SILENT.  If you 
have any questions, or need assistance of any kind, RAISE YOUR HAND but DO 
NOT SPEAK.  One of the experiment administrators will come to you and you 
may whisper your question to him.  If you talk, laugh, or exclaim out loud, you 
will be asked to leave and will not be paid.  We expect and appreciate your 
cooperation. 
 This experiment will be conducted in two stages.  In Stage I, you and all 
other participants in this room will each make a number of decisions.  Based on 
your choices and the choices of the other participants, you will earn TOKENS.  In 
Stage II, you will have the opportunity to receive DOLLARS based on the 
number of TOKENS you earned in Stage I.  We describe Stage II first, so you can 
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better understand how the number of TOKENS that you earn in Stage I affect the 
number of DOLLARS that you receive at the end of the experiment.   
 
Click on the “page down” icon located below to display the next page.  
 
PG 1  
 
You should be on page 2. If not, please raise your hand. 
 
DESCRIPTION OF STAGE II 
 

At the beginning of Stage II, you will have earned between 0 and 100 
TOKENS for each decision that you made in Stage I.  The total number of 
DOLLARS that you receive at the end of the experiment will depend partly on the 
number of TOKENS earned in Stage I and partly on chance. 

Chance enters into the experiment in Stage II. You will then be asked to 
roll three ten sided dice, once for each decision.  Since there are 20 decisions in 
Stage I, you will roll the dice 20 times.  By comparing the number of TOKENS 
that you earned for each decision and the corresponding roll of dice, we compute 
the amount of DOLLARS earned by you. 

Specifically, three ten sided dice determine a three digit number on each 
roll.  The first die will count tens, the second die will count ones, and the third die 
will count tenths.  For example, if you rolled 5, 4, and 8, the dice number would 
be 54.8.   

 
All the possible numbers from 00.0 to 99.9 are equally likely.   
 

By comparing the three-digit number from the dice-roll to the number of 
TOKENS for each decision, we determine how many DOLLARS you receive.  If 
the number of TOKENS for a decision is GREATER THAN the dice number, 
then you receive $2.00 for that decision.  If the number of TOKENS is LESS 
THAN OR EQUAL TO the dice number, then you get $0 for that decision.   

 
For example, if you earn 80 TOKENS for your seventh decision, and on 

the seventh roll your number was 47.6 in Stage II, since 80 is GREATER THAN 
47.6, you would receive $2.00 for that decision.  This comparison is repeated 20 
times to compute the total number of dollars you receive. 

  Note that if you earn 80 TOKENS for a decision, you have an 80% 
chance of winning the $2.00 prize and if you earn 20 TOKENS for a decision you 
have a 20% chance of winning the $2.00 prize.   
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HENCE, THE MORE TOKENS YOU EARN, THE GREATER WILL 
BE YOUR CHANCE OF WINNING THE $2.00 PRIZE FOR ANY GIVEN 
DECISION.  
 
Click page down now. 
 
PG 2  
 
You should be on page 3. If not, please raise your hand. 
 
 
STAGE I 
 
 During Stage I, you and all other participants will make 20 decisions.  
 
Each decision you face will be described by a MATRIX, consisting of nine 
numbers arranged in three rows and three columns as displayed at the front of the 
room now.  
 
Please look up.   
 
Point to the screen. 
 
The rows indicate your possible choices; the columns indicate the possible 
choices of all other participants in this room.  The numbers in the MATRIX, 
along with your choices and the choices of all OTHER participants in this session, 
determine your TOKEN earnings for each decision.   

Each participant will receive exactly the same 20 matrices and will be 
asked to make decisions based on the same amount of information.  Each of the 
20 matrices will differ only by the nine numbers.  Your decision on a matrix will 
be compared to the decisions of the other participants on that same matrix.  
Depending on your decision and those of all the other participants, you will earn 
TOKENS for each matrix. 

 
 

STOP!  DO NOT PAGE DOWN UNTIL TOLD TO DO SO. 
 
PG 3  
****************************************************************** 
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Using the overhead projector in the front of the room, I will now demonstrate 
exactly how your token earnings will be computed. Please look at the overhead as 
I am working the numerical example. 
 
First we write down three columns with headings "A," "B" and "C." Next we 
write under the headings the percentage of the other participants in the room 
choosing A, B, and C, respectively. 
 
For example, suppose 20% chose A, 30% chose B, and 50% chose C.  
 
Suppose you chose row A.  Then we write down the numbers of row A 
underneath the percentages. We then multiply each column as follows: 
 
[Point to the screen and do the multiplication of columns] 
 
Finally, we add up the results: 
 
[Point to the screen and do the addition] 
 

 A B C  
% of Others’ 
Choices : 20% 30% 50% 100% 

Your Row 
Choice: A 30 100 50  

Tokens Earned: 6 30 25 61 
 
That means your payoff for choosing A given the other participants’ percentages 
would be 61 tokens, giving you a 61% chance of winning $2.00. 
 
The payoffs you would have earned for the other row choices are calculated the 
same way.  I will quickly work out the payoffs for the other two rows. 
 
  

 A B C  
% of Others’ 
Choices : 20% 30% 50% 100% 

Your Row 
Choice: B 40 0 90  

Tokens Earned: 8 0 45 53 
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That means your payoff for choosing A given the other participants’ percentages 
would be 53 tokens, giving you a 53% chance of winning $2.00. 
 
 

 A B C  
% of Others’ 
Choices : 20% 30% 50% 100% 

Your Row 
Choice: C 50 75 29  

Tokens Earned: 10 22.5 14.5 47 
 
That means your payoff for choosing A given the other participants’ percentages 
would be 47 tokens, giving you a 47% chance of winning $2.00. 
 
 
If you have any questions, please raise your hand 
 
 During the experiment you will have a computer interface available to you 
that will make these calculations for you.  You will be able to enter hypotheses 
about the percentages of others making each choice. The computer can then 
calculate hypothetical payoffs for you. 
 
We will now demonstrate this feature. Exit the Instructions page by clicking on 
QUIT. 
 
 

THE DEMO SCREEN 
 
After you quit the Instructions page, the screen should be blue and have 

the word "Participant" and your assigned number on top.  On the line just below 
the top there are two buttons labeled INSTRUCTIONS and RECORD. Anytime 
during the experiment you will be able to view these instructions by clicking on 
INSTRUCTIONS. The "RECORD" button will be used only at the end of the 
experiment to display your token payoffs. 

 
Notice the button on the right of the screen with the word "DEMO" on it. 

During the actual experiment, there will be 20 such buttons on the right of the 
screen, where the demo button is now, each labeled by a number corresponding to 
a different matrix. Click on DEMO now to see the matrix that is now displayed on 
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the overhead. The row labels A, B, and C correspond to your three possible 
choices whereas the column labels A, B, and C correspond to the possible choices 
of others. 

The bottom panel contains, from left to right, three white boxes labeled A, 
B, C, one pale blue box labeled “Total is,” an orange button with the word 
“CALCULATOR” inside, and a yellow box labeled “clock”, in that order. 
 The three white boxes are where you will enter your hypotheses on the 
percentages of other participants making each choice. To enter a number, use your 
mouse to click on a white box then enter a number in it using the number keys in 
the top row of your keyboard in front of you. To change a number in a box, click 
on the box and use the “Back-Space” key to delete the previous number before 
entering a new one. You may move from one white box to another by pressing the 
Tab button to move right and Shift-Tab to move left. Or you may simply use the 
mouse to move from one box to the next by moving the cursor to the box you 
wish to enter a number in and clicking the left mouse button. Each time you enter 
or change a number in a white box, the total of the three numbers is computed and 
displayed in the “Total” box. When you enter a number in one of the white 
hypothesis boxes, the pale blue box displaying the total in the three hypothesis 
boxes will change color to red and will remain red until the total is 100. When the 
total of the three white boxes is EXACTLY 100, the box displaying the total will 
change color to green. 
 In our example, the actual choice percentages are 20, 30, and 50. To enter 
"20" for the percentage of the other participants who chose A, first move the 
mouse cursor to the white box preceded by the letter A. Click on that box using 
the left mouse button. Then type in the number 20 using the number keys at the 
top of the keyboard. If you make a typo, use the Backspace key to erase the 
number and enter the correct number. 
 Notice that as soon as you typed 20, the Total box turned red and 20 
appeared in it. That number is the current total in the three white boxes. It is red 
because the total is not 100. If there are any questions, please raise your hand. 

 Enter the numbers 30 and 50 in the boxes corresponding to percentages of 
other participants choosing rows B and C.  
 
 [Repeat, then pause] 
 [Instruct experiment administrators to walk around and be prepared to 
help] 
 
If you do not have 20, 30, and 50 in the white boxes, please raise your hand. 
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Notice that the number in the Total box is 100. Therefore, the Total box is now 
green and the calculator button is enabled.  If your Total box is NOT green, please 
raise your hand. 
 
 When you click on CALCULATOR, the computer will calculate your 
hypothetical token earnings for each row. Click on CALCULATOR now.  
 
[Pause. Administrators will go around making sure everyone is keeping up] 
 
[Point to the board] 
 
Three numbers will appear to the right of the matrix under the word PAYOFF, 
indicating your hypothetical token earnings for each of the possible choices. The 
numbers to the right of the matrix are 61, 53, and 47, corresponding to your 
payoffs for each row exactly as we computed on the overhead. If you had chosen 
row A, then your token earnings would have been 61, which is the maximum you 
could have earned given the percentages of others choosing each row. On the 
other hand, if you had chosen row C, you would have earned 47, which is the 
minimum you could have earned given the percentage of others choosing each 
row. 
 
 Suppose the actual choice percentages are as in this example (20, 30, and 
50) but your hypothesis was that all other participants would choose C. Hence, 
you entered (0, 0, 100) as your hypothesis. You will do so now. Delete the 
existing numbers in the white boxes using the Backspace key. Then enter 0, 0, 
and 100 in the appropriate boxes. 
 
[Pause] 
 
The Total box should be green and have 100 in it. If not, please raise your hand. 
 
[Pause] 
 
Notice that the hypothetical payoffs to the right of the matrix have NOT changed. 
The hypothetical payoffs will NOT match your new hypothesis UNLESS you 
click on CALCULATOR. Click on CALCULATOR now.  
 
[Pause] 
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Notice that the calculator reproduced column C as the hypothetical payoffs, 
indicating that choice B would give you the largest payoff (i.e. 90). In reality, 
entering this hypothesis cannot change anyone else’s ACTUAL choices. 
Therefore, given the actual choices of everyone else your payoff from choosing B 
would be ONLY 53, not 90. The point is that the more your hypothesis differ 
from the actual percentage of other participants, the more the computed 
hypothetical payoffs will differ from the actual token earnings, row by row. 
 
[Draw attention to overhead: column C versus payoffs.] 
 
So then, what are the hypothesis boxes good for? 
 
1. By entering different hypotheses and calculating hypothetical payoffs to these 
hypotheses, you can explore how the actual choices (including your own) will 
affect your token earnings. In other words, you can answer "what if" questions. 
 
2. You can enter your best guess about the percentage of others choosing each 
row and use the computed token earnings to guide your choice. 
 
If you have any questions, please raise your hand. 
 
CAUTION: The numbers used in this example were selected arbitrarily and 
are in no way intended to suggest how participants might respond. 
****************************************************************** 
 
We will now demonstrate how you make a choice. Move the mouse cursor to the 
row you wish to choose in the yellow matrix and click the left mouse button. The 
row you clicked on will change color to an orange/pink color indicating your 
choice. 
 
Make a choice NOW by clicking on ANY row of the yellow matrix. 
 
Change your choice NOW by clicking on ANY OTHER row of the matrix. 
 
Notice that it is not necessary for you to do any hypothetical calculations before 
making a choice. 
 
 Notice that once you made a choice, the DEMO button turned green. This 
indicates that you have made a decision for that matrix. Also, on the bottom of the 
screen it should now say “0 Matrices remaining.” These two devices will prove 
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very important later when you have more than one matrix, to remind you how 
many decisions you have left and for which matrices. 
 

 We will now pass out the quiz. Make sure you put your participant 
number on the quiz. Your participant number is located on the very top of your 
screen. You must answer all questions correctly to continue.  

 
Please read the questions carefully, follow the directions exactly, and 

raise your hand if you need help. 
 
Once you are done with the quiz, raise your hand. An experiment 

administrator will come by to check your answers. 
 
 
 (Once done with the quiz):  
 In the main part of the experiment you will have to make 20 decisions in a 
format similar to the example we just went through. You will have a total of 30 
minutes, which is about 1½ minutes for each decision. To give you some practice 
in making decisions under a time constraint, you will now have a 4½ -minute 
timed practice session. You will have 4½ minutes to make choices and practice 
making hypothetical calculations on 3 matrices. The clock at the bottom right of 
your screen will count down from 4 minutes and 30 seconds to 0 minutes and 0 
seconds. A 60-Seconds warning will appear when only a minute remains for you 
to make decisions. Otherwise the screen will look exactly as during the Demo 
session. You should practice making hypothetical calculations, making choices, 
and revising choices.  

To select a Matrix, click on the corresponding number in the Active 
Matrix bar on the right side of the screen where the Demo button is now.  The 
corresponding matrix will appear and the letters in the Active Matrix button you 
clicked will be red as long as you are visiting that matrix. You may return to 
matrices that you previously selected.  When you do this, the screen will re-
appear exactly as you left it.   

Once you make a decision, the Matrix Button corresponding to that matrix 
will change color to green. This will remind you which of the matrices you have 
made choices for and for which you MUST still make a choice. Also, on the 
bottom of the screen it should now say how many matrices remain to make a 
choice for. These two devices remind you how many decisions you have left and 
for which matrices. 
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Enter "555" in the password box on top of your screen. Then click on the 
PRACTICE button. Begin as soon as the 3 active matrix buttons appear to the 
right of the screen. A matrix will appear only after you click on a matrix button. 
 
 
 
Return to INSTRUCTIONS by clicking on the INSTRUCTIONS button at the top 
of your screen. 
 
Click page down now to see a summary. 
 
 
SUMMARY 
 
To Select A Matrix: click on a button in the Active Matrix bar.  If a button is 
white, you still need to make a decision for that Matrix.  
 
To Enter or Change Hypothesis: click inside a white box under the Matrix, use 
the keyboard to enter a number. If there is already a number in that white box and 
you wish to change it, use the Backspace key to delete the current number, than 
enter a new one. Remember that all hypotheses are in terms of percentages and 
hence must sum up to 100. 
Remember: The hypothetical payoffs will NOT match your hypothesis UNLESS 
you click on CALCULATOR. 
 
To calculate hypothetical payoffs: Once the white boxes contain your 
hypothesis, click on CALCULATOR. 
 
To make a choice: Click on the desired row of the matrix. Once you make a 
choice, the matrix button for that matrix will turn green. Also, the message at the 
bottom of your screen telling you how many matrices are left will be updated. 
You must make a choice for each Matrix to earn any TOKENS.  
 
To Review Instructions: click on INSTRUCTIONS. To return to the main 
screen, click on “QUIT INSTRUCTIONS” and move the mouse a bit. 
 
Warning:  
If you fail to make a choice for any matrix, you will forfeit your entire 
earnings for all the matrices. 
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If you have any questions please raise your hand. 
 
Click Page Down now. 
 
 
BEGINNING STAGE I 
 
This concludes the instruction phase.  
 
 Every participant in this room will be presented with 20 Matrices just like 
the examples we went through.  Each Matrix will also be displayed at the front of 
the room.  

The experiment will take 30 minutes.  A red warning-- "60 seconds 
remaining"-- will appear when there are 60 seconds left. 

   
Just before the main experiment starts, your screen will be blank except for the 
words "WAIT TO PROCEED".  You may begin as soon as your screen displays 
the Matrix Buttons. Your screen will be blank until you click on one of the Matrix 
buttons on the right side of the main screen.  

You may proceed without further signals from me until you have made 
your 20 decisions.  After that, you may review the Instructions or continue to 
review your choices.  However, you may not talk nor stand up.  
 
 
Quit the Instructions page again. 
 

Enter "777" in the password box on top of your screen.  
 
[Repeat] 
 
Then click on the BEGIN STAGE I button. Once the buttons appear to the 

right of your screen you may begin by clicking on any of the Matrix buttons. 
 
 
After phase I is over: 
 
You are now looking at the record screen. The first column displays numbers from 
1 to 20 corresponding to the 20 different decisions you made. The second column 
has your choice. The next column has your token earnings for that decision given 
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the other participants’ choices. The next three columns have the number of other 
participants making each choice. 
 
We will now proceed to Stage II, where you will roll the dice to translate your 
token earnings into DOLLARS. 
 

Make sure "777" is in the password box on top of your screen. Then click 
on the ROLL DICE button. 

 
 You are now looking at three dice. These dice are as described in the 
INSTRUCTIONS earlier. Namely, you will roll these dice 20 times, once for each 
decision. Every time your dice number is LOWER than your token earnings for 
the corresponding decision, you win $2. 
 

 To the right of the dice you will see four column titles “Decision”, 
“TOKENS”, “Roll”, and “Pay”. The first column has numbers from 1 to 20 
corresponding to the 20 matrices. The second column has your token earnings for 
each of the matrices. The third column will have the dice rolls for each matrix and 
will be updated each time you roll the dice. The last row will indicate every 
matrix for which you won $2, i.e., your TOKENS earned exceed your dice roll for 
that matrix. At the bottom of the dice screen you will see the label “Total pay.” To 
the right of “Total pay” will be your total earnings for the experiment. These will 
be updated after each dice roll until you are done with all 20 dice rolls. Again, for 
each game in which your token earnings exceed the dice roll, you will win $2.00.   
 
Begin rolling NOW! Repeat 20 times. 
 
[Pause and wait for people to roll.] 
 
Once you rolled the dice 20 times, quit the dice screen and click on the RECORD 
button at the top of your screen. The record button will give you a summary of 
your choices, the choices of others, your token earnings, your dice rolls, and your 
pay. 
 
  [Pass out receipts and post-experiment questionnaire] 
 
Please make sure you are looking at the RECORD screen. If not, quit the dice 
screen and click on the RECORD button at the top of your screen. 
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Use a pencil to write your payoffs down on the receipt slip, which we are now 
passing around. Make sure you sign the receipt and fill out the relevant 
information, including your social security number. We are also passing a post-
experiment questionnaire. Please take a moment to answer this questionnaire to 
help us improve future experiments. 
  
(Then, when everyone is done) 
 
You will now be called one by one to receive your payments. Your payments will 
be in a closed envelope. Bring the receipt on which you have written down your 
payoffs with you when are called to receive your payments. Verify that the amount 
on your receipt matches the amount written on the envelope. Then count your 
money. You will then leave the room. Please maintain silence during the payment 
phase.  
 
Thank for your time.  
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