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Abstract:

We present a logic programming based framework for rapidly translating
one formal notation £, to another formal notation £;. The framework is based
on Horn logical semantics—a logic programming encoding of formal semantics.
A Horn logical semantics of the language £ is constructed which employs the
parse trees of the language £; as semantic domains for expressing the meaning
of sentences in L. This formal semantics, coded in logic programming, imme-
diately yields an executable (reversible) filter. This (reversible) filter is provably
correct, as 1t 1s generated from the semantic specification. Qur approach provides
a formal basis for interoperability and is illustrated through five major practical
applications: Translating Nemeth Math Braille notation to EXIEX, translating
HTML to VoiceXML to make web-pages accessible via an audio-browser or a
phone, translating ODBC programs/data to OQL (Object Query Language)
programs/data, automatically generating validating parsers for XML, and inter-
operating between various biological software systems developed for phylogenetic
inference via the NEXUS data representation language.

1 Introduction

The need to translate one formal notation to another formal notation arises very
frequently. There are primarily two types of situations where this is needed:

— When a user wants to migrate a program from one machine or system to
another machine or system. For example, migrating a program written in C
from Solaris Unix to Linux or migrating a program developed for Linux to
Windows NT. We refer to this migration as porting.

— When a user wants to translate a program written in one particular notation
to accomplish a particular task to another notation that accomplishes the
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same task. For example, translating programs written in Fortran to equiv-
alent programs in C, or programs written for Oracle relational database to
IBM DB2 relational database, or translating the internal representation of
documents written in Word Perfect to that in Microsoft Word. We refer to
this translation as filtering.

Both porting and filtering are manifestation of the same problem, in which
we want to translate the solution to a problem expressed in one formal notation
to another. We use the term porting to describe those situations where the
changes needed in the notation are minimal (e.g., lexical tools may be enough
to accomplish porting). For instance, while porting a C program from Solaris to
Windows NT, code involving systems calls may have to be changed as systems
calls may have different names/meanings/functions under different operating
systems. Additionally, the differences in the two compilers involved may have to
be taken into account. We use the term filtering, in contrast, to describe those
situations where the notation in which the solution is expressed may have to
be completely changed. The new notation may have entirely different syntax
and its constructs may have widely differing semantics. Thus, lexical techniques
are not enough, and the structure of the notation to be translated has to be
inferred via parsing and semantic processing performed. Of course, a filter can
be built only if it is possible to map the semantics of the source notation to
(a subset of) the target notation. In this paper, we will only concern ourselves
with filtering problems, though the framework developed is trivially applicable
to porting problems as well.

Suppose we wish to translate a sentence S (a program, a document, etc.)
written in a language £; to an “equivalent” sentence of £;. This would first
entail building a general translator from £; to £, and then using this trans-
lator to translate S. The translator essentially is a map from semantics of L;
to the semantics of £;. In this paper we present an approach based on logic
programming and formal semantics for rapidly developing this translator. In
our approach the syntax and semantics of £, is compositionally specified using
Horn logic. The meaning space used for specifying the semantics of £, consists
of parse trees of £;. This semantic specification is executable and automatically
yields a translator. This translator can be then used to translate sentences of L;
to equivalent sentences of £;. Because the translator is automatically generated
from a semantic specification, it is provably correct (w.r.t. the specification).

Traditionally, language filters have been developed using standard compiler
technology [1,29]. However, compared to the traditional approach our semantics
based filtering framework has a number of advantages:

— If the syntax and semantics are specified with care, then the reverse trans-
lator can also be automatically obtained (i.e., a translator for translating
sentences of £; to equivalent sentences of L, is obtained for free). This is, of
course, due to relational nature of logic programs.

— Traditionally, porting and to some extent filtering have been done manually.
Manual porting and/or filtering can be quite prone to error. However, using



our approach, both the forward translator as well as the reverse transla-
tor obtained are provably correct as they are automatically obtained from
the declarative semantic specifications. Further confidence can be gained by
proving the correctness of the semantic specification: the semantic specifica-
tion consists of (compositionally specified) recursive rules whose correctness
can be manually established through inductive proofs.

— Translators for more complex languages, such as those that are context sen-
sitive, can be elegantly specified using our approach. It should be noted
that formal notations designed by non-computer scientists tend to be con-
text sensitive [27,24]. Traditional compiling technology is limited to parsing
of context free, LR(k) languages [1,3] and is not designed to handle such
context sensitive languages. Attempting to handle such languages using tra-
ditional compiling technology results in a very complex back-end, that is
likely to contain errors, and that is hard to formally prove correct.

— A filter can be obtained in less time using our Horn logic semantics-based
approach. Despite the availability of tools such as parser generators, etc.,
building a language filtering system is still a daunting task. Part of the
difficulty comes from the fact that the semantic phase (the back-end) of
this compiler is written in an imperative language. In contrast, the syntax
and semantic specification in our case is declaratively specified using logic
programming.

An approach based on logic programming is ideally suited for translating
formal languages, as historically speaking, (natural) language translation was
one of the two fields from which logic programming emerged (theorem proving
being the other).

Porting and filtering have always been considered important problems in
computing, especially in world of business computing, since the underlying soft-
ware, operating systems, hardware, etc. change very frequently and require the
user programs to be modified accordingly as well. It has acquired greater promi-
nence with the advent of XML [8], which gives users the ability to define their
own markup languages. Rapidly constructing translators or filters between one
DTD/Schema (XML grammar specification) to another will become very impor-
tant [23], as the number of DTDs/Schemas designed for the same task prolifer-
ates. We believe that our logic programming-based technique will prove benefi-
cial for such situations [11,15]. The main advantage gained by using our Horn
logic semantics based approach is that reversible filters can be built (approaches
espoused by W3C for translating DTDs/Schemas, such as XSLT transforma-
tion language [10], are good only for one-way translation). Note that building
bidirectional translators, in general, is difficult for complex languages; however,
XMLs are notations for tagging documents in a tree-structured manner, thus,
building a bidirectional translator between two XMLs is indeed feasible due to
their structural simplicity.

We believe that semantic filtering has the potential to become logic program-
ming’s killer application. The reversibility of the translation system, the speed
with which it can be built and modified, its verifiable and provably correct na-



ture are some of the reasons behind this belief. Our experience in successfully
applying this technology to widely varying situations, described in this paper,
serves as empirical evidence.

2 Semantics-based Translation

2.1 Denotational Semantics

Denotational Semantics [31,18,32] is a well-established methodology for the de-

sign, description, and analysis of programming languages. In the denotational

semantics approach, the semantics of a programming language/notation is spec-

ified in terms of mathematical entities, such as sets and functions. The denota-

tional semantics of a language £ has three components:

e syntaz specification: maps sentences of £ to parse trees; it is commonly spec-
ified as a grammar in the BNF format.

e semantic algebra: represents the mathematical objects used for expressing the
meaning of a program written in the language £; these mathematical objects
typically are sets or domains (partially ordered sets, lattices, etc.) along with
associated operations to manipulate the elements of the sets.

e valuation functions: these are functions mapping parse trees to elements of
the semantic algebras.

Given the denotational semantics of a language £, and a program P, written
in £, the denotation of P; w.r.t. the denotational semantics can be obtained by
applying the top-level valuation function to the parse tree of P,. The denotation
of P is an entity that is amenable to formal mathematical processing, and thus
has a number of applications. For example, it can be used to prove properties
of Pg, or it can be transformed to obtain other representations of Ps (e.g.,
a compiled representation that can be executed more efficiently [12]). In this
paper we assume that the reader is familiar with formal semantics. A detailed
exposition can be found in [31,32].

2.2 Horn Logical Semantics

Traditional denotational definitions express syntax as BNF grammars, and the
semantic algebras and valuation functions using A-calculus. The Horn Logical
Semantics of a language uses Horn-clause logic (or pure Prolog) to code all
three components of the denotational semantics of a language [12]. This simple
change in the notation for expressing denotational semantics, while resulting
in loss of some declarative purity (the resulting semantics is structural rather
than denotational), leads to a number of applications [12]. There are two major
advantages:

1. A parser can be obtained from the syntax specification with negligible ef-
fort: the BNF specification of a language £ can be trivially translated to a
Definite Clause Grammar (DCG) [33,28]. This syntax specification, coded
as a DCG, can be loaded in a Prolog system, and a parser automatically ob-
tained. This parser can be used to parse programs written in £ and obtain



their parse trees. The semantic algebra and valuation functions can also be
coded in Horn clause logic. As a result, both the syntax and semantic spec-
ifications are executable on any standard logic programming system. What
i1s noteworthy is that different operational models will be obtained both for
syntax checking and semantic evaluation by employing different execution
strategies during logic program execution. For example, in the syntax phase,
if left-to-right, Prolog style, execution is used, then recursive descent parsing
is obtained. On the contrary, if a tabling-based [4] execution strategy is used
then chart parsing is obtained. Likewise, by using different evaluation rules
for evaluating the semantic functions, strict evaluation, non-strict evaluation,
etc. can be obtained. Thus, interpreters and compilers (via partial evalua-
tion of the interpreter) can also be obtained easily [12]. By using bottom-up
[7] or tabled [4] evaluation, the fixpoint of a program’s denotation can be
computed.

2. Horn logical semantics can be used for automatic verification: the declar-
ative nature of Horn logic can be used to verify interesting properties of
programs. The Horn logical semantic of a language £; can be viewed as an
axiomatization of the language constructs of £;. The Horn logical meaning
(denotation) of a program P written in language £; can be thought of as an
axiomatization of the logic implicit in the program P or as an axiomatization
of the problem that P is supposed to solve. This axiomatization can be used
in conjunction with a logic programming engine (extended with negation) or
a theorem prover to perform verification [12]. Additionally, as noted earlier,
the relational nature of logic programming allows for the state space of a pro-
gram (i.e., all possible execution paths of the program) written in £ to be
explored with ease, or to compute the fixpoint of the program’s denotation
which can be subsequently used for verification and structured debugging.
The verification aspect of Horn logical semantics becomes more prominent
when Horn logic is generalized to constraints for expressing semantics of
languages as it allows for verification of real-time systems & languages [13].

Since both the syntax and semantics of the specification are expressed as logic
programs, they are both executable. These syntax and semantic specifications
can be loaded in a logic programming system and executed, given a program
written in L. This provides us with an interpreter that computes the semantics
of programs written in the language £;. If the semantic domain used is that of a
memory store, a regular interpreter is obtained, if the semantic domain used is
constructs of another language £;, a translation of the program to the language
L: 1s obtained, etc.

2.3 Semantics-based Language Filtering

Horn logical semantics also provides a formal basis for porting or language filter-
ing. Specification of a filter can be seen as an exercise in semantics. Essentially,
the meaning or semantics of the language £, can be given in terms of the con-
structs of the language £:. This meaning consists of both syntax and semantic
specifications. If these syntax and semantic specifications are executable, then



the specification itself acts as a translation system, providing a provably correct
filter. The task of specifying the filter from £, to L£; consists of specifying the
definite clause grammar (DCG) for £; and £; and the appropriate valuation
predicates which essentially relate (map) parse tree patterns of £ to parse tree
patterns of £;. Let Py(Ss,Ts) be the top level predicate for the DCG of £, that
takes a sentence S; of L, parses it and produces the parse tree 7Ty for it. Let
P:(St, Tt) be the top level predicate for the DCG of £, that takes a sentence S;
of L, parses it and produces the parse tree T; for it. Let M (75, T;) be the top
level valuation predicate that relates parse trees of £ and £;. Then the relation

translate(S,, St) 1= Ps(Ss, Ts), Mst(Ts, Ti), Pe(Se, Tt).

declaratively specifies the equivalence of the source and target sentence under the
semantic mapping given. The translate predicate can be used for obtaining S;
given S and vice versa. Note, however, that P, P, and M, have to be specified
with care for the translate/2 predicate to be truly reversible under Prolog.

Note that because the semantics is specified denotationally, the syntax and
semantics specification of a language are guided by its BNF grammar: there is one
syntax rule in the syntax specification per BNF production and one semantics
rule in the semantics specification per BNF production. Occasionally, however,
some auxiliary predicates may be needed while defining valuation predicates for
semantics. Also, extra syntax rules may be introduced if the BNF grammar has
left recursive rules which need to be eliminated in the DCG (by converting to
right-recursive rules).

3 Applications

We next illustrate our framework with five large applications to which our ap-
proach has been successfully applied. Note that the application of our approach
to the five cases was motivated by practical needs, where the user of our system
was only interested in a one-way translation, and reversibility of the translation
process was not an important factor. Thus, the source language parse trees were
mapped directly to phrases of the target language (i.e., the parser P, was only
implicitly specified). In all 5 cases, the translator was specified in a few man
months of work, to great surprise of the users whose problem we were solving.

3.1 Translating Nemeth Math Braille Code to BETEX

We first consider the problem of translating Nemeth Math Braille documents
to HTEX. This project was done for the MAVIS (Mathematics Accessible to
Visually Impaired Students) group at New Mexico State University and funded
by the National Science Foundation. The MAVIS group was set up by NMSU
to assist blind students in their study of Mathematics and Science. The goal
of the project was to make Mathematics more accessible to visually impaired
students and scholars of Mathematics. Nemeth Math Braille is a notation used
for encoding Mathematics much in the fashion of EXTEX. It was designed for
two main reasons: (i) normal Braille permits only 64 characters (as it is six
dots based) and is inadequate for encoding mathematics; and, (ii) to convey



the structure of mathematical formulas to blind students. Nemeth Math Braille
code was designed in 1951. The rules of grammar are specified in English and
are quite complex (the specification runs about 250 pages [27]). Many of the
rules are context sensitive in nature, we believe, for three reasons: (i) since the
notation is designed for the blind, an attempt is made to keep them aware of
the context at all times, resulting in context sensitive features; (ii) the language
was designed when very little was understood about grammars and languages;
our experience indicates that when non-computer scientists design language,
they almost always end up including context-sensitive features in the language;
and, (iii) the Nemeth Math Braille Code was primarily designed to transcribe
printed mathematics into Braille in a way that the relative spatial placement
of symbols is preserved; this also adds to context sensitivity and makes parsing
harder (in fact, many features of Nemeth Math Braille code preclude building an
LR(k) parser for it.) As a result of all these problems, automatic processing of
Nemeth Math Braille code (so as to obtain an equivalent document in BTEX) was
considered an insolvable problem by researchers working on developing assistive
technology for the visually impaired [26,30].

The translation to ETEX is needed to facilitate communication between a
sighted course instructor and a blind student: the sighted instructor gives a
homework written in EXTEX, which is automatically translated to Nemeth Math
Braille code (such a translator has already been built using traditional compiler
technology by the MAVIS group, as WTEX has an easy context free grammar); the
blind student “reads” the Nemeth Math Braille coded document, and answers
it in Nemeth Math Braille. However, the sighted instructor will not be able to
check the answers (since most likely he/she cannot understand Nemeth Math
Braille code) unless a translation of the answers to TEX is performed.

Nemeth Math Braille code is a complex, context sensitive language, specified
informally via examples [27] (first specified in 1951, revised in 1972). An exam-
ple of context sensitivity found in Nemeth Math Braille code is in the coding of
superscripts and subscripts: the mathematical expression x® + b is represented
by the Nemeth Math Braille code as x"a”+b (we use ASCIT equivalents instead
of writing Braille code for x, “, a, ”, 4+, and b). However, another mathematical
expression y® t° is represented by Nemeth Math Braille code as y x" "a"+b,
where © is superscript indicator, ©* means second order superscript indicator,
and ” is the base line indicator. It i1s easy to see that the same subexpression
x® + b is represented as x” "a”+b rather than x"a”+b because of the context en-
vironment of superscripts. Since the information about the context environment
1s also encoded in the Nemeth Math Braille code, this context information has
to be analyzed during the parsing procedure so that the correct syntax structure
will be generated. This makes the grammar of Nemeth Math Braille code very
complex, making the syntax hard to specify. Note that several of the context
sensitive features (including the example below), can be parsed by first writing
a context free grammar that accepts a larger language, and then ruling out the
illegal sentences during the semantic phase. However, in case of Nemeth Math



Braille code this approach can only be followed in certain cases, as, otherwise,
it results in a very complex semantic specification.

Fortunately, Definite Clause Grammars (DCGQ) of logic Programming can be
used for encoding and obtaining a parser for context-sensitive grammars as well.
DCG can recover the context information from the source language and then
combine it to produce the parse tree. Thus, following our Horn logical semantics
framework, we first construct a definite clause grammar for Nemeth Math Braille
code, followed by the semantic mappings from Nemeth Math Braille code parse
trees to XTEX. In the semantic specification, the mapped values of some of the
terms are dependent on the information in the context environment. That 1s,
the same syntax term (parse tree pattern) will be mapped to different semantics
depending on the context information it occurs in. In order to obtain the correct
semantics, we have to make the context information visible to the whole or
partial sentence being transformed.

We present a (considerably simplified) small fragment of the code below
which handles the translation of polynomials (these polynomials allow other
polynomials to occur as exponents). We first give the syntax of such polyno-
mials (expressed in Nemeth Math Braille code) as a DCG that does the parsing
and produces the parse tree (for simplicity we restrict the number of variable
names allowed). Then we give the semantics that translates parse trees pro-
duced to the corresponding ETEX mathematics expressions. Since the BTEX to
Nemeth Math Braille code translator already existed at that time, reversibility
of the system was not a concern. Thus, the semantics of Nemeth Math Braille
code was given directly as IXTEX sentences rather than as IXTEX parse trees.

% Definite Clause Grammars % Semantic Specification

exp(e(X)) --> term(X). sexp(e(X), INL, L) :-

exp(e(T, 0, E)) --> sterm(X, INL, ONL, L1),
term(T), opl1(0), exp(E). getlist (ONL, B1),

term(t (X)) --> vari(X). append (L1, B1, L).

term(t(V, H, T)) --> sexp(e(T, 0, E), NL, L) :-
vari(V), hats(H), term(T). sterm(T, NL, OL, L1),

opl(op(H, +)) --> hats(H), [+]. sop(0, OL, NL1),

opl(op(’"?, +)) -=> [’"°], [+]. Close_Braces is OL - NL1,

opl(op(+)) —--> [+]. getlist (Close_Braces, Bl),

sexp(E, NL1, L2),
hats (["]) --> ["]. append (L1, Bl, Lp),
hats(["IL]) --> ["], hats(L). append(Lp, [+IL2], L).
sop(op(H, +), _, Ct) :- shats(H, Ct).

vari(x) --> [x]. sop(op(’"’, +), _, 0).

vari(y) --> [y]. sop(op(+), CL, CL).

vari(a) --> [a]. shats(["], 1).

vari(b) --> [b]. shats(["|L], Ct) :- shats(L, Ct1),

vari(c) --> [c]. Ct is Ct1 + 1.

sterm(t (X), OL, OL, [X]).

sterm(t(V, H, T), Ct, OL, [V,~,’{’IR]) :
Ctl is Ct + 1, shats(H, Ct1),
sterm(T, Ct1, OL, R).



getlist (o, [1).
getlist(N, [’}’|L]) :- N > 0,
N1 is N - 1, getlist(N1, L).

The syntax and semantic specifications are executable, and thus automati-
cally provide us with a translation system. Thus, if we load this program on a
logic programming system and ask the following query:

7= eXP(T, [X, A: y, s > a, A, +, b, ,”,, +, C], []), Sexp(T, 0, I_.).
then the following answer is obtained:

T=e(t(x,["],t(y,[",7],t(a))),op(["],+),e(t(b),op(’"’,+),e(t(c))))
L =[x,",{,y,",{,a,},+,b,},+,c],

which corresponds to the BTEX expression z " {y"a + b} + ¢, i.e., ¥ b 4 oe

Thus, the problem of designing a language translator [17,12, 22] from Nemeth
Math Braille code [27] to BTEX can be easily solved in our formal framework. A
translator from Nemeth Math Braille code to BTEX was not available until we
built one using our approach. In fact, a complete translator has been developed
by our group. It took us only a 3-4 man months of work to produce the trans-
lator and to accomplish a task that was considered impossible by researchers
in assistive technology [26,30]. Our translator is being a-tested at the Texas
School for the Blind and Visually Impaired and other sites. Eventually, it will
be made available as an add-on to Scientific Notebook software (a WYSITWYG
KTEX based word-processing system) that already has the BTEX to Nemeth
Math Braille code translator built in. Our framework is currently being used,
with support from the US Dept. of Education, to develop filters between the
Marburg notation (a Braille based notation for encoding Mathematics used in
Europe) and ITEX and the Nemeth Math notation so that blind and sighted
students/scholars/researchers of Mathematics from US and Europe can commu-
nicate.

3.2 Interoperability Among Bioinformatics Software Systems

Next we look at the application of our translation framework to solving a practi-
cal problem in computational biology. The project was done for the National Bio-
technology Information Facility (nbif.org), a University-Industry-Government
consortium for promoting research in computational biology. The specific prob-
lem presented to us was to make various software tools developed for bioin-
formatics work smoothly with each other. In the bioinformatics field, several
software tools have been created for very specific tasks in order to make ge-
netic information publicly available and to analyze it. A common bioinformatics
analysis usually consists of the following steps:

1. BLAST (Basic Local Alignment Search Tool) [2] is used to query a public
database of genetic information like GenBank and GSDB. The result of this
process is a molecular sequence.
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Fig. 1. Ideal pipeline process to analyze a molecular sequence.

2. A program like CLUSTAL W [20] is used to align the molecular sequences.
3. The molecular sequences is analyzed to infer phylogenetic information using

programs such as PAUP [36], PHYLIP [6], or MACLADE [25].

These steps conform to a straightforward pipeline as shown in Fig. 1. Never-
theless each piece of software intervening in this process was developed indepen-
dently and as a consequence many different (and complex) file formats are used
for each program. For instance, PHYLIP can only accept a PHYLIP format file
as input; the input of MACLADE and PAUP has to be specified in NEXUS [24]
format; CLUSTAL W produces a specific CLUSTAL W format file as output,
and so on.

This diversity of file formats clearly produces a compatibility problem be-
tween each of the stages in the pipeline of Fig. 1. To get around this problem,
a biologist has to write ad-hoc scripts using tools such as sed, awk or Perl to
extract the genetic sequences produced by one program and translate them into
the format that can be used for the other programs, or do it manually. Manual
translation is error prone and labor intensive. Writing of Perl/awk/sed scripts
requires the biologist to have a reasonable computing background.

The approach currently taken to solve this problem by some software analysis
tools is to make an effort to help by trying to recognize as many types of input
formats as possible and trying to generate as many types of output formats
as possible. For instance, CLUSTAL W tries to automatically recognize seven
different input formats and to generate five different output formats. However,
since the main concern of CLUSTAL W is sequence alignment and not sequence
translation, the recognition procedure used in CLUSTAL W is not warranted to
work all the times, the files generated by CLUSTAL W usually need some editing
before they can be used by other programs, and some important file formats are
not supported.

Our approach to this problem 1s to develop a bidirectional translator for
inter-program communication using our Horn logical semantics approach [21].
In our design the output of each of the programs depicted in Figure 2 is taken
by the translator and transformed into an internal representation. The desired
conversion between the stages of the pipeline is achieved transparently through
the transformation of the internal representation into the desired output for-
mat. The main advantage of using an internal representation is that for every
format f we just need a bidirectional translation between f and the internal
representation.

As illustrated in Figure 3, the internal representation chosen for the bidi-
rectional translator is NEXUS [24], a modular and expandable format specially



GenBank, Phylip,
GSDB, Blast Clustal Paup, )
- B GenBank, Phylip,
= GSDB,

Blast Clustal Paup,

.
- < ranstator

Fig. 2. Proposed approach to achieve the

pipeline process to analyze a molecular se- Fig. 3. Implemented pipeline.

quence.

designed (by biologists) to comprehensively describe all genetic sequence infor-
mation ideally needed by a systematic biologist. Even though many other for-
mats exist to represent these sequences, most of them are for a special purpose
or contain information that is used by a particular program. On the contrary,
NEXUS has gained attention in the last few years because of its interesting fea-
tures and its goal of providing a uniform input and output format for all types
of genetics related softwares. Each different kind of information in NEXUS is
enclosed in a block which makes it very readable by a human. Another impor-
tant concept is that the standard is very flexible allowing to define new kinds of
blocks for hosting data for possible future biological applications. NEXUS files
are portable since NEXUS is a format independent of any application, while it
also allows to define information for a specific program encapsulating it inside
a program-specific block. Currently in NEXUS 1t is possible to define all the
structures required for systematic biology applications including, for instance,
taxa, states, trees, matrices, unaligned data, distances, codons, and sets.

The tool for format interoperability we have developed has been constructed
using the Horn logical semantics approach. Semantics of NEXUS is expressed
in terms of the various formats to obtain reversible translators. The core of
this approach has been implemented using Prolog (Prolog’s built-in DCGs for
syntax specification and regular Prolog for semantics specification). Describing
the syntax/semantics of the various formats (in particular of NEXUS) has been
accomplished following the traditional steps taken by a compiler. First, the pro-
gram reads the file into a list of character codes. Second, the codes are scanned
and converted into a list of tokens. Third, the tokens are parsed using a DCG and
a parse tree created. Finally, the parse tree is given an appropriate semantics.

However, the techniques used in each of these phases in this project are non-
traditional because the internal format representation, i.e., NEXUS, is in fact a
highly context sensitive language (e.g., the interleaved format for matrices [24]).
The flexibility that NEXUS provides is a real implementation challenge and its
DCG is very large. In fact NEXUS is in many ways more similar to a human
language than to a usual computer language. In the remainder of this section
we shall discuss some of the techniques used in the implementation of each of
these phases. NEXUS underscores our point regarding language design: formal
languages/notations designed by non-computer scientists tend to have context
sensitive features.



During scanning a list of character codes is tokenized in a list of syntactic
elements with the following format: [ Row, Column, Token ], representing the
token recognized and the row and column coordinates of the token in the file.
The coordinates are used in later translation stages to send messages to the
user, e.g., warnings and errors. The scanning techniques used in the translator
are quite unusual and heavily rely on non-determinism to handle the complexity
of token definition in NEXUS. This was due to a number of reasons: (i) tokens
in NEXUS are non-case sensitive; (ii) comments can occur inside tokens, (iii)
Underscore maybe interpreted as blank space, (iv) comments can be nested
and are of multiple types; comments can have impact on the meaning of a file
(for example a command-comment [&U] in a tree block means that the tree is
unrooted); (v) recognition of tokens and key words is sensitive to the context in
which they appear.

The traditional DCG technique consists of creating in advance a list of tokens
and using this list as a difference list in the DCG to parse the file. It is clear
from the previous NEXUS description that it does not make too much sense
to create such a list of tokens in advance since the real meaning of the tokens
and its real character components are defined by the context. The technique
we propose and follow consists in scanning and parsing simultaneously. Every
time we reach a rule during parsing that looks for a token we call a predicate
match/4, which scans the current input stream guessing to check whether the
current token corresponds to the token expected. Whenever the input does not
correspond to the expected token, match/4 fails leaving the current input intact
so that other DCG rule can be applied. This effectively allows multiple symbols
look-ahead, which is indispensable for parsing NEXUS. Thus, parsing techniques
that use traditional compiling technology will be too cumbersome to use.

The technique is briefly illustrated via a simplified rule fragment shown in
Figure 4. The first two arguments of match/4 are the token and the type ex-
pected. The third argument tells whether match should either guess or act de-
terministic. The last argument is the resulting syntactic element matched as
described at the beginning of this section.

block_distances( [ N1, N2, N3, N4, N5, N6, N7, N8 ] ) -->
match( ’distances’, _, _, N1 ),
match( ’;’, _, y, N2 ),
dimensions_distances( N3 ),
format_distances( N4 ),
taxlabels_optional( N5 ),
match( ’matrix’, _, y, N6 ),
matrix_data( N7 ), match( ’;’, _, y, N8 ).

Fig.4. Use of match/4

The creation of a parser in Prolog is relatively simple using DCGs. However
many factors had to be taken into account during parsing in this project due to



the nature of the translated file formats and using NEXUS as internal file rep-
resentation [21]. Once parsing is done and the parse tree generated, translation
is performed. In the translation stage the parse tree produced is mapped to the
required output format using the Horn logical approach described earlier.

The actual implementation of the translator has been very satisfactory. It
was produced in a very short time (less than 6 man months of work). Currently
it supports bidirectional translation among NEXUS, Phylip and CLUSTAL W.
These translators have been tested on user files provided by biologists; they
work for files as big as several hundred kilobytes. More formats are being added
(adding support for these formats consists of adding a Prolog module without
modifying the entire program).

The Horn logical semantics based approach greatly facilitated the imple-
mentation of this project. The complexity of the whole translator is reduced to
specifying the BNF grammar; everything else falls through automatically (since
only one syntax rule and one semantic rule is needed per BNF production).
Coming up with the grammar of each file format and NEXUS was the most
time consuming task in this project because of the lack of a formal format defi-
nition in the literature. Once we had the grammar for each format, obtaining a
DCG and specification of the valuation predicates was simple to achieve. Build-
ing these translators took less than few man months of work, most of which
was devoted to formalizing the informally specified grammars of the various for-
mats. In fact, the DCG grammar of NEXUS is the first ever complete parser
ever built for NEXUS. Most parsers built to date are ad hoc parser for smaller
subsets of NEXUS; complete parsers will be quite complex to build using tra-
ditional technology due to NEXUS’ context sensitive and non-LALR(1) nature.
In a short time the translation services that use our translator will be available
to the bioinformatics user community through the nbif.org web server.

3.3 HTML to VoiceXML

The next semantic filtering problem we consider is translation of HTML to
VoiceXML. HTML is the mark-up language widely-used to structure docu-
ments on the Web. VoiceXML is an XML based languages for marking up voice
data. The goal behind VoiceXML is to make the Internet accessible through
the phone or an audio browser. VoiceXML is being developed by a consortium
of IBM, Lucent, Motorola and AT&T and requires a voice browser that under-
stands VoiceXML and that reads out the information contained in the VoiceXML
marked-up web page. VoiceXML also allows the user to interact (through speech)
with the web-page via the audio browser or the phone.

Since HTML has a well-formed context free grammars, it is very natural
and easy to write the DCG for it (one DCG rule per BNF grammar rule).
The building of the parse tree is also very easily specified, by adding an extra
argument in which the parse tree is synthesized. The parse tree of a phrase is
constructed in terms of the parse trees of its component sub-phrases. The DCG
rules constitute an executable program, as they will be translated into ordinary
Prolog clauses automatically when they are loaded into the Prolog system. Thus,



one can completely avoid having to deal with the algorithmic or computational
aspects of parsing.

Specifying the semantics of HTML in terms of VoiceXML is the next step in
the Horn logic semantics-based approach. Predicates that map HTML parse tree
patterns to the corresponding sentences of the VoiceXML are specified. These
predicates give a meaning to each term in the parse tree a value depending on
the values of its subterms.

Note that the semantics is written denotationally, and that there is one se-
mantic rule per grammar rule. Since we have defined the mappings of the val-
uation functions on all of the options listed in the DCG rules for the subset of
HTML, the valuation functions are completely defined. The above syntax and
semantics specification can be loaded on a Prolog interpreter and executed to
translate sentences from HTML to VoiceXML. Thus, given the input HTML
document to the left, an equivalent VoiceXML document shown to the right is
obtained.

The main advantage of using Horn logical approach for converting HTML
to VoiceXML was the speed with which the task of building the translator was
accomplished. Also, for the subset of HTML considered for the project, the
translator produced was reversible and could translate VoiceXML documents
back to HTML. Note that an approach based on Horn logic can also natu-
rally handle non-well formed HTML (i.e., ending tags may be omitted) through
non-determinism in DCGs. Non-well formed HTML does not directly admit an
LALR(1) grammar; for this reason, parsers for HTML based on traditional com-
piler technology are large and quite complex [8]. Work is in progress to build a
complete translator from HTML to VoiceXML.

3.4 Database Interoperability

In the final example, we consider the problem of making two databases interop-
erate with each other—one relational and another object-oriented. We consider
the problem of translating programs and data expressed in a relational database
format to an object-oriented database format. In particular we consider the
translation of ODBC (a standardized SQL) programs and data to OQL (a stan-
dardized Object Query Language) programs and data. ODBC (Open Database
Connectivity) was developed as a standard to make the development of relational
database applications independent from the actual database environment the ap-
plication was going to run on (Oracle, Sybase, Ingres, etc.). For each vendor’s
database environment, a driver has to be defined (by that vendor) that maps
ODBC programs/data to the vendor’s programs/data. The drivers for various
relational systems are relatively easy to define, as they map programs/data of
ODBC, which can be thought of as a dialect of SQL, to other dialects of SQL.
However, if we wish to make ODBC work with object-oriented databases, the
driver becomes a lot more complex, as programs and data expressed relationally
in ODBC have to be transformed to programs and data expressed in an object-
oriented way. A solution to this problem is to build semantic filters that map
ODBC programs/data to OQL program/data. OQL (Object Query Language) is



a standard devised for query languages for object-oriented databases. The driver
can thus be thought as a semantic filter from ODBC to OQL.

We adopt the Horn logical semantics approach once again to perform this
translation. In the syntax specification part the syntax of ODBC programs is
specified as a DCG. This DCG is extended so as also to generate parse trees
for the programs. In the semantic specification part, the semantics of ODBC
constructs is denotationally given in terms of OQL constructs. Both the syntax
and semantic specification are expressed using Horn logic. The Horn logic spec-
ification is executable and, thus, automatically yields a system that transforms
ODBC programs to OQL programs.

The translation task is facilitated by the fact that the syntax of OQL is
very heavily influenced by SQL. The main problem to be handled is mapping
relational data representation (relational tables) to object data representation
(persistent objects). In our semantic mapping, each table is mapped to a class,
the columns are the attributes, and a row of a table is mapped to an instance of
an object in that class.

A translator for the full ODBC language was developed, to show the appli-
cability of Horn logic based semantics filtering technology to facilitate database
interoperability [5].

Our logic programming based approach to database interoperability can also
be used for making heterogeneous databases work together. Essentially, filters
can be declaratively described between programs/data of each type of database
involved, or the most powerful database (in terms of query expressiveness) iden-
tified and programs/data of all other databases semantically mapped to pro-
grams/data of this database. Thus, Horn logical semantics arguably provides a
theoretical basis to interoperability among heterogeneous databases.

3.5 Generating XML Parsers

Our framework can also be used for automatically generating provably correct
validating XML parsers. The grammar of an XML is specified as a DTD. The
DTD is a specification of the grammar in the EBNF (extended BNF) format.
The W3C consortium has defined a standard language in which this EBNF is
specified. One can write the Horn logical semantics of this standard language,
giving the meaning of EBNF productions in terms of DCG productions. That
is, the semantic specification 1s a map from EBNF rules in the DTD to the rules
of its corresponding DCG. Thus, this semantic specification is a translator of
a DTD expressed as an EBNF to one that is expressed as a DCG. The DCG
produced, can be used to parse XML documents. Such a validating parser for
XML can be built literally in a few of weeks of work. Such a parser has indeed
been built [16].

4 A Killer Application for LP

We strongly believe that semantic filtering can be a killer application for logic
programming. Filtering and porting problems arise very frequently in business



and industry. Rapidly solving these problems with the aid of logic programming
and Horn logical semantics can lead to considerable productivity gains. These
gains are evident from our experience working on building filters for software
systems for bioinformatics and building the back-translator for Nemeth Math
Braille code to IXTEX.

Also, the advent of XML creates a fertile area for the application of this tech-
nology, as the number of DTDs (document type definitions) and schemas prolif-
erates. XML (eXtensible Markup Language) is a notation for specifying mark-up
languages for a particular domain. The idea behind XML is to let groups of users
define their own task-specific mark-up languages (i.e., their own set of tags with
predefined meanings, and syntax rules that govern nesting of these tags, termed
DTD/Schemas) for marking up documents so that they can be further processed
automatically. With a number of DTDs/Schemas or tagging schemes being de-
fined for the same task, one needs methods to convert documents marked-up
using one DTD/Schema to another. One also needs to translate a DTD/Schema
to HTML, so that XML documents can be displayed on the web. The WWW
consortium has come up with XSL (eXtensible Stylesheet Language) and XSLT
(XSL Transformations) for programming these translations. XSL/XSLT are still
evolving and are not completely defined yet. We believe that language filtering
technology outlined in this paper is more effective in providing solutions to these
transformation problem. The major advantage of a Horn logical based technol-
ogy 1is that it allows transformations to be expressed in a reversible manner,
that is, a translator specified for translating a DTD D1 to another DTD D2
automatically yields a translator for translating D2 to D1.

Logic programming based semantic filtering works in situations where other
traditional approaches may not, for example, if the language is context sensitive
or if it is not LALR(1). In such cases traditional compiler based remedies don’t
work, or produce a highly complex system. In case of the Nemeth Math Braille
code to TEX translation problem, the complexity of the problem was such
that it was deemed impossible to solve using traditional compiler technology.
However, with our Horn logical semantics based approach we were not only able
to solve the problem, we were able to build the system in roughly 4 man months
of work. The same is true of our work on building translators for bioinformatics
software systems.

5 Related Work and Conclusions

Traditionally compiling technology has been used for solving filtering problems.
However, as discussed earlier, traditional compiling technology has largely been
limited to context free, LR(1) languages. More sophisticated parser generators
such as ANTLR [29] have been recently developed that can handle LR(k) gram-
mars. ANTLR also introduces computations into the parser to make parsing
decisions (called pred-LL(k) parsing in [29]), allowing it to handle more complex
languages. However, we believe that developing parsers for Nemeth Braille Math
and NEXUS will still be quite an undertaking in these systems. We believe that
the same applies to combinator based parsers that have been recently developed



[35]. The work that comes close to ours is that of Stepney [34] who uses a similar
approach to declaratively specify compilers: the backend is specified by declara-
tively mapping parse tree patterns to machine instructions. Stepney’s goal is to
build compilers in a provably correct way rather than semantic filters.

In this paper we presented an approach based on logic programming and
formal semantics for declaratively specifying translators. Our approach was il-
lustrated via practical applications of this technology in five diverse areas: (i)
making the web accessible on the phone; (ii) making mathematics accessible to
blind students; (iii) making biological software systems developed for phyloge-
netic inference interoperate with each other; (iv) making relational databases
work with object-oriented databases; and, (v) automatically generating prov-
ably correct validating parser for an XML. Other applications of this framework
are currently being investigated, namely, rapid development of interpreters and
compilers of domain specific languages [14].The technology is also being used
to develop (i) filters between the Marburg Braille notation, ITEX, and Nemeth
Math, (ii) resource (e.g., power, execution time) aware compilers for embedded
systems, (iii) a translator from SCR specification language [19] to C code, etc.
A general tool for graphically specifying mappings between notations that will
automatically generate the Horn logical syntax and semantic specification is also
being developed.
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