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Abstract

This paper offers a rational explanation for the puzzling empirical fact that stock
returns decrease in the volatility of liquidity. We model liquidity as a stochastic price
impact process and define the liquidity premium as the additional return necessary
to compensate a multi-period investor for the adverse price impact of trading. The
model demonstrates that a fully rational, utility maximizing, risk averse investor
can take advantage of time-varying liquidity by adapting his trades to the state
of liquidity. Specifically, a higher volatility in liquidity offers more opportunity for
the investor to trade in good liquidity moments and is therefore associated with
a lower required liquidity premium. Finally, an empirical analysis based on price
impact as a measure of liquidity reinforces the negative relation first documented in
Chordia, Subrahmanyam, and Anshuman (2001) for measures of trading activity,
thus lending support to the explanation provided by our model.
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1 Introduction

There is now substantial evidence that liquidity affects asset returns. One line of re-

search views liquidity as a characteristic that influences returns net of trading costs.

Investing in illiquid stocks is compensated by higher gross returns.1 Another line of

research emphasizes liquidity as market-wide risk factor. Stocks with higher sensitivity

to innovations in aggregate liquidity have higher expected returns.2 However, there is

still a considerable debate on the precise definition and role of liquidity.3

In particular, the effect of the volatility of liquidity on stock returns is not well

understood. Using a sample of monthly returns for NYSE and AMEX stocks for the

period from 1966 to 1995, Chordia, Subrahmanyam, and Anshuman (2001) surprisingly

find that stocks with higher volatility of liquidity actually have lower returns. This

relation seems puzzling since it appears to contradict the usual risk-return tradeoff

intuition.4 Indeed, Hasbrouck (2006, p.31) suggests that their result is so surprising

that the problem may even reside in the proxies used for liquidity: “Surprisingly they

find that turnover volatility is negatively related to expected returns. This is contrary

to the notion that turnover volatility might be acting as proxy for liquidity risk.”

In this paper we offer a rational explanation for the puzzling negative relation be-

tween stock returns and volatility of liquidity and demonstrate that the negative relation
1Several studies have documented that expected returns are decreasing in the level of liquidity, mea-

sured by the bid-ask spread (Amihud and Mendelson, 1986), price impact (Brennan and Subrahmanyan,
1996), turnover (Datar, Naik, and Radcliffe, 1998), or trading volume (Brennan, Chordia, and Subrah-
manyan, 1998).

2Pástor and Stambaugh (2003) construct a market-wide liquidity factor and find that stocks whose
returns are more correlated with the aggregate liquidity factor have higher expected returns.

3Acharya and Pedersen (2005) detect the effect of liquidity both as a characteristic (return depends
on the liquidity level) and as a risk factor (return depends on the covariances between the security’s
own return and liquidity with the common liquidity factor). Korajczyk and Sadka (2007), using high
frequency data, also find that both liquidity risk and level are priced. However, Hasbrouck (2006)
proposes a new way to estimate effective spreads and using a long sample finds only weak support for
the effect of liquidity as a characteristic and no support as a risk factor.

4In a comprehensive survey on liquidity and stock returns, Amihud, Mendelson, and Pedersen (2005)
state that “because liquidity varies over time, risk-averse investors may require a compensation for
being exposed to liquidity risk”. This suggests a possible positive relation between stock returns and
the volatility of liquidity.
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is consistent with the utility maximizing investment strategies of risk-averse investors.

We examine the relation between the expected stock returns and the volatility of liquid-

ity in a dynamic portfolio-choice model with stochastic liquidity. Specifically, a constant

relative risk averse (CRRA) investor allocates his wealth between a risky stock and a

risk-free asset. The stock is illiquid in the sense that trading induces adverse price im-

pact.5 We assume that the price impact follows a stochastic mean-reverting process,

thus capturing the important empirical fact that liquidity varies through time and al-

lowing us to investigate the effect on stock returns of randomness in liquidity. Since the

“paper” value of an illiquid asset is not equal to the “true” amount of consumption it

represents, we explicitly model an investor that must hold an entirely cash position at

the beginning and ending moments of the investment horizon.6 Since trading moves the

price against the investor, his expected utility will be lower than in the case of investing

in a perfectly liquid stock. The liquidity premium is defined as the extra return that

the illiquid stock must earn so that the investor attains the same level of utility as in

the case of a perfectly liquid stock.

We calibrate the model to empirically reasonable parameter values and numerically

solve for the investor’s optimal trading strategy and required liquidity premium. We

demonstrate that a rational risk-averse utility-maximizing investor adapts his trading to

the state of liquidity and trades large quantities in high liquidity states and small quan-

tities in low liquidity states. Further, the investor may even profit from manipulating

the price in illiquid states. This is achieved by buying a small amount of shares when
5The liquidity of an asset is a characteristic hard to define and measure. Nonetheless, a commonly

accepted definition of liquidity states that an asset is liquid if large quantities can be traded in a
short period of time without moving the price too much. Hence, a natural measure of liquidity is the
price impact of trading. Studies using price impact as a measure of liquidity include Brennan and
Subrahmanyan (1996), Bertsimas and Lo (1998), He and Mamaysky (2001), Amihud (2002), Pástor and
Stambaugh (2003), Acharya and Pedersen (2005), and Sadka (2006). The bid-ask spread is also accepted
as a measure of liquidity and has been used in earlier studies, starting with Amihud and Mendelson
(1986). However, large blocks of shares usually trade outside the bid-ask spread (see, e.g., Chan and
Lakonishok (1995) and Keim and Madhavan (1996)), making it less useful for large investors.

6Vayanos (1998) considers a model where trade occurs because there are overlapping generations of
investors who buy the assets when born and slowly sell them until they die.
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liquidity is low to increase the market price of the stock and then sell a large quantity

when liquidity is high. A higher liquidity volatility provides more opportunity for the

investor to time his trades and leads to a lower required liquidity premium. Therefore,

stocks with high liquidity volatility should command a lower return premium. Hence,

our analysis offers a rational explanation for the “puzzling” empirical finding on the

negative relation between stock returns and the volatility of liquidity.

The intuition from our model resembles the “tax trading option” of Constantinides

and Scholes (1980). They show that stock return volatility leads to higher investor’s

welfare due to a higher probability of a realized capital loss. Their intuition is that

there is a fundamental asymmetry between capital gains and losses, in that gains are

deferred and losses realized. Therefore, stocks with higher return volatility should have

lower expected returns. Similarly, there is also a fundamental asymmetry between high

and low liquidity states, in that the investor can time his trades to avoid bad liquidity

states.

Finally, we provide new empirical evidence on the negative relation between stock

returns and the volatility of liquidity. First, we follow the method of Chordia, Subrah-

manyam, and Anshuman (2001) and show that their result still holds in a longer and

more recent sample (NYSE and AMEX stocks for 1963–2005). Second and more impor-

tant, we use the illiquidity measure of Amihud (2002) as a measure of price impact and

show that the volatility of price impact also has a significant negative effect on stock

returns. Our empirical results therefore demonstrates that the negative effect of the

volatility of liquidity on stock returns does not depend on whether liquidity is proxied

by measures of trading activity (turnover or volume) or by a more direct measure of

liquidity like price impact. Hence, the empirical analysis provides supporting evidence

for the predictions of our model.

Several papers model the asset pricing effects of transaction costs, including Con-

stantinides (1986), Heaton and Lucas (1996), Vayanos (1998), Lo, Mamaysky, and Wang
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(2004), and Jang, Koo, Liu, and Loewenstein (2007). However, none of these papers

analyzes the implications on stock returns of stochastic liquidity. Our approach is sim-

ilar to Longstaff (2001), who also considers an investor choosing between a risk-free

asset and an illiquid stock and numerically computes a liquidity discount. However,

he does not analyze the volatility of liquidity. Further, Longstaff defines the degree of

liquidity by a bound on the quantity that the investor can trade in each period, while

we generalize the definition of liquidity to “price impact.” This allows the investor in

our economy to trade any quantity he wishes, as long as he is willing to accept the less

favorable price. The trading strategies uncovered in our study are broadly consistent

with Bertsimas and Lo (1998) and He and Mamaysky (2001), who characterize the best

trading strategy for buying or selling a fixed block of shares when there is price impact.

However, they do not analyze the effect of a stochastic price impact. Another important

difference is that we do not assume an exogenously given level of shares that the investor

has to buy or sell. Instead, our investor optimally chooses the level of shares he desires

to hold and the best investment strategy to achieve it.

The paper is organized as follows. Section 2 presents the model with stochastic price

impact. Section 3 numerically solves the model. First, we consider a simplified model

where price impact is constant. This allows us to verify that both the model and our

solution method produce sensible results. Then, we solve the full model with stochastic

liquidity and examine the implication on stock returns. Section 4 presents empirical

tests of the predictions of the model. Section 5 concludes. The appendices provide

details about the solution method.

2 The Model

Consider an investor who maximizes the expected utility of terminal wealth, E[u(WT )],

where Wt is the investor’s wealth at time t and T is the terminal date. Assume that the
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investor has the constant relative risk aversion (CRRA) utility function given by

u(W ) =





W 1−γ/ (1− γ) if γ > 1

ln(W ) if γ = 1
(1)

where γ represents the investor’s coefficient of relative risk aversion. At each point in

time the investor invests his wealth in Nt units of a risky stock and Mt units of a risk-free

bond (or money market account). The bond price, Bt, follows the discrete process

Bt+1 −Bt = rBt (2)

where r is the risk-free rate. This is an Euler discretization of the commonly used process

dBt = rBtdt. The price of a perfectly liquid stock follows the process

St+1 − St = St (µ + σεt+1) . (3)

At time t the random shock εt+1 is distributed εt+1|t ∼ N(0, 1); at time t + 1 the value

of εt+1 is known. This corresponds to an Euler discretization of the common geometric

brownian motion dSt/St = µdt + σdZt.

We now consider two departures from the standard portfolio choice problem with

perfect liquidity by introducing price impact and the irrelevance of paper wealth.

(1) Price impact. We assume that the investor has to make a price concession when

selling the stock and must pay a higher price when buying the stock. Hence, the stock is

illiquid in the sense that trading moves its price. Specifically, we consider a price impact

function similar to He and Mamaysky (2001) and Breen, Hodrick, and Korajczyk (2002).

In the absence of any other factors, the price change caused by trading is given by

(St+1 − St)/St = ψ̂t+1
Nt+1 −Nt

F
(4)
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where St is the stock price at time t, Nt+1 − Nt represents the number of shares the

investor trades, F is the float of the stock, and ψ̂t+1 is a positive number. Hence,

the stock return is proportional to (signed) turnover. If the investor buys the stock

(Nt+1 > Nt), he pays an higher price. If he sells (Nt+1 < Nt), he receives a lower price.

The price impact assumed here is permanent, i.e., the price changes induced by

trading accumulate rather than die out over time. Theoretically, this form of price

impact can be motivated by the existence of a market maker who extracts information

from the order flow and adjusts the price accordingly.7 In reality, trading also induces

an additional transitory price effect due to inventory risk.8 With both permanent and

transitory components of price impact, trading becomes more costly in the sense that

when buying shares the investor pays an additional price premium corresponding to the

transitory effect that does not increase the value of the existing portfolio. Therefore, if

our model also included the transitory component of price impact, the liquidity premium

would be higher. Nevertheless, Sias, Starks, and Titman (2001) argue that the price

pressure caused by institutional trading tends to be permanent (information related)

rather than transitory (inventory related). Furthermore, Holthausen, Leftwich, and

Mayers (1990) and Seppi (1992) show that large trades have a permanent price impact.

Thus, our model captures the most important aspect of trading for large investors.

In the presence of price impact, the price of an illiquid stock thus moves according

to the sum of the two components in (3) and (4):

St+1 − St = St [µ + λ + σεt+1 + ψt+1(Nt+1 −Nt)] (5)

where we have redefined ψt+1 ≡ ψ̂t+1/F for convenience. The parameter λ in equation

(5) represents the liquidity premium, that is, the extra expected return that the stock
7In a seminal paper, Kyle (1985) proposes an equilibrium model where a market maker sets the price

as a function of the quantity submitted by potentially informed traders.
8For example, Sadka (2006), extending the methodology of Glosten and Harris (1988), uses a large

sample of ISSM and TAQ transactions data to decompose the price impact into an (informational)
permanent component and a (non-informational) transitory component.
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must earn to compensate the investor for its illiquidity.

A natural specification for the evolution of liquidity is to assume that it fluctu-

ates randomly around a long-term mean. Thus, we define the following mean-reverting

process for the price impact coefficient:

ψt+1 = ψ̄ + ρ(ψt − ψ̄) + ϕεψ
t+1 (6)

where εψ
t+1 is white noise, the parameter ρ is the first-order autocorrelation, ψ̄ is the

long-term mean, and ϕ is the volatility. Amihud (2002) also assumes a first-order au-

toregressive process for a closely related price impact measure. Acharya and Pedersen

(2005) and Pástor and Stambaugh (2003) use second-order autoregressive processes.

The timing is as follows. One instant before choosing Nt+1, the investor observes

εt+1. That is, he sees a price S̄t+1 ≡ St[1 + µ + λ + σεt+1]. The price impact coefficient,

ψt+1, is also observed now. The investor then chooses Nt+1. This forms the new market

price St+1. Note that the price impact coefficient is known at the time the investor

chooses the action, i.e., Nt+1 is chosen after observing both ψt+1 and εt+1. The following

scheme represents the timing.

t t + 1 t + 2

St −→ 1) Observe S̄t+1

2) Choose Nt+1

3) St+1 is created −→ S̄t+2

4) Wt+1 known

This can be interpreted as the investor seeing the midpoint of the bid-ask, S̄t+1, as

well as the whole demand-supply schedules (both sides of the order book) at the time

he chooses Nt+1.9 When the investor submits his order of Nt+1 − Nt shares, he hits a
9Investors who have access to the Electronic Communication Network observe the entire order book.

Any level two subscribers to the Nasdaq, such as brokerage firms, also observe the limit order book on
individual stocks.
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point in the order book, trade takes place, and a transaction price St+1 is recorded.10

The investor’s market value of financial assets at time t is given by Wt ≡ MtBt+NtSt.

Imposing a self-financing constraint, we arrive at

Wt+1 −Wt = Mt(Bt+1 −Bt) + Nt(St+1 − St). (7)

Note that Nt+1 does not influence Wt+1 directly; it only does so indirectly through

St+1. Equation (7) implies that the trade is executed at the post-impact price St+1.

The dollar value traded in stocks, St+1(Nt+1 − Nt), is exactly absorbed by changes in

the money-market account, Bt+1(Mt+1−Mt). Therefore, Nt+1 influences Wt+1 only by

changing the price, St+1, of the Nt shares already owned.

We replace Mt = (Wt −NtSt)/Bt and use (2) to get Wt+1 −Wt = (Wt −NtSt)r +

Nt(St+1 − St), and then (5) to arrive at

Wt+1 = Wt(1 + r) + NtSt [µ + λ− r + σεt+1 + ψt+1(Nt+1 −Nt)] . (8)

With price impact, we create an important departure from the standard model:

trading by itself changes the investor’s wealth. For example, even if we set r = 0,

µ + λ = 0, and σ = 0, simply buying more shares (Nt+1 −Nt > 0) at the post-impact

price of St+1 increases the wealth by Wt+1−Wt = Nt(St+1−St) = NtStψt+1(Nt+1−Nt).

However, this increase in wealth is only “on paper”. It can be reversed when the investor

sells the stock. Hence, we must also introduce a second restriction.

(2) Paper wealth is irrelevant. One important feature of investing in illiquid stocks

is that both the initial accumulation and the final unloading of the stock induce adverse

price movements. Therefore, we model an investor that starts without any holdings of
10We abstract from further details of the market microstructure to better focus on the issues being

studied.
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the stock (his initial wealth is in the form of cash):

N0 = 0. (9)

Similarly, the stock holding must be liquidated by the end of the investment horizon

(T ):

NT = 0. (10)

The stock will have to be sold because the investor only derives utility from the wealth

that can be converted to consumption (i.e., cash). Hence, the investor must formulate

an optimal trading strategy constrained to starting and ending with zero shares. The

irrelevance of paper wealth is a concept also present in Bertsimas and Lo (1998) and

He and Mamaysky (2001). They define a liquidity cost as the difference between the

theoretical market value of a block of shares and the actual cash that can be realized

after accounting for the price impact of selling that block. Brunnermeier and Pedersen

(2005) further distinguish between an asset’s paper value, its orderly liquidation value,

and its distressed liquidation value.11

11Constantinides (1986), Heaton and Lucas (1996), and Vayanos (1998) analyze the asset pricing
effects of transaction costs. The standard result in those papers is that while transaction costs cause
the investor to reduce the trading frequency, they induce only a negligible utility loss, i.e., transaction
costs have only a second-order effect on assets prices. However, those models produce counterfactual
low trading volume. When investors desire to trade large amounts very frequently, transaction costs
can have a significant effect. For example, Longstaff (2001) models a stock with stochastic volatility
of returns, which induces more desired trading than in the standard portfolio-choice model due to
the necessary portfolio rebalancing, thus making trading frictions relevant. Lo, Mamaysky, and Wang
(2004) demonstrate that the impact of transaction costs is very large when heterogenous investors trade
to hedge their exposure to an exogenous nontradable endowment risk. Jang, Koo, Liu, and Loewenstein
(2007) show that investors have higher trading needs under a stochastic investment opportunity set and
that trading costs can have a first-order effect. In our model, investors trade more than in the standard
portfolio-choice model because they must start and end only with cash.
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To summarize, the investor’s maximization problem is formulated as follows:

maximize
{Nt}T

t=0

E0[u(WT )] (11)

subject to Wt+1 = Wt(1 + r) + NtSt [µ + λ− r + σεt+1 + ψt+1(Nt+1 −Nt)]

St+1 = St[1 + µ + λ + σεt+1 + ψt+1(Nt+1 −Nt)]

ψt+1 = ψ̄ + ρ(ψt − ψ̄) + ϕεψ
t+1

N0 = NT = 0

The liquidity premium, λ, is such that the maximized expected utility in (11) is the

same as that in the standard perfectly liquid case.

3 Numerical Results

Given that solving the full model with stochastic price impact is a challenging optimiza-

tion problem, we first consider a simplified model in which the price impact is constant.

We then solve the full model with stochastic price impact and discuss the implications

on the relation between stock returns and volatility of liquidity.

3.1 A simplified model with constant liquidity

We begin with the basic case of a constant price impact process, i.e., ψt = ψ,∀t. The

analysis of this problem allows us to gain intuition for the properties of the model and

to verify that it produces sensible results. In this sense, the analysis in the following

subsections serves as the foundation for the main results in section 3.2.

3.1.1 Calibration and solution method

To find numerical solutions to this problem, we establish a baseline case with the follow-

ing parameter values. The drift and volatility of the stock price process are calibrated

to reflect the characteristics of very liquid stocks. Recall from equation (5) that the
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mean stock return µ does not include any liquidity premium. During the period 1926–

2002 a portfolio of the largest (top decile) NYSE stocks had an average annual return

of 11% with an annual standard deviation of 18%.12 We allow the investor to trade

every month and hence set µ = 0.11/12 and σ = 0.18
√

1/12. We also set the monthly

risk-free rate to r = 0.05/12. The baseline coefficient of relative risk aversion is set

at γ = 3. We consider several levels of initial wealth W0: 104, 105, and 106. We set

S0 = 1, thus the different W0 can be interpreted as multiples of the initial stock price.13

Following Longstaff (2001), we consider investment horizons of either one or two years.

The investment horizon is discretized into 12 periods per year, representing monthly

trading.

Several studies estimate the price impact coefficient (parameter ψ in the model). For

instance, Breen, Hodrick, and Korajczyk (2002) report that on average a 0.1% increase

in net turnover during a 5-minute interval induces a 2.65% price increase for NYSE

and AMEX listed firms and a 1.85% increase for NASDAQ firms.14 Given the average

shares outstanding of 10 million for NYSE and AMEX listed firms, this corresponds

to an average price impact coefficient of ψ = 2.65 × 10−6. In other words, a sale of

10,000 shares in a single block (representing 0.1% of shares outstanding in the average

firm) moves the price down by 2.65%. Hasbrouck (2006) uses TAQ data for a sample

of 300 NYSE/Amex and Nasdaq firms and estimates the price impact of signed dollar

volume aggregated over 5-minute intervals. He finds that on average a $10,000 buy order

moves the price up by 28 basis points. In terms of our model, this corresponds to an

average price impact coefficient of ψ = 2.8× 10−6 for a trade of 1,000 shares in a stock

priced at $10. Çetin, Jarrow, Protter, and Warachka (2006) estimate the price impact
12Data are obtained from Kenneth French’s website

http://mba.tuck.dartmouth.edu/pages/faculty/ken.french/
13For different initial stock prices, the initial wealth corresponds to different values in dollars. For

instance, for an initial stock price of $10 per share, the three initial wealths correspond to $100,000, $1
million, and $10 million.

14Figure 1 in Breen, Hodrick, and Korajczyk (2002) indicates that the price impact coefficient does
not change much when a 30-minute interval is used instead.

12



coefficient in a regression very similar to our equation (5). Using a sample of Trade And

Quote (TAQ) transaction prices for five liquid NYSE stocks (each stock has an option

trading on the CBOE), and considering only small transactions (they exclude trades

larger than 1000 shares), they find price impact coefficients ranging from ψ = 0.2×10−6

to ψ = 1.3× 10−6. These can be seen as lower limits to the magnitude of price impact.

Hence, we report both the liquidity premium and optimal trading strategies for different

degrees of price impact, ranging from ψ = 1× 10−6 to ψ = 5× 10−6 (which moves the

price down by 1% to 5% for a sale of 10,000 shares in a single block). These values of

the price impact coefficient thus cover a broad range of liquidity levels, from very liquid

to very illiquid stocks.15

Define xt to be the vector of state variables known at time t. The optimal solution

to problem (11) consists of (1) a trading policy with T + 1 decision rules, {Nt(xt)}T
t=0,

i.e., a sequence of functions mapping all future possible states (xt) to the possible

actions (number of shares to hold)16 and (2) the value function at time 0, representing

the maximum expected utility given the state at time 0. This solution can be obtained

through dynamic programming and is sometimes called a closed-loop control (Bertsekas,

2000).

However, the problem can also be solved by a suboptimal method known as the open-

loop feedback control (Bertsekas, 2000). With this method, after observing the state at

time 0, the investor selects a sequence of actions as if no further information about

the state will be received in the future. Hence, the open loop is suboptimal because it

does not use the information about the state that will be available in the future, i.e., the

policy is a single sequence of numbers: Nt(xt) = nt, for all states at time t. Nevertheless,

this method usually provides a good approximation to the value function at time 0.17

15Our setup can also accommodate a change in price impact (ψ) due to a change in the float (F ),
which may change even when the total shares outstanding are fixed.

16Since we restrict N0 = 0 and NT = 0, only the remaining T − 1 decision rules are truly controlled
by the investor.

17Bertsekas (2000, p.291) states that the open-loop feedback control is a fairly satisfactory mode of
control for many problems. Carlin, Lobo, and Viswanathan (2007) use an open-loop method to solve a
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Due to the specific characteristics of our problem we use the open-loop solution as

an initial approximation and then use the optimal closed-loop control to pin down the

solution. Specifically, we search for an optimal solution inside a band of ±20% around

the initial approximation. Thus, we obtain a “locally” optimal closed-loop solution.

Robustness checks using a wide band of up to ±60% indicate that our method provides

solutions that are stable over very large areas of the state and action spaces. Appendix

A provides a detailed description of our solution procedure.

3.1.2 Optimal trading strategy and liquidity premium

We start by analyzing how the investor modifies his optimal trading strategy when facing

an illiquid stock. Let ωt ≡ NtSt/Wt denote the optimal proportion of wealth invested

in the stock. Figure 1 compares three different situations: (1) the standard trading

strategy for a perfectly liquid stock (ω∗t corresponding to the optimal solution N∗
t for

ψ = 0 and λ = 0); (2) the trading strategy when there is price impact but no liquidity

premium (ω∗∗t for ψ > 0 and λ = 0); and (3) the strategy when the stock is illiquid and

earns a premium (ω∗∗∗t for ψ > 0 and λ > 0). We plot the optimal strategies along a

representative path, namely the path where the disturbance is always at its expected

value, εt = 0, ∀t ∈ [0, T ].

When the stock is perfectly liquid, the optimal proportion of wealth invested in

the stock is the well-known Merton (1969) solution, ω∗ = (µ − r)/(γσ2). The investor

immediately jumps to the optimal level and stays at that level until the last period when

he liquidates his entire stockholding. When there is price impact, it is optimal to break

a trade into several partial orders to obtain a lower average buying price or a higher

average selling price. Consequently, the strategies ω∗∗t and ω∗∗∗t show that the optimal

stock holdings slowly increase in the beginning of the investment period and then slowly

decrease to zero by the terminal date. Strategy ω∗∗t shows that when there is price

trading game and study the effect of cooperation on liquidity. They argue that a closed-loop solution to
their problem is not substantially different from their main open-loop solution.

14



impact (but no liquidity premium yet), the expected proportion of wealth invested in an

illiquid stock is less than the standard Merton (1969) solution. Intuitively, when there

is price impact it is as if the drift of the stock was smaller, making it less attractive

relative to the bond. Finally, when the stock earns a higher expected return due to an

optimal liquidity premium, the investor chooses to hold a higher equity proportion than

in the previous case: ω∗∗∗t > ω∗∗t , ∀t. The combination of the optimal trading strategy

ω∗∗∗t and the liquidity premium gives the investor the same expected utility as in the

perfectly liquid case.

Table 1 presents the liquidity premium for different levels of price impact. The

liquidity premium is the additional drift (λ) necessary to compensate the investor for

the adverse price movements caused by his trades. The liquidity premium is computed

using the method described in appendix A. The investment horizon (T ) is either 12

months (panel A) or 24 months (panel B). In both cases, the investor may trade once

each month.

For an initial wealth of W0 = 105 and an investment horizon of one year, the liquidity

premium ranges from 3.11% (for ψ = 1× 10−6) to 8.89% (for ψ = 5× 10−6) per annum.

In particular, for a price impact of ψ = 3 × 10−6, similar to the average level found

in Breen, Hodrick, and Korajczyk (2002), the required liquidity premium is 6.39% per

annum. Using the data for NYSE size sorted portfolios for 1926–2002, we observe that

the average annual return on the lowest decile (18%) is approximately 7 percentage

points higher than the return on the highest decile (11%). Since small stocks are less

liquid than large stocks,18 these numbers give us a rough guideline for a maximum

liquidity premium around 7%.19 Furthermore, Pástor and Stambaugh (2003), using a

different methodology, also find a liquidity premium of the same order of magnitude.

For example, they report that the average return on stocks with high sensitivities to
18Ghysels and Pereira (2006) document that the price impact in small stocks is substantially larger

than in large stocks.
19The actual liquidity premium can be lower than this spread, since other factors beyond liquidity

may also play a role in determining the returns of stocks with different market capitalizations.
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liquidity exceeds that for stocks with low sensitivities by 7.5% annually, adjusted for

the market return, size, value, and momentum factors. Acharya and Pedersen (2005)

decompose a total liquidity premium of 4.6% into a liquidity risk premium (1.1%) and

a liquidity level premium of 3.5%.

The liquidity premium displays several reasonable characteristics. First, it increases

with the degree of illiquidity, i.e., with price impact, ψ. If the investor must pay a larger

premium (concede a larger discount) when buying (selling) the stock, he demands a

higher expected return to hold it.

Second, the liquidity premium (λ) is a concave function of the price impact coefficient

(ψ). This concavity is consistent with the theoretical and empirical findings of Amihud

and Mendelson (1986). However, while in the model of Amihud and Mendelson (1986)

the concavity is generated by a clientele effect (investors with longer horizons require a

smaller increase in the premium of illiquid assets), the concavity uncovered here is caused

by a different reason. In our model, the investor is not constrained in the choice of the

optimal number of shares, Nt. He can respond to an increase in the price impact by

demanding a higher liquidity premium, by reducing his optimal stock holding, or both.

As figure 2 illustrates, the optimal Nt decreases with ψ. By trading less, the investor

reduces the adverse price impact of his trades. This helps to sustain the expected stock

return, thus acting in the same direction as the additional liquidity premium. Hence,

an increase in price impact leads to a less than linear increase in the liquidity premium

because the investor responds by simultaneously reducing his total holdings of shares.

The effect in our model is similar to that of proportional transaction costs on equilibrium

asset returns uncovered by Constantinides (1986) and to the effect of fixed transaction

costs in Lo, Mamaysky, and Wang (2004).

A third finding is that an investor with more wealth demands a higher liquidity

premium. Again, there are two simultaneous effects at work (though more complex

in this case). As the top panel in figure 3 shows, in the presence of illiquidity the
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optimal investment in stock departs from the Merton (1969) solution and is no longer

independent of wealth.20 In particular, increasing the initial wealth, W0, reduces the

equity proportion ω∗∗∗t (pointwise). Still, the reduction in ω∗∗∗t is not strong enough

to compensate the increase in wealth, and therefore the actual number of shares, N∗∗∗
t ,

increases with wealth (even though at a slower rate). Since the magnitude of price impact

is proportional to changes in N∗∗∗
t , a larger investor induces larger (unfavorable) price

changes, which in turn require a higher liquidity premium. In other words, illiquidity

represents a substantial cost to large investors. Therefore, our model suggests that

large investors will tend to prefer liquid stocks, leaving the illiquid stocks to smaller

investors who require a lower liquidity premium and are thus willing to hold illiquid

stocks at lower expected returns. This prediction has indeed been verified empirically

by Falkenstein (1996). He finds that mutual funds show an aversion to small firms and

that their demand is increasing in liquidity (measured by turnover).

Finally, comparing panels A and B of table 1, we find that a longer investment

horizon leads to a smaller liquidity premium. As the bottom panel in figure 3 shows,

the optimal equity proportion increases with the investment horizon. The existence of

price impact makes it optimal to trade a given quantity through several smaller partial

orders. With a longer time horizon, the investor can achieve a higher maximum of stock

holdings, while still trading small blocks and therefore minimizing the adverse price

impact. Furthermore, the investor enjoys the additional stock drift for a longer period

of time. Hence, the investor requires a smaller liquidity premium.

To attest the robustness of the model to different setups, we study two independent

ramifications of the basic model. First, we allow the investor to trade daily, instead of

monthly as assumed above. As the analysis in Appendix B shows, while the magnitude

of the liquidity premium decreases as expected, its qualitative characteristics remain the
20Recall that the portfolio weights’ independence from wealth is an exclusive and distinguishing char-

acteristic of CRRA utility functions in the traditional perfectly liquid world (see Mas-Colell, Whiston,
and Green, 1995, p.194). Liu (2004) shows departures from the Merton optimal strategy when a CARA
investor faces fixed and proportional transaction costs.
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same. Hence, our main results are robust to the trading frequency assumed. Second, we

allow for a random investment horizon: instead of the fixed known investment horizon

considered above, investors may face the possibility of an “emergency” liquidation of the

stock. The results (not shown, but available upon request) demonstrate quite intuitively

that the liquidity premium increases strongly with the probability of an emergency

liquidation. Uncertainty about the horizon induces a higher required liquidity premium

because a quick unplanned sale of illiquid assets can induce large wealth losses (through

the necessary price discounts the investor concedes to unwind his position in a short

period of time). Hence, our simplified model with a random horizon is consistent with

the results in Koren and Szeidl (2002), Huang (2003), and Vayanos (2004).

3.2 The model with stochastic liquidity

This section analyzes the full model in (11) with stochastic price impact. Our focus

is on the relation between the liquidity premium and the variability of price impact.

We demonstrate that our model offers a rational explanation for the negative relation

between the expected return and the volatility of liquidity.

3.2.1 Calibration of the model

Existing empirical studies have used different measures of liquidity. The closest proxy

from daily data to the definition of price impact is the illiquidity measure of Amihud

(2002), the ratio of absolute return to dollar volume. However, the presence of volume

in the denominator makes price impact nonstationary, as documented for example in

Ghysels and Pereira (2006). Even alternative series such as turnover may be nonsta-

tionary. This is due to the secular increase in trading volume in the last four decades,

which may in turn result from several factors, including the deregulation of trading com-

missions in the 1970’s and the reduction in tick sizes from eights to sixteenths in 1977

and to decimals in 1997. There are many possible transformations to make those series
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stationary, but as studied extensively in Lo and Wang (2000), different transformations

produce detrended series with substantially different properties. On the other hand,

despite the empirical evidence it is hard to justify theoretically that price impact should

follow a nonstationary process: there is no reason to expect it to keep decreasing forever.

In other words, it seems reasonable that the appearance of nonstationarity is just an

artifact of the short time span of the series of daily volume (the CRSP database has

daily volume since 1962, the TAQ database has tick-by-tick volume only since 1993).

Therefore, the specification and calibration of the true stochastic process for liquidity

is a challenging econometric issue outside the scope of this paper. Given that it is

undisputable that liquidity varies through time, we assume the AR(1) process in (6).

While the stationary AR(1) process for the price impact coefficient, ψt+1 = ψ̄ + ρ(ψt −
ψ̄) + ϕεψ

t+1, is admittedly not an undisputable assumption, it is a natural benchmark

for stationary processes and allows us to focus on the relation between the volatility of

liquidity and returns.

We set the parameters to values such that the results are directly comparable with

the basic model without stochastic liquidity. The long-term price impact mean is set at

ψ̄ = 3×10−6, one of the constant price impact coefficients used in section 3.1. We explore

several values for the volatility of liquidity, increasing from a little volatile (ϕ = 0.1× ψ̄)

to a very volatile (ϕ = ψ̄) liquidity process. We consider both high persistent (large

ρ) and low persistent (small ρ) processes. The risk aversion is set at γ = 3 and the

initial wealth at W0 = 105. The investment horizon is one year and the investor may

trade once per month. We solve this problem by extending the method for constant

price impact. Specifically, we extend the state space to include the random price impact

process. The details are described in appendix C.
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3.2.2 Optimal trading strategy and liquidity premium

Table 2 presents the liquidity premium for different values of the volatility of liquidity.

Our results indicate that introducing a stochastic price impact reduces the liquidity pre-

mium. The actual magnitude of the effect depends on the values of the autocorrelation

(ρ) and conditional volatility (ϕ) parameters. For the case where ψt follows a simple

white-noise process, i.e., ρ = 0, we find that the liquidity premium decreases quite

substantially with the variance of liquidity: from the constant-liquidity benchmark case

of 6.39% per year, the premium drops to 5.69% for ϕ = 0.5ψ̄, and further to 4.46% for

ϕ = ψ̄. When ψt is strongly autocorrelated, the reduction in the premium is smaller.

For example, when ρ = 0.9 the liquidity premium is 6.29% for ϕ = 0.5ψ̄ and 6.06% for

ϕ = ψ̄.

This result may seem contrary to the usual risk-return trade off intuition and there-

fore deserves a careful analysis. Indeed, if the trading strategy {Nt}T
t=0 was fixed,

increasing the variance of ψt would increase the variance of the stock price, thus increas-

ing the variance of terminal wealth, which would lead the investor to require a higher

expected return to hold the stock. However, the trading strategy is not predetermined.

Nt(xt) is a state-contingent function, namely contingent upon ψt. The investor optimally

chooses the number of shares to trade at time t knowing the price impact coefficient at

that moment, ψt. Hence, the investor can adapt his trading to take advantage of periods

of high liquidity (low ψ) and to ameliorate the adverse effects of periods of low liquidity

(high ψ).

Figure 4 illustrates this “value of information” by plotting representative optimal

trading strategies under two different scenarios: (1) liquidity suddenly increases (top

panel); and (2) liquidity suddenly decreases (bottom panel). The top panel shows the

trading strategy for the representative path where εt = 0, ∀t ∈ [0, 12], with the stock

becoming more liquid at time t = 9, that is, ψt = ψ̄, ∀t ∈ [0, 12] \ {9}, and ψ9 takes a

smaller value of 0.53 × 10−6, which is the minimum value in the discrete grid specified
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for the price impact coefficient. In this case, the investor takes advantage of the sudden

increase in liquidity at t = 9 by selling a large block of shares at a “good price”, that

is, suffering only a small price concession (N9 is now below the corresponding N9 for

the constant-liquidity case). Further, the more likely this sudden increase in liquidity

is temporary and ψt will soon revert to its mean, the more shares the investor decides

to unload (see the strategy for ρ = 0.2). On the other hand, if the high-liquidity

state is likely to persist (e.g., ρ = 0.9), we have two countervailing effects: while it

is still advantageous to sell immediately with a low price concession, it is now also

advantageous to hold the shares longer, enjoying the stock drift longer and still being

able to sell without incurring too much adverse price impact. Hence, when ψt is highly

persistent, ρ = 0.9, the optimal action is to sell some shares at t = 9, but not as much

as in the ρ = 0.2 case.

The bottom panel in figure 4 shows the opposite case: a sudden decrease in liquidity

at time 9. We set ψ9 = 5.47 × 10−6, which is the maximum value in the discrete grid

specified for the price impact coefficient. The investor responds to this drop in liquidity

by delaying the sale of shares. If the spike in ψ9 is likely to be short-lived, i.e., if the

autocorrelation is low, the investor may not sell any shares at t = 9. For the case where

ρ = 0.2, the investor even tries to “manipulate” the price, that is, he buys more shares

at t = 9, pushing the price up, thus increasing the value of the shares he is currently

holding. Since ψt is expected to subsequently revert back down to its mean, the investor

expects to be able to sell all the shares later without having to offer a significant price

discount. However, if the price impact coefficient is highly persistent, thus expected to

remain high in the future, the investor delays selling the shares somewhat, but not too

much; otherwise, he might have to sell a big block later on while still facing a high price

impact coefficient (see the strategy for ρ = 0.9).

In Appendix C, we provide further evidence that it is the ability to adapt the trading

strategy to the liquidity state that does indeed reduce the liquidity premium. Specif-
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ically, we verify that solving the model with a suboptimal open-loop method, where

information that will be available in the future is not taken into consideration, produces

a liquidity premium that increases with the volatility of liquidity. Hence, it is the fact

that the correct optimal closed-loop method considers the appropriate response to all

possible future information that causes the premium to decrease in volatility.

To summarize, our model shows that a fully rational utility maximizing investor

can take advantage of the volatility in liquidity. He is willing to hold more shares than

when liquidity is constant; equivalently, he requires a lower liquidity premium. This

result comes from the investor being able to time his trades to take advantage of periods

of high liquidity and reduce the effects of periods of low liquidity. Even with a fixed

investment horizon, all that is needed is that the investor is able to anticipate or postpone

part of his planned trades within that horizon.

4 The empirical relation between stock returns and volatil-

ity of liquidity

Our model suggests that expected stock returns are negatively related to the volatility

of liquidity. This negative relation between expected stock returns and volatility of

liquidity is documented in Chordia, Subrahmanyam, and Anshuman (2001)(CSA) for

liquidity proxies based on trading activity. In this section, we update the CSA results

to a more recent sample period. More important, we show that stock returns are also

negatively related to the volatility of price impact, which is a more accepted measure of

liquidity and is the one used in our model.

4.1 Liquidity measured by trading activity

We follow CSA and examine the relation between average stock returns and the variabil-

ity of trading activity. The methodology, initially developed by Brennan, Chordia, and
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Subrahmanyan (1998), allows us to test whether many different stock characteristics

are related to stock returns, using the full cross section of all stocks. Specifically, they

perform the following cross-section regression each month:

R∗
jt =

I∑

i=1

citZijt + ejt, (12)

where Zijt represents characteristic i for stock j in month t. We consider two alternatives

for the dependent variable, R∗
jt. First, the simple excess return, R∗

jt = Rjt−Rft, where

Rjt is the return for stock j during month t and Rft is the risk-free rate. Second, the risk-

adjusted return using the Fama and French (1993) three-factor model, R∗
jt = Rjt−Rft−

[βjM (RMt −Rft) + βjsSMBt + βjhHMLt], where the factor loadings (βjM , βjs, βjh) are

estimated with the time-series regression Rjt −Rft = aj + βjM (rM − rf ) + βjsSMB +

βjhHML+εj using stock returns and Fama and French factors for the prior 60 months.

CSA consider the following list of characteristics:

SIZE – the log of market capitalization (in $ billions) at month t− 2.

BM – the log of the book-to-market ratio, using the previous year data as in Fama

and French (1992).

PRICE – ln(1/Pt−2), where P is the share price.

YLD – the dividend yield, defined as
∑12

s=1 dt−1−s/Pt−2, where dt is the dividend

paid in month t.

RET2-3 – the cumulative return
∏3

s=2(1 + Rt−s)− 1.

RET4-6 – the cumulative return
∏6

s=4(1 + Rt−s)− 1.

RET7-12 – the cumulative return
∏12

s=7(1 + Rt−s)− 1.

DVOL – the log of dollar trading volume during month t− 2 (in $ millions).

CV(DVOL) – the log of the coefficient of variation (ratio of standard deviation to

the mean) of dollar volume computed over t− 37 to t− 2.

TURN – the log of share turnover during month t− 2.

CV(TURN) – the log of the coefficient of variation of turnover computed over t− 37
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to t− 2.

On the list, DVOL and TURN capture the effect of the level of liquidity on expected

stock returns. CV(DVOL) and CV(TURN) are included to uncover the relation between

stocks returns and the volatility of liquidity. Using monthly data for NYSE and AMEX

common stock from 1963 to 1995, CSA find that the coefficient estimates for both

CV(DVOL) and CV(TURN) are statistically significantly negative. This implies that

the expected stock returns is lower when the volatility of liquidity is higher.

To show that the negative relation between expected stock returns and volatility of

liquidity is not specific to their sample period (1963-1995), we perform the test using

an extended sample from 1963 to 2005. Panels A and B in Table 3 provide summary

statistics on firm characteristics and measures of trading activity. To correct for outliers

in each month, we exclude all stocks whose SIZE, BM, PRICE, or YLD is smaller than

0.5 percentile or greater than the 99.5 percentile. This yields an average number of 1558

stocks per month. The log transformations described above correct the considerable

skewness of the raw data. The key variables are similar to those used in CSA.

Table 4 reports the results of our empirical analysis based on specification (12).21

Consistent with the findings reported in CSA, dollar volume and turnover have a sig-

nificant negative effect on both excess returns and risk adjusted stock returns. The

estimated coefficients for dollar volume and turnover are also similar to those reported

in CSA. The magnitude of the estimates is slightly lower with the longer extended sam-

ple. The estimated coefficients for the key variables of our interest — the coefficient of

variation for dollar volume, CV(DVOL), and the coefficient of variation for turnover,

CV(TURN) — remain negative and highly significant both statistically and economi-

cally. Our empirical analysis thus suggests that the negative relation between expected

stock returns and the volatility of liquidity (based on measures of trading activity) is a
21Each monthly cross-section regression produces an estimate for the set of coefficients cit. The time

series of all these estimates is summarized by the standard Fama-MacBeth estimators, namely, for each
characteristic i, we compute the simple time-series average of cit and then divide by (V ar[cit]/T )1/2 to
get the t-statistic.
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persistent feature of the data, robust to a longer and more recent sample period.

4.2 Liquidity measured by price impact

Given the negative relation between expected stock returns and the volatility of measures

of trading activity, one natural question is whether this negative relation exists when

liquidity is measured by price impact. To address this issue, we follow the empirical

analysis of Chordia, Subrahmanyam, and Anshuman (2001) described above, using the

illiquidity measure introduced by Amihud (2002) — the ratio of absolute return to dollar

volume. This is widely used in existing literature as a measure of price impact.

For each stock, we compute the monthly averages of the daily ratios of absolute

return to dollar volume (times 106). We then use two different ways to characterize

the level and volatility of this price impact series. First, following CSA closely, we use

the value of the price impact at month t-2 to measure the effect of level of liquidity

and the coefficient of variation calculated using the price impact data on the previous

36 months to capture the effect of the volatility of liquidity. Hence, we include the

following characteristics in equation (12):

PI-level – the log of price impact at month t− 2.

CV(PI-level) – the log of the coefficient of variation of price impact computed over

t− 37 to t− 2.

Second, we fit an AR(1) specification as in (6) to the price impact process. Specifi-

cally, for each stock and at each month t, we estimate the AR(1) process using the price

impact values for the previous 36 months. We then use the estimated mean (ψ̄) as a

proxy for the price impact level at month t and use the estimated conditional standard

deviation (ϕ) as a proxy for the volatility of liquidity at month t. Hence, we include the

following characteristics in equation (12):

PI-ψ̄ – the log of the unconditional mean of price impact (ψ̄ in equation (6)), esti-

mated over t− 37 to t− 2.
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PI-ϕ – the log of the conditional volatility of price impact (ϕ in equation (6)),

estimated over t− 37 to t− 2.

Panel C in Table 3 reports summary statistics of the measures of the level and

volatility of liquidity based on price impact. The time series for the logarithmic price

impact for both measures (PI-level and PI-ψ̄) share similar moment characteristics. The

estimated conditional volatility for the AR(1) process (PI-ϕ) exhibits larger variability

than the coefficient of variation in monthly average of daily ratios of the absolute return

to dollar volume (CV(PI-level)).

Table 5 reports the Fama-MacBeth estimates for regression (12) using measures

of price impact as proxies for liquidity. We find that liquidity related variables, as

well as all other firm characteristics, have the same signs and similar magnitudes as

in the case discussed earlier when liquidity was measured by trading activity related

variables. Both measures of the level of price impact (PI-level and PI-ψ̄) have a positive

effect on expected stock returns. The estimated coefficients suggest that the effect

is statistically and economically significant. The finding indicates that illiquid stocks

(higher price impact) earn higher expected returns than more liquid stocks (lower price

impact). More important, both measures of volatility of liquidity based on price impact

(CV(PI-level) and PI-ϕ) have a negative effect on expected stock returns, implying that

a higher volatility of liquidity is associated with a lower expected stock return. This is

consistent with the findings on the relation between expected stock returns and volatility

of liquidity based on measures of trading activity. The estimated coefficients suggest

that the negative effect of the volatility of liquidity on expected stock returns is highly

statistically and economically significant for the risk adjusted returns. The evidence on

the excess returns is slightly weaker. While the conditional standard deviation (PI-ϕ)

remains statistically significant at conventional test levels, the coefficient of variation

CV(PI-level) is only marginally significant based on a one-sided test.

Overall, our empirical analysis based on measures of price impact provides support-
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ing evidence on the negative relation between expected stock returns and volatility of

liquidity. This finding is consistent with the results based on using measures of trading

activity as proxies for liquidity. More important, the empirical evidence lends direct

support to the prediction of our model which links the lower required liquidity premium

to the increased benefit of investors adapting their trading to the state of liquidity.

5 Conclusion

We offer a rational explanation for the negative relation between expected stock returns

and the volatility of liquidity first documented in Chordia, Subrahmanyam, and Anshu-

man (2001). While the empirical finding may appear to be puzzling given the standard

risk-return tradeoff intuition, we demonstrate that it is consistent with an optimal risk-

averse utility-maximizing investor’s behavior. The key feature of our model is that the

adverse price impact of trading is stochastic. This captures the important empirical

fact that liquidity varies through time. The model shows that the liquidity premium de-

creases with the volatility of liquidity due to the investor being able to adapt his trading

strategy to take advantage of periods of high liquidity, and similarly to ameliorate the

effects of periods of low liquidity. In other words, for a given level of average liquidity,

investors actually benefit from additional volatility around that level of liquidity.

We provide an empirical analysis on the relation between expected stock returns and

the volatility of liquidity based on measures of price impact. These measures are closer

to the definition of liquidity in our model than the proxies based on trading activity used

in Chordia, Subrahmanyam, and Anshuman (2001). Consistent with the findings based

on trading activity, we find that volatility of liquidity based on measures of price impact

also commands a significant negative return premium. Our empirical analysis thus lends

further support to the theoretical explanation on the negative relation between expected

stock returns and the volatility of liquidity.
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A Solution method for the simplified model

We describe our method in three steps. First, we characterize the open-loop method.

Then, the closed-loop method. Finally, we explain why the open-loop solution is used

as a starting value for the optimal closed-loop method and provide robustness checks of

this procedure.

To distinguish between the open and closed-loop methods, we use lower cases for the

suboptimal open-loop solutions (nt for the trading strategy and v0 for the value function)

and upper cases for the optimal closed-loop solutions (Nt and V0). Our algorithm

has three stages, which we distinguish by appending up to three asterisks to variables.

Specifically, V ∗
0 (x0) and N∗

t (xt), or simply V ∗
0 and N∗

t , represent respectively the optimal

closed-loop value function and trading rule when the stock is perfectly liquid, i.e., ψ = 0

and λ = 0. V ∗∗
0 and N∗∗

t are the optimal solutions when the stock is illiquid (ψ > 0),

but the liquidity premium is zero (λ = 0). Finally, V ∗∗∗
0 and N∗∗∗

t represent the optimal

solutions when the stock is illiquid (ψ > 0) and earns the optimal liquidity premium

(λ > 0).

A.1 Suboptimal open-loop method

The open-loop method consists of finding the sequence of numbers {nt}T
t=0 that max-

imizes E0[u(WT )], subject to the constraints in (11), setting ψt ≡ ψ in this simplified

model. We compute this expectation through simulations. To find the liquidity premium

for a given set of parameter values, we use the following algorithm:

1. Optimization without price impact (ψ = 0, λ = 0). When the stock is perfectly

liquid, the solution to the problem is given by the well-known closed-form results

from Merton (1969). The optimal proportion of wealth invested in the stock is

ω∗ = (µ − r)/(γσ2) and the optimal value function is v∗t = em(T−t)W 1−γ
t /(1 − γ)

with m = (1 − γ)
[
r + (µ− r)2/(2γσ2)

]
. For the log-utility case (γ = 1), the
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closed-form solution is v∗t = ln(Wt) +
[
r + (µ− r)2/(2σ2)

]
(T − t).

2. Optimization with price impact (ψ > 0, λ = 0). We start by simulating 100,000

paths of the stock price process (5) with λ = 0. For a given strategy {nt}T
t=0,

each stock path is “distorted” according to the price impact implied by this trade

sequence. Compute the terminal wealth and utility at each path and the expected

utility by averaging across all paths. Find the optimal strategy {n∗∗t }T
t=0 that

maximizes the expected utility. Let the resulting value function be denoted by

v∗∗0 . Due to price impact, we have v∗∗0 < v∗0.

3. Optimization with price impact and liquidity premium (ψ > 0, λ > 0). Increase

the drift of all stock paths by a constant (λ). For a given value of this constant,

find the new value function, v∗∗∗0 , using the method in step 2. The value of λ

achieving v∗∗∗0 = v∗0 is thus the required liquidity premium. The final optimal

strategy {n∗∗∗t }T
t=0 allows the investor to achieve the same expected utility as in

step 1, given that the stock price is growing by the extra liquidity premium.22

We perform a Monte Carlo analysis to evaluate the performance of this method.

The results are reported in table A.1. We start with a preliminary test in panel A: we

solve step 1 using the simulation method described in step 2 of the algorithm, setting

ψ = 0. We do not impose N0 = 0 to make our results directly comparable to Merton

(1969). This allows us to benchmark the simulation method against known closed-form

results. Let variables with hats denote the estimates obtained through simulations.

Even with only 10,000 paths, the open-loop method produces a mean v̂∗0 that is less

than 0.01% away from the closed-form result. Furthermore, the estimate has a very

high precision since the standard deviation is two orders of magnitude lower than the
22Note that even though the open-loop method requires the definition of the sequence of numbers

{nt}T
t=0 at time 0, this does not mean that the investor will have to stick to this policy formulated at

time zero. For example, when we get to time-period 3, the investor will again solve the optimization
program (knowing the state at time 3) and select a new sequence of numbers {nt}T

t=3. Still, the value
function at time 0 from an open-loop control will always be less or equal to the value function from a
closed-loop control. See Bertsekas (2000, p.15) for a nice example illustrating this “value of information”.
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mean, i.e., the coefficient of variation, cv, satisfies |cv(v∗0)| < 0.01. The Monte Carlo

results for the initial proportion of wealth invested in stocks, ω̂0 ≡ n̂∗0S0/W0, are less

strong, but still quite good. With 100,000 paths, the mean of ω̂0 is less than 1% away

from the closed-form Merton solution and the coefficient of variation is 0.035.23

Panel B analyzes the precision of step 2 of the algorithm. When there is price impact,

the value function is estimated with an even higher precision: with only 10,000 paths the

coefficient of variation is 0.0005. Since our main goal is the estimation of the liquidity

premium, which hinges on the values v∗0 and v∗∗0 as described in steps 1 and 2 above,

these Monte Carlo results are very supportive of the adequacy of the open-loop method

to our problem.

A.2 Optimal closed-loop method

We now describe the optimal dynamic programming solution method. At time zero, the

value function is defined by

V0(x0) = max
{Nt}T

t=0

{E[u(WT )|x0]} (A1)

where the maximization is subject to the constraints in (6) and x0 is the state of the

system at time 0. The value function must satisfy the Bellman equations

Vt(xt) = max
Nt

{E[Vt+1(xt+1) | xt, Nt]} (A2)

for t = 0, 1, . . . , T − 1. At t = T it must satisfy the boundary condition

VT (xT ) = u(WT ). (A3)
23The observation that the estimate of the value function has a higher precision than the estimate of

ω0 is not surprising; for example, Judd (1998) reports similar results.

30



The state is given by xt ∈ Xt, with Xt ≡ Nt−1 × St−1 ×Wt−1 × Et, where Nt−1, St−1,

Wt−1, and Et represent the sets of possible values of the respective state variables Nt−1,

St−1, Wt−1, and εt.

To solve the Bellman equations, we proceed with the following backward recursion

algorithm.

1. Set t = T . The state space is XT = NT−1 × ST−1 ×WT−1 × ET . From (10) we

have N∗
T = 0, ∀xT ∈ XT . Hence, using the boundary condition (A3) we can find

all values for the value function

VT (xT ) = u(WT ),∀xT ∈ XT

where the terminal wealth is given by

WT = WT−1(1 + r) + NT−1ST−1 [µ + λ− r + σεT + ψ(0−NT−1)] .

2. Set t = T − 1. The state space is now XT−1 = NT−2×ST−2×WT−2×ET−1. The

optimality equation is

VT−1(xT−1) = max
NT−1

{E[VT (xT )|xT−1, NT−1]}. (A4)

If we discretize the state and action spaces, this functional equation can be solved

with two loops. In the outer loop, we iterate over all the points in state space

XT−1. For each of these points, we then have an inner loop that iterates over

all the points in the action space NT−1. Each point in this inner loop maps to a

subset of next period’s state, XT , through the law of motion equations (5) and
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(8). Schematically,


(NT−2, ST−2,WT−2, εT−1)︸ ︷︷ ︸

∈XT−1

, NT−1


 7→ (NT−1, ST−1,WT−1)︸ ︷︷ ︸

∈XT

through the equations for WT−1 and ST−1,

WT−1 = WT−2(1 + r) + NT−2ST−2 [µ + λ− r + σεT−1 + ψ(NT−1 −NT−2)]

ST−1 = ST−2[1 + µ + λ + σεT−1 + ψ(NT−1 −NT−2)]

Note that the choice variable in the current period, NT−1, becomes a state variable

in the following period.

Finally, we approximate the expectation in (A4) using the gaussian quadrature

rule

E [VT (xT )|xT−1, NT−1] ≈
∑

εT∈ET

VT (NT−1, ST−1,WT−1, εT ) p(εT ) (A5)

where ST−1 = ST−1(xT−1, NT−1), WT−1 = WT−1(xT−1, NT−1), and p(εT ) denotes

the probability of εT .

Hence, the maximization in (A4) consists of comparing the #NT−1 numbers24 gen-

erated by (A5) in the inner loop. The number NT−1 that produces the maximum

value thus defines the optimal action NT−1(xT−1) at this point xT−1 of the state

space. Also, we now have the optimal value function VT−1(xT−1) at this same

state xT−1. Proceeding this way through all the points in the state space (“outer

loop”) gives the full characterization of the two functions NT−1(·) and VT−1(·).

3. Recursion from t = T − 2 to t = 2. The model can now be solved backward. At

each time we use the same method as described in step 2.
24The symbol # denotes the cardinality of the set.
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4. Set t = 1. Due to the exogenous constraint N0 = 0, the state space at t = 1 is the

much smaller set X1 = {N0} × {S0} × {W0} × E1. The total number of points is

#E1.

5. Set t = 0. By definition, N0 = 0.

The iterative procedure to compute the liquidity premium is similar to the one in the

open-loop method. Specifically, we start with the value function for the perfectly liquid

Merton case, V ∗
0 . We then find the new value function when there is price impact, V ∗∗

0 ,

using the method outlined in this section. We finally iterate this second step until we

find the extra expected return, λ, that makes the two value functions identical. More

precisely, the liquidity premium is given by

λ ∈ argmin
λ∈R





(
V ∗

0 (x0)− max
{Nt}T

t=0

E [u(WT )|x0;λ, ψ, ·]
)2





where we emphasize the dependence of V ∗∗∗
0 on all parameters of the problem, in par-

ticular on the liquidity premium (λ) and the price impact coefficient (ψ).

Given a discrete grid for the state space Xt, we cannot be sure that the states

generated by the motion equations (5) and (8) will remain on that grid for all time

periods. Therefore, the Bellman equation for time t must in practice be replaced by

Vt(xt) = max
Nt

{
E[V̂t+1(xt+1) | xt, Nt]

}
(A6)

where V̂t+1(xt+1) is an approximation to Vt+1(xt+1) at xt+1 = (Nt, St,Wt, εt+1), which

includes the possibly non-grid states St and Wt. Hence, each step of the recursion

algorithm described above must end with the estimation of V̂t(xt) so that, at the next

step at t− 1, Vt−1(xt−1) can be computed as in (A6).

We estimate V̂t with linear splines interpolation. Let nNt−1 , nSt−1 , nWt−1 , and nεt be

the number of nodes in the discrete grids for the respective variables, Nt−1, St−1, Wt−1,
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and εt. For the state variable Nt−1 define the univariate basis functions

φN,j(s) =





1− |s−bN,j|
h if |s− bN,j | ≤ h

0 otherwise

where bN,j = N t−1+(j−1)h, j = 1, 2, . . . , nNt−1 , are the breakpoints of the spline (chosen

to coincide with the grid nodes), and N t−1 and N t−1 are the smallest and largest grid

nodes, and h = (N t−1 −N t−1)/(nNt−1 − 1) is the distance between breakpoints. Define

similar basis functions φS,j(s), φW,j(s), and φε,j(s) for the other state variables.

Then, an approximant for V is given by

V̂t(xt) =

nNt−1∑

jN=1

nSt−1∑

jS=1

nWt−1∑

jW =1

nεt−1∑

jε=1

cjN ,jS ,jW ,jεφjN ,jS ,jW ,jε(xt)

where φjN ,jS ,jW ,jε(xt) = φN,jN
(Nt−1)φS,jS

(St−1)φW,jW
(Wt−1)φε,jε(εt) and the interpola-

tion coefficients are given by cjN ,jS ,jW ,jε = Vt(bN,jN
, bS,jS

, bW,jW
, bε,jε).

For our application, linear splines proved to be better than other commonly used

interpolation schemes, namely cubic splines or Chebychev polynomials, for two reasons.

First, these two later methods are not good for extrapolation, which is important in

our application (as discussed in section A.3). In fact, these methods may produce

approximants that alternate between concave and convex shapes outside of the grid

depending on the number of grid points. By contrast, the linear splines method preserves

the concavity of the value function even when extrapolating outside the grid. Second,

since our numerical maximization does not require the derivative of the value function,

we are not subject to the main disadvantage of linear splines, namely the fact that first

derivatives are discontinuous step functions and second derivatives are zero everywhere.
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A.3 Choice of grids for the closed-loop method

As noted in the algorithm in section A.2, the choice variable in the current period, Nt,

becomes a state variable in the following period, Nt+1. Also, as can be seen in the law

of motion equations (5) and (8), the ranges of possible values of next period’s state

variables St+1 and Wt+1 depend crucially on the grid assumed for Nt+1 and Nt. We

are thus faced with a circular problem: on the one hand, we need a grid for the four

state variables to be able to solve for the optimal control {Nt}T
t=0; on the other hand,

we need to know (at least a good approximation to) the optimal {Nt}T
t=0 in order to

define relatively small (i.e., computationally feasible) grids for the other state variables.

The straightforward approach would be to construct independent constant grids for

all four state variables. However, this is not a good solution for the problem at hand. To

understand why, let overbars and underbars denote the maximum and minimum values

of those hypothetical constant grids. From (5), one of the states generated would be

S̃ = S[1+µ+σε+ψ(N−N)], and we would clearly have S̃ much larger than the largest

grid node S. This would require us to extrapolate V way beyond its domain [S, S].

Therefore, we need to construct time varying grids to account for the expansion of

the state variables St and Wt. Furthermore, as mentioned above these grids must be

able to account for the effect of trading (Nt − Nt−1) and, at the same time, must be

computationally feasible, i.e., small.

To solve this problem, we take the sequence of numbers obtained with the suboptimal

open-loop method as a starting point for the optimal solution. This sequence can be

viewed as an approximation to the optimal closed-loop solution over the “most likely”

path.

Starting with the open-loop solution, {n∗∗t }T
t=0, we then proceed with the following

steps to determine the endpoints of the discrete grids:

1. Define a proportional band around {n∗∗t }T
t=0, say plus or minus 20%. At each time

t, the extremes of this band define the minimum and maximum values of the grid
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for Nt.

2. Draw 10,000 random sequences {Nt}T
t=0 from within the band defined in step 1.

Each Nt is a independent draw from a uniform distribution over [0.8n∗∗t , 1.2n∗∗t ].

3. Draw 10,000 sequences for the random disturbance {εt}T
t=1. Randomly assign these

sequences to the ones in step 2.

4. Using these sequences, construct 10,000 paths for St and Wt using equations (5)

and (8).

5. At each time t, define the minimum and maximum values of the grids for St and

Wt to be the minimum and maximum values across the 10,000 paths generated in

step 4.

Finally, we need to define the number of nodes in each grid. Given that the sets St and

Wt are increasing, we also specify an increasing number of nodes for the corresponding

grids: nSt = 10 + 2t and nWt = 10 + 2t. For the state and choice variable Nt we set

nNt = 10. For the state variable εt we also define a constant number of nodes, nεt =

5. Contrary to the previous cases, we define constant node values and corresponding

probabilities for ε through Gaussian quadrature, i.e., the nodes bε,j and corresponding

probabilities p (bε,j), for j = 1, . . . , 5, solve the following equations:

5∑

j=1

bk
ε,jp (bε,j) = E

[
εk

]
for k = 0, 1, . . . , 11

Figure A1 plots the grids for the four state variables. As described, the grids for St

and Wt are increasing through time. This increases the proportion of values of St and

Wt that will remain inside the respective grids. Note that by construction all values

of Nt and εt remain inside the specified grids. Therefore, this method reduces the

need to extrapolate the value function outside the grid and increases the quality of the

extrapolation in the fewer cases where extrapolation is still necessary.
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Hence, our method provides a “locally” optimal solution: as long as the true, fully

unconstrained, optimal closed-loop functions {N∗∗
t (xt)}T

t=0 lie within the assumed grids,

our method produces the correct value function V ∗∗
0 (x0); otherwise, our value function

may deviate from the optimum. Even though we cannot test directly whether we are

obtaining a local or a global maximum, we can provide some robustness checks on our

method.

First, we consider the effect of changing the band around the open-loop solution

{n∗∗t }T
t=0. Table A.2 shows the optimal closed-loop value function for different bands.

Increasing the band up to ±60% or decreasing it to ±10% induces only very small

changes in V ∗∗
0 (x0). Relative to the benchmark case of a band of ±20%, the changes

are always less than 0.03%. Therefore, we conclude that our results on the liquidity

premiums will not be substantially affected by the assumption on the size of the band.

Second, we analyze the optimal closed-loop solution {N∗∗
t (xt)}T

t=0 over one “typical”

path. The natural choice is the path where εt = 0, ∀t ∈ [0, T ]. With this restriction,

we are able to reconstruct a unique path for the state variables St and Wt using the

law of motion equations and the optimal decision rule {N∗∗
t (xt)}T

t=0. This produces an

optimal sequence of numbers {N∗∗
t }T

t=0 that can be compared with the initial open-loop

solution {n∗∗t }T
t=0. Figure A2 shows the results. We find that the shape of the closed-

loop solution is very similar to the open-loop’s. This supports the use of the open-loop

solution as a first approximation to the location of the optimal solution.

Third, we increase the number of grid nodes from our standard values (nNt = 10 and

nSt = nWt = 10+2t) to the much larger values of 50 nodes for Nt and 30+6t for St and

Wt. Also, we set a larger band of ±50% around the initial open-loop solution. Although

it is not computationally practical to use this large grid to do the full iterative solution

for the liquidity premium, we perform one experimental run to obtain the initial value

function at step 2. For the baseline parameters, the value is V ∗∗
0 = −4.48533 × 10−11.

This value is only 0.03% away from the one obtained with the smaller grid we use in
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the rest of the paper (see table A.2). Since V0 is the crucial element for the estimation

of the liquidity premium, we expect our results to be robust to the grid size.

B A model with daily trading

While in our baseline case investors trade only once a month, in reality they can trade

much more frequently. Chan and Lakonishok (1995) study the trading of large blocks

of shares by institutional investors and find that only 20% of the trades are completed

in one day. More than half of the dollar value traded by institutions takes four or more

days of execution. Investors divide their trades into smaller partial orders to reduce the

price impact of trading. Hence, it is interesting to assess the impact of different trading

frequencies on the liquidity premium.

We modify our model to accommodate the trading patterns described in Chan and

Lakonishok (1995). Specifically, we compute a new liquidity premium when the investor

can trade in the first six and last six days of the investment period, with no trading

in between. The investor trades once in each day, that is, his order for the day is still

executed as a single trade and therefore suffers the same proportional price impact (same

ψ value) as before. Since the investor is able to build its target stock holding faster and

enjoy the stock drift longer, we expect the required premium to decrease.

Table B.1 shows the resulting liquidity premiums for different levels of price impact.

The initial wealth is W0 = 105 in all cases. For the benchmark case of an investment

horizon of 1 year (case A in table B.1) and a price impact coefficient of ψ = 3 × 10−6,

the liquidity premium is λ = 3.01%. This compares with λ = 6.39% for the monthly

trading scheme reported in table 1. For an investment horizon of 2 years (case B), the

premium reduces only slightly from the 2.52% in table 1 to 1.99%. In case C, we keep

the investment horizon of 2 years, but allow the investor to trade for 12 days in the

beginning and another 12 days in the end of the 2-year horizon, thus making a total

of 24 trades, more directly comparable with panel B in table 1. Since the investor can
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break his desired trade into smaller blocks, the liquidity premium further reduces to

1.28%. Hence, we observe that allowing the investor to concentrate a given number

of trades in the beginning and ending of the investment horizon, as opposed to having

those trades equally spaced over the investment horizon, reduces the liquidity premium

roughly in half.

From these examples it might be tempting to conclude that there is a simple way to

eliminate the liquidity costs altogether. In theory, the investor could follow a strategy

of breaking his desired quantities into very small orders of a few shares traded every few

minutes, which would induce an almost negligible price impact. However, in reality this

is not the case for two reasons. First, one must take into consideration the fixed costs

of trading, such as brokerage fees. The fixed costs can quickly overcome the benefits of

frequent trading. Second, our analysis here assumed the same price impact coefficient

regardless of the trading frequency. As documented in Dufour and Engle (2000), the

price impact of trading increases as the time duration between transactions decreases.

Trading the same quantity in the course of six days would induce a much larger adverse

price impact than trading it in six months. Regarding the analysis of tables 1 and B.1,

a more appropriate comparison would therefore require a higher price impact for the

daily trading sequences. The resulting new liquidity premiums in table B.1 would be

higher.

While the previous discussion provides some insights on how different trading pat-

terns affect the magnitude of the liquidity premium, the main focus of this paper is

on the qualitative properties of the liquidity premium. Since any choice of trading

dates would be somewhat arbitrary, we maintain the approach of distributing the trades

evenly throughout the investment horizon (as done, for example, in Longstaff, 2001).

Hence, this paper uses monthly trading as the baseline trading pattern to focus on the

qualitative characterization of the liquidity premium.
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C Solution method for the full model with stochastic liq-

uidity

Problem (11) is solved using the closed-loop method described in appendix A, with

the following changes. First, the state space is augmented to include the random price

impact, Xt ≡ Nt−1 × St−1 ×Wt−1 × Et × Ψt. Second, the expectation in the Bellman

equation is taken with respect to the two random variables, that is, the Bellman equation

is approximated with

Vt(xt) = max
Nt

{E[Vt+1(xt+1) | xt, Nt]}

≈ max
Nt





∑

ψt+1∈Ψt+1

∑

εt+1∈Et+1

Vt+1 (Nt, St,Wt, εt+1, ψt+1) p(εt)π(ψt+1|ψt)





where π(·) represents the transition probability implied by (6). Third, since ψt is strictly

exogenous, we follow Tauchen and Hussey (1991) by approximating the probability dis-

tribution of the continuous-state process in (6) with a finite-state Markov chain. We

specify a grid size of five nodes, nψt = 5, ∀t ∈ [0, T ]. For example, for the specification

ρ = 0.5 and ϕ = ψ̄ = 3×10−6, we obtain the grid nodes (0.526, 1.826, 3.000, 4.174, 5.474)×
10−6 and the transition matrix

Π =




0.24 0.56 0.19 0.01 0.00

0.06 0.44 0.43 0.07 0.00

0.01 0.22 0.54 0.22 0.01

0.00 0.07 0.43 0.44 0.06

0.00 0.01 0.19 0.56 0.24




We set the initial unconditional probability measure π0(ψ1) to the stationary distribution

of the corresponding transition matrix Π.

Finally, we note that the two solution methods (open-loop versus closed-loop control)
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can lead to exactly opposite economic results when applied to problem (11). When

using a fully optimal closed-loop method where the investor adapts his actions to the

information that will be available in the future, we find that the liquidity premium

decreases with the volatility of the price impact coefficient (as discussed in section 3.2).

However, when problem (11) is solved with the open-loop method only, we actually find

that the liquidity premium increases with the volatility of price impact: λ = 6.37% for

ϕ = 0.5ψ̄, whereas λ = 6.66% for ϕ = ψ̄ (all cases for ρ = 0.9). Since the investor does

not formulate contingent decision rules, his trading strategy formulated at time 0 is only

optimal “on average”; the investor cannot take advantage of periods of high liquidity,

nor can he respond to periods of low liquidity. Therefore, the value function from the

open-loop method decreases with the volatility of liquidity. Hence, the solution of model

(11) illustrates more than the “value of information” captured with the optimal closed-

loop method — it illustrates a case where a suboptimal open-loop method actually leads

to the wrong economic conclusion.
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Table 1: Liquidity premium with constant liquidity
Liquidity premiums (λ) for different combinations of price impact (ψ) and initial wealth (W0). The
liquidity premium is the annual additional return (drift), in percentage points, the investor requires to
hold the illiquid stock. In panel A, the investment horizon is one year with monthly rebalancing (T = 12
months); in panel B, two years (T = 24 months). All other parameters are set at the baseline values in
section 3.

Panel A: Horizon = 1 year

Price impact ψ (×10−6)
W0 1 2 3 4 5

104 1.02 1.34 1.61 1.85 2.08
105 3.11 4.91 6.39 7.71 8.89
106 13.66 20.41 25.54 29.78 33.47

Panel B: Horizon = 2 years

Price impact ψ (×10−6)
W0 1 2 3 4 5

104 0.68 0.80 0.89 0.97 1.05
105 1.42 1.99 2.52 2.97 3.47
106 5.33 8.18 10.5 12.43 14.08

Table 2: Liquidity premium with stochastic liquidity
Liquidity premium, in percentage points per year, when the price impact follows the mean-reverting
process in (6). The long-term mean is ψ̄ = 3× 10−6, the initial wealth is W0 = 105, and the horizon is
one year with monthly rebalancing (T = 12 months). All other parameters are set at the baseline values
in section 3.

Volatility

Correlation ϕ = 0.1ψ̄ ϕ = 0.5ψ̄ ϕ = 0.75ψ̄ ϕ = ψ̄

ρ = 0.00 6.39 5.69 5.07 4.46
ρ = 0.20 6.39 5.79 5.26 4.74
ρ = 0.50 6.40 5.94 5.54 5.15
ρ = 0.90 6.41 6.29 6.23 6.06
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Table 3: Descriptive Statistics
Times-series averages of cross-sectional statistics for a monthly average of 1558 NYSE and AMEX stocks.
The sample is from Jan/1966 to Dec/2005. The variables are as described in the text.

Mean St.Dev. Median

A: Firm Characteristics

SIZE -1.770 1.887 -1.790
BM -0.277 0.689 -0.212
PRICE -2.753 0.935 -2.917
YLD 2.562 3.052 1.926
RET2-3 0.027 0.163 0.014
RET4-6 0.038 0.197 0.022
RET7-12 0.077 0.295 0.046

B: Measures of Trading Activity

DVOL 1.602 2.298 1.727
CV(DVOL) -0.401 0.449 -0.417
TURN -3.535 0.992 -3.462
CV(TURN) -0.570 0.410 -0.586

C: Measures of Liquidity

PI-level -2.082 2.681 -2.254
CV(PI-level) -0.413 0.422 -0.437
PI-ψ̄ -1.678 2.666 -1.790
PI-ϕ -4.632 5.770 -4.794
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Table 4: Fama-MacBeth regression estimates for Volume and Turnover
Fama-MacBeth regressions of stock returns on firm characteristics. For each panel, the dependent
variable is excess returns in the first column and Fama-French risk-adjusted returns in the second
column. The independent variables are as described in the text. The sample is from Jan/1966 to
Dec/2005. All coefficients are multiplied by 100. T-statistics are in parenthesis.

A: Volume B: Turnover
Excess Ret. Risk-adj. Ret. Excess Ret. Risk-adj. Ret.

interc 0.972 -0.011 -0.033 -1.439
[2.47] [-0.04] [-0.06] [-4.35]

SIZE 0.039 0.069 -0.092 -0.116
[0.72] [1.78] [-3.05] [-4.56]

BM 0.232 0.106 0.236 0.11
[4.39] [2.44] [4.44] [2.51]

PRC 0.083 -0.052 0.071 -0.065
[0.85] [-0.61] [0.73] [-0.76]

YLD -0.007 0.001 -0.005 0.005
[-0.44] [0.13] [-0.33] [0.44]

RET2-3 0.837 0.754 0.838 0.761
[3.13] [2.73] [3.13] [2.75]

RET4-6 1.129 1.14 1.113 1.109
[4.65] [4.74] [4.58] [4.60]

RET7-12 1.072 0.829 1.052 0.79
[7.70] [5.06] [7.56] [4.83]

DVOL -0.124 -0.184 — —
[-2.58] [-5.19]

CV(DVOL) -0.269 -0.375 — —
[-3.89] [-5.38]

TURN — — -0.135 -0.199
[-2.78] [-5.53]

CV(TURN) — — -0.309 -0.372
[-4.94] [-5.63]
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Table 5: Fama-MacBeth regression estimates for Price Impact
Fama-MacBeth regressions of stock returns on firm characteristics. For each panel, the dependent
variable is excess returns in the first column and Fama-French risk-adjusted returns in the second
column. The independent variables are as described in the text. The sample is from Jan/1966 to
Dec/2005. All coefficients are multiplied by 100. T-statistics are in parenthesis.

A: Simple PI B: AR(1) parameters
Excess Ret. Risk-adj. Ret. Excess Ret. Risk-adj. Ret.

interc 0.951 -0.125 0.731 -0.418
[2.34] [-0.42] [1.81] [-1.49]

SIZE 0.036 0.047 -0.012 -0.01
[0.74] [1.21] [-0.24] [-0.22]

BM 0.226 0.104 0.235 0.109
[4.24] [2.43] [4.41] [2.58]

PRC 0.058 -0.079 0.076 -0.057
[0.59] [-0.90] [0.77] [-0.65]

YLD -0.001 0.008 0.003 0.013
[-0.08] [0.70] [0.19] [1.10]

RET2-3 0.709 0.562 0.594 0.451
[2.67] [2.07] [2.24] [1.70]

RET4-6 1.068 1.035 0.99 0.937
[4.44] [4.31] [4.08] [3.93]

RET7-12 1.017 0.759 0.991 0.703
[7.42] [4.80] [7.14] [4.44]

PI-level 0.097 0.126 — —
[2.37] [3.65]

CV(PI-level) -0.142 -0.326 — —
[-1.56] [-3.89]

PI-ψ̄ — — 0.239 0.439
[2.36] [5.04]

PI-ϕ — — -0.098 -0.189
[-2.58] [-5.25]
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Table A.1: Monte Carlo analysis of the open-loop method
Statistics for the open-loop results over a sample with 100 points. In panel A, we set ψ = 0 and do not
restrict N0 = 0. The value function, v̂∗0 , and the proportion of wealth invested in stocks, ω̂0 = n̂0S0/W0,
are obtained with a simulation method identical to step 2 of the open-loop algorithm in section A.1.
They can be compared to the known closed-form results. In panel B, we assume a price impact of
ψ = 3 × 10−6. We do impose N0 = 0, thus ω0 = 0 by construction. v∗∗0 represents the value function
for step 2 in the algorithm. The initial wealth is W0 = 105, the investment horizon is one year with
monthly rebalancing (T = 12 months), and all other parameters are set at the baseline values in section
3.

Panel A: Perfectly liquid stock

v̂∗0 ω̂0

10,000 paths mean −4.3600× 10−11 0.6197
std 1.0263× 10−13 0.0759

100,000 paths mean −4.3603× 10−11 0.6234
std 3.0221× 10−14 0.0218

Merton’s closed-form −4.3597× 10−11 0.6173

Panel B: Illiquid stock

v∗∗0 ω0

10,000 paths mean −4.4861× 10−11 0.0000
std 2.3533× 10−14 na

100,000 paths mean −4.4860× 10−11 0.0000
std 7.8118× 10−15 na

Table A.2: Robustness to size of action region
Comparison of the optimal closed-loop value functions V ∗∗

0 when the grids for the state variables are
defined from different bands around the open-loop solution. The column “Deviation” measures the
distance of the value functions to the 20%-band case. The initial wealth is W0 = 105, the price impact
coefficient is ψ = 3 × 10−6, the investment horizon is one year with monthly rebalancing (T = 12
months), and all other parameters are set at the baseline values in section 3.

Band V ∗∗
0 Deviation

±0.1 −4.48649× 10−11 0.00%
±0.2 −4.48651× 10−11 –
±0.4 −4.48691× 10−11 0.01%
±0.6 −4.48750× 10−11 0.02%

51



Table B.1: Liquidity premium for alternative trading patterns
Liquidity premiums (λ) for several levels of price impact (ψ) under three different trading schemes. The
liquidity premium is the annual additional return (drift), in percentage points, the investor requires to
hold the illiquid stock. In case A, the investment horizon is 1 year and the investor trades in the first 6
days and last 6 days of the year. In case B, the horizon is 2 years and trade again occurs in the first and
last 6 days of the 2-year horizon. In case C, the horizon is 2 years, but now the investor may trade in
the first 12 and last 12 days of the 2-year horizon. The initial wealth is W0 = 105. All other parameters
are set at the baseline values in section 3.

Price impact ψ (×10−6)
1 2 3 4 5

Case A: T = 1 yr, 12 trades 1.42 2.25 3.01 3.71 4.36
Case B: T = 2 yr, 12 trades 1.14 1.57 1.99 2.41 2.78
Case C: T = 2 yr, 24 trades 0.91 1.05 1.28 1.49 1.71
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Figure 1: Optimal trading strategy along a representative path
Optimal percentage of wealth invested in an illiquid stock. The perfectly liquid case (ψ = 0) is given
by ω∗ = (µ − r)/(γσ2). The strategy ω∗∗ is the optimal solution when there is price impact (ψ > 0),
but the liquidity premium is set to zero (λ = 0). The third strategy ω∗∗∗, determined jointly with
a positive liquidity premium λ, allows the investor to attain the same level of expected utility as in
the first case, even though now there is price impact (ψ > 0). These are closed-loop solutions for the
representative path where εt = 0, ∀t ∈ [0, T ]. The initial wealth is W0 = 105, the price impact coefficient
is ψ = 3× 10−6, the investment horizon is one year with monthly rebalancing (T = 12 months), and all
other parameters are set at the baseline values in section 3.
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Figure 2: Optimal trading strategy for different levels of price impact
Each line represents the optimal number of shares N∗∗∗

t for a different coefficient of price impact ψ as
noted in the legend. They are the closed-loop solutions for the representative path where εt = 0, ∀t ∈
[0, T ] The initial wealth is W0 = 105 and the investment horizon is 1 year with monthly rebalancing
(T = 12 months). All other parameters are set at the baseline values in section 3.

0 2 4 6 8 10 12
0

1

2

3

4

5

6

x 10
4

Time (months)

N
um

be
r o

f s
ha

re
s

ψ=1×10−6

ψ=3×10−6

ψ=5×10−6

54



Figure 3: Optimal trading strategies for different parameters
Each line represents the optimal percentage of wealth invested in the illiquid stock when the stock is
earning the optimal liquidity premium (strategy ω∗∗∗). These are closed-loop solutions for the repre-
sentative path where εt = 0,∀t ∈ [0, T ]. In the first plot, each line assumes a different initial wealth
W0, as noted in the legend. The investment horizon is 1 year with monthly rebalancing (T = 12). The
second plot compares the optimal strategies for two different investment horizons, 1 year (T = 12) and
2 years (T = 24), both with monthly rebalancing. The initial wealth is W0 = 105. In both panels the
price impact is ψ = 3× 10−6 and all other parameters are set at the baseline values in section 3.
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Figure 4: Examples of trading strategies with liquidity shocks
Each line represents the optimal closed-loop trading strategy under a representative path where εt = 0.
In the first panel, the stock experiences a sudden increase in liquidity at time 9: ψ9 = 0.53 × 10−6

and ψt = ψ̄, ∀t ∈ [0, 12] \ {9}. The second panel displays the reverse, a sudden decrease in liquidity:
ψ9 = 5.47 × 10−6. The price impact coefficient ψt follows the mean-reverting process in (6) with
ψ̄ = 3 × 10−6, ϕ = ψ̄, and ρ as in the legend. In the “base” case liquidity is constant, ψ = ψ̄. In
all cases, the stock is not earning a liquidity premium, λ = 0. The initial wealth is W0 = 105, the
investment horizon is one year with monthly rebalancing (T = 12 months), and all other parameters are
set at the baseline values in section 3.
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Figure A1: Grid nodes for state variables
Grid nodes resulting from the open-loop solution and a band of 20% around this sequence. The initial
wealth is W0 = 105, the price impact coefficient is ψ = 3 × 10−6, the investment horizon is one year
with monthly rebalancing (T = 12 months), and all other parameters are set at the baseline values in
section 3.
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Figure A2: Comparison of open and closed-loop solutions along a represen-
tative path
Optimal action sequences {Nt}T

t=0 for both methods. The closed-loop solution is for the path where
εt = 0,∀t ∈ [0, T ]. The initial wealth is W0 = 105, the price impact coefficient is ψ = 3 × 10−6, the
investment horizon is one year with monthly rebalancing (T = 12 months), and all other parameters are
set at the baseline values in section 3.
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