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Abstract 

There are many situations where non-real-time speech enhancement is required. For such applications, employing any 
available a priori knowledge can lead to more effective enhancement solutions. In this study, a novel text-directed speech 
enhancement algorithm is developed for usage in non-real-time applications. In our approach, the text of the intended 
dialogue is used to partition noisy speech into regions of broad phoneme classifications. Classes considered include stops, 
fricatives, affricates, nasals, vowels, semivowels, diphthongs and silence. These partitions are then used to direct a new 
vector quantizer based enhancement scheme in which phone-class directed constraints are applied to improve speech quality. 
The proposed algorithm is evaluated using both objective as well as subjective quality assessment techniques. It is shown 
that the text-directed approach improves the quality of the degraded speech over a broad range of noise sources (i.e., flat 
communications channel noise, aircraft cockpit noise, helicopter fly-by noise, and automobile highway noise) and over a 
broad range of signal-to-noise ratios (i.e., 10, 5, 0 and - 5 dB). In each case, the proposed method is shown consistently to 
exhibit improved objective quality over linear and generalized spectral subtraction, as well as the Auto-LSP constrained 
iterative enhancement method using the Itakura-Saito measure and a lOO-sentence evaluation speech corpus. Subjective 
quality assessment was conducted in the form of an A-B comparison test. Results of these evaluations demonstrate that, for 
wideband noise distortions, the proposed algorithm is preferred over the unprocessed noisy speech more than 2 to 1, while 
the proposed algorithm is preferred over spectral subtraction by more than 3 to 1. 

Zusammenfassung 

Es gibt viele Anwendungen ftir Sprachverbesserungs-Verfahren, ftir die keine Echtzeit-Anforderungen bestehen. Ftir 
diese Anwendungen kann die Verwendung von a-priori-Wissen zu effektiveren Lijsungen ftir die Sprachverbesserung ftihren. 
In der vorliegenden Studie wird ein neuartiger, text-orientierter Sprachverbesserungs-Algorithmus zur Verwendung in 
Nicht-Realzeit-Anwendungen vorgestellt. In unserem Ansatz wird der Text des gewiinschten Dialogs benutzt, urn ver- 
rauschte Sprache in Regionen von breiten Phonemen zu gliedem. Die betrachteten Klassen umfassen VerschluBlaute, 
Reibelaute, Affrikate, Nasale, Vokale, Halbvokale, Doppelvokale und Stille. Diese Abschnitte werden dann beniitzt, urn 
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einen neues, auf einem Vektor-Quantisierer basierendes Verbesserungsschema zu steuem, in dem Phone-Klassen-gesteuerte 
Constraints zur Sprachverbessemng verwendet werden. Der vorgeschlagene Algorithmus wird unter Verwendung sowohl 
objektiver als such subjektiver Qualittitsbewertungstechniken ausgewertet. Es wird gezeigt, dal3 der text-gesteuerte Ansatz 
die Qualit% der gestijrten Sprache ftir einen breiten Bereich von Stijrquellen (z.B. Weisses Rauschen in Kommunikation- 
skan’%len, Gertiusche in Flugzeug-Cockpits, StFrungen durch vorbeifliegende Hubschrauber und Autobahn-L%rm) und ftir 
einen breiten Bereich von Signal-Rausch-Abstden (d.h. 10, 5, 0 und - 5 dB). Fiir jeden Einzelfall wird gezeigt, dal3 die 
vorgeschlagene Methode durchg’ringig eine hijhere objektive Qualifit gegeniiber linearer und generalisierter Spektralsubtrak- 
tion und gegeniiber der Auto-LSP-beschitinkten iterativen Verbessemngsmethode unter Benutzung des Itakura-Saito-Mes- 
sungverfahren und eines 100 S&e umfassenden Test-Sprachkiirpers. Subjektive Qualitltsbewertungen wurden in Form eines 
A-B-Vergleichstests vorgenommen. Die Ergebnisse dieser Bewertung zeigen, da& ftir breitbandige Rausch-Stijmngen, der 

vorgeschlagene Algorithmus gegeniiber unbearbeiteter verrauschter Sprache urn mehr als 2 zu 1 bevorzugt wird, W.&end er 
gegenliber spektraler Subtraktion urn mehr als 3 zu 1 bevorzugt wird. 

R&urn6 

11 existe de nombreuses situations O?I le rehaussement de la parole ne n&essite pas d’8tre fait en temps-r6el. Pour ce type 
d’applications, l’emploi de toutes les connaissances disponibles a priori peut permettre d’aboutir ‘a des solutions plus 
efficaces. Dans cette &de, on a d&eloppC un nouvel algorithme de rehaussement de parole, d&pendant du texte, pour des 
applications de ce type. Dans notre approche, le texte du dialogue concern6 est utilis6 pour repartir la parole bruit&e en 
classes correspondant ‘a des classifications phonCtiques larges. Les classes considCr6es concement les plosives, les fricatives, 
les affriqukes, les nasales, les voyelles, les semi-voyelles, les diphtongues et le silence. Ces partitions sont ensuite utilisCes 
pour piloter un nouveau pro&d6 de rehaussement base sur une quantification vectorielle dans lequel des contraintes likes aux 

classes phonCtiques sont utilisCes pour amiliorer la qualit de la parole. L’algorithme proposC a 6th &al& par des mCthodes 
d’evaluation objectives et subjectives. On montre que cette approche, dgpendante du texte, am6liore la qualit de la parole 
dCgradCe pour un grand nombre de sources de bruit (par exemple bruit blanc de canal de transmission, bruit de cockpit 
d’avion, vrombissement d’hClicopt&re et bruit d’autoroute). Dans chaque cas, la mCthode proposCe foumit une qualit de 
parole notablement sup&eure B celle obtenue par soustraction spectrale 1inCaire ou gCn&alisCe, ou par la m&thode Auto-LSP 
de rehaussement ittratif contraint utilisant la mesure d’Itakura-Saito et un corpus d’kvaluation de 100 phrases. Les 

Cvaluations de qualit subjective ont CtC me&es sous la forme d’un test de comparaison A-B. Les rCsultats de ces 
Cvaluations montrent que, pour les distorsions dues ‘a des bruits large-bande, l’algorithme proposC est p&ferC dans un rapport 
2 ‘a 1 par rapport & la parole bruithe non-traide et qu’il est prif6rC dans un rapport 3 ‘a 1 par rapport & la soustraction 
spectrale. 

1. Introduction 

1.1. The speech enhancement problem 

Over the past decade the demand for portable and 

personal digital communication products has dramat- 
ically increased the need for new methods for noise 
suppression and speech enhancement. Perhaps most 
noticeable is the current rate at which consumers are 
purchasing products such as cellular phones for mo- 
bile use in the car, home, or outdoor adverse envi- 
ronments (e.g., public locations, city streets, etc.>. In 
each of these environments, noise can degrade a 
speech signal and interfere with communication. In 

some instances, the effects of interfering noise can 
even become life threatening (e.g., air traffic com- 

munication, emergency 911 calls ’ in the field, etc.). 
Additional voice communication products which are 

highly susceptible to noise degradation include low- 
bit-rate speech coders and speech recognition sys- 
tems. 

For each of these communication scenarios, an 
appropriate noise suppression or speech enhance- 
ment system design can take on a wide variety of 

’ The telephone number 911 is utilized in the United States to 

request emergency police, fire, and medical service. 
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solutions depending upon assumptions of the noisy 

communication environment, as well as design limi- 
tations imposed on the front-end speech processing 
system. For example, enhancement techniques can 
be formulated for real-time operation in which speech 
is enhanced immediately as it arrives. Typically, 
these systems are found in consumer personal com- 
munication products and are implemented on a lim- 
ited computational platform. Off-line enhancement 

solutions, on the other hand, have both the advan- 
tages of time and availability of greater computa- 
tional resources (e.g., the ability to use floating point 

operations). 
While real-time versus off-line processing is an 

important issue in speech enhancement, other design 
issues exist and should be considered for effective 
algorithm formulation. For example, speech en- 
hancement algorithms can be designed for single or 
multichannel operation (i.e.. requiring a single input 
microphone, or perhaps a microphone sensor array). 
Furthermore, the underlying goals of the enhance- 
ment system will also impact algorithm design. For 

example, speech enhancement algorithms with appli- 
cation to robust speech recognition attempt to gener- 
ate improved observation vectors prior to recogni- 
tion, while algorithms which produce speech for 

human consumption attempt to generate perceptually 
pleasing speech for the end listener. Intuitively, the 
goal of this latter type of enhancement application 
should be to produce speech which is both high in 
quality and intelligibility. 

Over the past three decades, a wide variety of 
speech enhancement techniques have been proposed. 
Early approaches can be characterized by processing 

in the short-time spectral domain (Boll, 1979; Weiss 
and Aschkenasy, 1983; Berouti et al., 1979; McAulay 
and Malpass, 1980), while later approaches were 
formulated based upon all-pole modeling of the 
speech production system (Lim and Oppenheim, 
1978; Hansen and Clements, 1991; Hansen and Ar- 
slan, 1995). Modem approaches, however, have in- 
vestigated the application of hidden Markov models 
into an enhancement framework (Ephraim, 1992a,b; 

Hansen and Arslan, 1995) as well as the inclusion of 
auditory based enhancement processing (Cheng and 
O’Shaughnessy, 199 1; Nandkumar and Hansen, 
1995; Azirani et al., 1995; Tsoukalas et al., 1993). 
Other improvements have also been realized in spec- 

tral subtraction methods (Arslan et al., 1995; Lock- 

wood and Boudy, 1992). 

1.2. Text-directed speech enhancement: m&cation 

Although most speech enhancement applications 
require real-time operation, many situations arise in 
which post-communication enhancement is impor- 

tant. Example applications include the enhancement 
of so called “black box” recordings ’ during air- 
craft crash investigations and the enhancement of 

emergency telephone calls to police for courtroom 
listening. In such instances, it is desired to improve 

quality as well as maintain intelligibility of prere- 
corded speech for which a text transcription (or some 

hypothesis driven text string) of the intended dia- 
logue is available prior to enhancement. 

Traditional speech enhancement algorithms such 
as spectral subtraction (Boll, 1979) and iterative 
Wiener filtering (Lim and Oppenheim, 1978) fail to 
fully utilize the phonetic information carried within 
the signal for enhancement processing. This is a 
weakness since it is well known that noise has a 

non-uniform impact across the phoneme sequence of 
a speech utterance. As a consequence, the petior- 
mance of these algorithms is limited primarily as a 

result of artifacts which are often introduced into the 
enhanced waveform. In fact. in extremely high noise 
environments, these artifacts may become just as 
overwhelming as the original degradation itself and 
further lead to losses in intelligibility. 

Recent studies have demonstrated that improved 
enhancement can result when the phonetic inventory 
of the signal is considered during enhancement pro- 
cessing (Pellom. 1996). In (Hansen and Arslan, 

1995). the constrained iterative enhancement algo- 
rithm formulated by Hansen and Clements (1987, 
1991) was shown to provide improved enhancement 
by adaptation of the terminating iteration using broad 
phoneme classifications. In this scheme, a noisy 
speech trained Markov model based phoneme classi- 
fier was used to partition speech into broad classes 
which in turn were used to adjust the terminating 

’ The term “black box” refers to the device located in each 

aircraft cockpit used to collect aircraft flight data such as voice 

communication as well as instrument readings. 
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iteration of the algorithm on a frame-by-frame basis. 
Still other more perceptually motivated algorithms 
have also been used to demonstrate improved en- 
hancement performance when the speech signal was 
assumed to be comprised of voiced, transitional, and 

unvoiced regions (Nandkumar and Hansen, 1995). 
In this paper, we address the problem of enhanc- 

ing prerecorded speech for which it is assumed that 

both the text of the intended dialogue is known (i.e., 
either provided by an a priori recognition algorithm 

or by a human listener) and the gender of the speaker 
is identified prior to enhancement. In the proposed 
method, improved enhancement performance is 

demonstrated by applying phoneme-class directed 
constraints during enhancement processing in an 

overall text-directed framework. The paper is out- 
lined in the following manner. Section 2 presents a 
broad overview of the proposed text-directed speech 
enhancement method. Section 3 discusses the formu- 

lation of a hidden Markov model based speech parti- 
tioning algorithm for noisy environments. Section 4 
details the enhancement algorithm formulation. Re- 
sults of algorithm evaluations are presented in Sec- 
tion 5 using both objective and subjective quality 

assessment techniques. Finally, Section 6 summa- 
rizes major findings and presents conclusions. 

2. Text-directed speech enhancement 

An overall block diagram of the proposed text-di- 
rected speech enhancement method is illustrated in 

Fig. 1. Here, we see that processing is carried out in 
two distinct phases. First, a text-directed phoneme 
class partitioning algorithm utilizes the orthographic 

transcription (or hypothesis-driven text string) to 
produce a time-aligned phonetic transcription for the 

degraded speech utterance. Other studies have con- 
sidered automatic segmentation for labeling of input 

Fig. 1. Proposed speech enhancement algorithm block diagram. 

speech (Brugnara et al., 1993). In this study, the 
phonetic transcription consists of a time-aligned seg- 
mentation of speech into eight broad phoneme classi- 

fications (i.e., silence/pause, stops, fricatives, af- 
fricates, nasals, semivowels, vowels and diphthongs). 
In the second block of the algorithm flowchart, the 
partitions are utilized by the enhancement scheme in 

order to adapt processing on a frame-by-frame basis. 
As will be discussed in detail in Section 4, the 
overall enhancement algorithm consists of a non-iter- 

ative Wiener filtering scheme in which the power 
spectrum of the clean speech signal is estimated 
from a vector quantizer (VQ) codebook of clean 
linear predictive coded (LPC) speech vectors. How- 
ever, in order to improve output speech quality, 
phoneme-class directed constraints are applied dur- 
ing the speech/noise estimation process. 

Certainly, the importance of phoneme-class adap- 
tive processing is not new. For example, in (Drucker, 
1968) an adaptive enhancement framework was pro- 
posed in which frequency domain filters were se- 

lected to adaptively enhance 5 speech classes (stops, 
fricatives, vowels, glides and nasals). Here, we note 
that a hard decision rule was proposed (i.e., a single 
filter for each speech class) in order to improve the 
intelligibility of speech in high ambient noise envi- 

ronments. Furthermore, broad phoneme classification 
of speech has been used for improved spectrally 
constrained iterative speech enhancement (Hansen 
and Arslan, 1995). However, this approach at- 

tempted to recognize the underlying phoneme classes 
within an utterance using hidden Markov models 
(HMMs) which were trained using speech with back- 
ground noise added into the data. Since this approach 
assumes stationary noise (white Gaussian noise was 
employed in the study), it is not appropriate to 
consider this method when the noise is slowly vary- 
ing unless a modification for fast training updates 
could be included for the HMMs. Inherently, better 

frame classification performance can be realized by 
incorporating phonetic class knowledge obtained 
from word level information conveyed in the de- 
graded speech. 

In addition, the usage of Vector Quantization 
(VQ) (Gray, 1984) for speech enhancement was first 
proposed in (O’Shaughnessy, 1988). However, in 
this approach, noisy speech is resynthesized into a 
clean counterpart via a VQ codebook of clean LPC 
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speech vectors. In such a framework, the enhanced 

speech contains virtually no noise, although percep- 
tually noticeable distortions can easily be imparted 
when errors are made in codeword selection or exci- 
tation characterization. In addition, some loss of 

speaker identity/traits in the enhanced signal can 
occur if the VQ codebook size is small, or if the 

codebook is trained with too few speakers. The 

proposed algorithm differs from this approach in 
several ways. First, the codewords are not used for 

speech resynthesis, but rather for clean speech spec- 
tral estimation in a Wiener filtering context. This 
preserves more of the natural speaker specific char- 

acteristics in the enhanced signal. Second, a noise 
robust distance metric is used to select VQ code- 
words that represent the best match to the intended 
clean speech. Finally, the broad phoneme classifica- 
tion of the current frame (derived from a text tran- 
scription) is used to constrain the VQ search in a 

way such that the likelihood of selecting a codeword 
with characteristics of the intended clean speech is 

increased while the potential for perceptually notice- 
able errors across time is reduced. 

3. Speech partitioning algorithm formulation 

The proposed text-directed phoneme-class parti- 
tioning algorithm, illustrated in Fig. 2, is formulated 
as follows. It is assumed that with each degraded 
speech utterance there exists a corresponding text 
transcription (or hypothesis driven text string) which 

contains the words as spoken in the utterance. 
Using the supplied text string, a lookup into a 

dictionary of phonetic pronunciations allows for the 
determination of a temporal sequence of phonemes 

PARAMEIERRATDN 

or phoneme classes for the given utterance. From 

this phoneme-class sequence, a composite hidden 
Markov model (HMM) is constructed by concatenat- 
ing unit HMMs for each phoneme class in the se- 

quence. During the alignment process, the input 
speech is first enhanced to attenuate the background 
noise prior to feature extraction. The enhanced speech 

is then parameterized on a frame-by-frame basis into 

a series of observation vectors which are considered 
to be outputs of the composite HMM network. Using 

the Viterbi algorithm, the maximum likelihood state 
sequence is computed, and phoneme-class bound- 
aries are marked for each transition from the final 
state of the proceeding unit HMM model to that of 

the succeeding model along the maximum likelihood 
state path. In the following sections, specific details 
related to the phoneme-class partitioning scheme for- 

mulation are presented. 

3. I. Phoneme classes considered 

In noisy environments the ability to reliably detect 
fine acoustical events becomes increasingly difficult. 

As a result, an important goal is to formulate a broad 
phoneme-class partitioning algorithm which provides 
sufficient temporal alignments in the presence of 
noise. Such a procedure is desirable, since listeners 
can often agree on phone classes in noise, but may 
be uncertain of a specific phoneme within that class 
(e.g., “the word sounded like ‘six’ or ‘fix’, but I’m 
not sure”). These partitions include stops, fricatives, 
affricates, vowels, semivowels, nasals and diph- 

thongs. In addition, silence/pause is considered a 
phone group for the purpose of generalizing the 
partitioning scheme. Each of these eight phoneme 
classes have distinct acoustical and spectral charac- 

Fig. 2. Block diagram of phoneme-class partitioning scheme 
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teristics which can be more reliably detected in the 

presence of noise than by a fine representation. 

3.2. HMM topology and training 

A five-state left-to-right continuous density hid- 
den Markov model was chosen to model each of the 

eight broad phoneme classifications. For each model 
state, two Gaussian mixture densities were used to 
model the output probabilities. This was motivated 
by the fact that each model is used to align speech 
from both male and female speakers. 

For model training, 699 sentences were extracted 

from the TIMIT database and downsampled to 8 
kHz. The data consists of 274 distinct sentences 
spoken by 166 male and 67 female speakers. The 
speakers comprised 4 distinct dialect regions from 

the United States. Each sentence was partitioned into 
frames of width 240 samples (30 msec) with 75% 
frame overlap or a (7.5 msec frame rate) and win- 
dowed using a Hamming window. From each frame, 
an observation vector consisting of the first eight 
Mel frequency cepstrum coefficients (MFCC) (Davis 
and Mermelstein, 1980) eight delta MFCC and nor- 
malized log frame energy was computed 3. Further- 

more, each observation vector was partitioned as 
training data for each of the broad phone-class HMMs 
by utilizing the hand segmentations supplied within 
TIMIT (adjusted to the 8 kHz sample rate). 

During training, each labeled observation vector 
is used to initialize and update the HMM model 

parameters (i.e., the output probability density and 
the state transition probabilities). In particular, dur- 
ing model parameter re-estimation, six iterations of 
the Baum-Welch algorithm are used. 

3.3. Text-to-phoneme conversion process 

During the speech partitioning process, the text 

transcription of the noisy speech is converted into a 
sequence of phoneme class labels using a phonetic 
dictionary obtained from Carnegie Mellon Univer- 
sity. This dictionary was created from several inde- 
pendent sources which include: a 20,000 word 

3 Here, energy is defined as E= logZf=, s(n)‘. The value is 

then scaled to lie within the + 1 range. 

UCLA-proofed version of the Shoup dictionary, a 
32,000 word subset of the Dragon dictionary, a 
53,000 word dictionary of proper names, a 200,000 

word dictionary generated with Orator, and a 200,000 

word dictionary generated with MITalk. For the 
text-to-phoneme class conversion, a dictionary 

lookup is used to extract the desired word pronuncia- 
tion in terms of the eight broad phoneme classifica- 
tions. 

3.4. Improvements to boundary detection in noise 

In order to improve phone-class boundary detec- 

tion in the presence of noise, several speech en- 
hancement algorithms were considered in order to 
enhance noisy feature vectors prior to forcing the 
alignment using a noise-free trained hidden Markov 

model recognizer. In particular, spectral subtraction 

(Boll, 1979) and a constrained iterative approach 
(Hansen and Clements, 1991) were considered. Be- 
cause the constrained iterative (Auto-LSP 4, ap- 
proach experimentally provided the best overall 
alignments for noisy speech, it will be discussed in 
further detail here. However, a comparison of the 

phoneme boundary alignment performance for each 
of these techniques across four noise types is dis- 
cussed in Section 5. 

The constrained iterative (Auto-LSP) enhance- 
ment approach (Hansen and Clements, 1991) is based 
upon extensions to the sequential two-step maximum 

a posteriori (MAP) estimation of the all-pole speech 
parameters and noise free speech waveform pro- 
posed in (Lim and Oppenheim, 1978). In this ap- 
proach, spectral constraints are applied between MAP 
estimation steps. This was motivated in order to 
improve parameter estimation, reduce frame-to-frame 
pole jitter across time, and provide a consistent 
terminating criterion. 

In the unconstrained two-step MAP estimation 

procedure, it is assumed that the speech signal can be 
modeled by a set of all-pole speech parameters (i.e., 
LPC coefficient vector) a’ and model gain g. The 
estimation process essentially iterates between two 

4 
The constrained iterative method (Auto:I,LSP:T) which is 

developed in (Hansen and Clements, 1991). will be referred to as 

Auto-LSP. 



J.H.L. Hansen, B.L. Pellom/Speech Communication 21 (1997) 369-189 175 

sequential MAP estimations. In the first step, a MAP 

estimation of the clean speech vector s’ is obtained 
from the noisy input vector y. In the second step, a 
MAP estimation is used to produce the model pa- 
rameters a’ given ? obtained in the previous step. 

In the constrained iterative approach, two types of 
spectralconstraints are applied between MAP estima- 
tion steps. These consist of inter;frame constraints 

applied to the line-spectrum-pair (LSP) parameters 
across time and intra:frume constraints applied to 
the autocorrelation parameters across iterations. The 
inter-frame constraints are applied in order to ensure 

that the vocal tract characteristics do not vary con- 
siderably from frame-to-frame. Likewise, intra-frame 
constraints are applied to ensure that the all-pole 

model is stable and that it possess speech-like char- 
acteristics (e.g., poles do not migrate too close to the 

unit circle and cause overly narrow formant band- 
widths). This constraint also controls the conver- 
gence rate of the estimation process. 

4. Speech enhancement algorithm formulation 

4. I. Algorithm o~len~iew 

Fig. 3 illustrates the overall enhancement scheme. 
Here, we note that processing begins by short-time 
analysis in which the degraded waveform is divided 

into windowed frames of width 240 samples (30 
msec) with 75% frame overlap (7.5 msec frame 

rate). Each frame is labeled into one of eight broad 
phoneme classifications using the time-aligned pho- 
netic transcription provided by the text-directed par- 
titioning algorithm described in Section 3. 

For each phonetically labeled frame of data, the 
enhancement processing first separates frames of 
silence from frames of speech activity (i.e., frames 
labeled as stops, fricatives. vowels, etc.). Silence 
frames are used to update a power spectral estimate 
of the noise. while labeled speech frames require 
further processing. Here. we note that for each noisy 
frame of speech. an LPC derived cepstral vector is 

initially computed. 
Using the computed LPC cepstral vector, speech 

frames are enhanced using a vector quantization 
(VQ) codebook in the following manner. First, the a 
priori knowledge of the speaker’s gender is utilized 

to select an initial 128-element VQ-codebook gener- 
ated from gender partitioned clean speech. Utilizing 
the phonetic classification of the current speech 
frame, the number of codewords in the codebook is 
reduced via a predetermined constraining function. 
The phoneme class constrained (and gender depen- 

dent) VQ-codebook is then searched for an Nhes, set 
of codewords which have spectral characteristics 

matching closely to the true clean speech. To accom- 
plish this task, the cepstral projection measure devel- 
oped in (Mansour and Juang, 1989) is utilized. 

Finally, the spectral characteristics of the Nhe,t 
LPC VQ-codewords are combined to form an esti- 
mate of the clean speech power spectrum. However, 
a secondary temporal constraint is applied in order to 

reduce frame-to-frame pole jitter and control the rate 
at which the power spectral estimate is allowed to 

change across time. This ensures spectral continuity 
and reduces artifacts incurred due to errors in the 
spectral estimation process. Using the temporally 
constrained speech power spectral estimate, the de- 

graded frame of data is enhanced by applying a 
Wiener filter in the frequency domain. The time 
waveform is recovered by inverse transforming the 
data with the phase information taken from the de- 
graded speech. 

In the following sections, a detailed discussion 
will focus on (i) the class constrained VQ-codebook 
formulation, (ii) the VQ-codebook adaptation tech- 

nique, and (iii> the speech spectral estimation and 
noise filtering operation. 

4.2. Class constrained VQ-codebook,formulcrtion 

The VQ-codebooks for the enhancement algo- 
rithm are created as follows. The 699 sentence TIMIT 
training corpus described in Section 3.2 is parameter- 
ized using the first 10 LPC coefficients calculated 
from windowed frames of width 240 samples and 
overlap of 75%. The resulting clean speech feature 
vectors are partitioned by gender and quantized to 

form two 128-element VQ-codebooks (one male. one 
female). 

The distance between test vectors and codebook 
entries is defined using the cepstral projection mea- 
sure developed in (Mansour and Juang. 1989). The 
motivation for this distance metric comes from an 
extensive analysis of the effects of wideband noise 
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Fig. 3. Block diagram of proposed text-directed speech enhancement algorithm. The enhancement process is shown for the ith degraded 

frame of data. 
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distortion on cepstral parameters. Mansour and Juang 
noted that in the presence of additive white Gaussian 
noise, the norm of the cepstral vectors tended to be 
reduced. This effect is more pronounced for vectors 
of small norm compared to those of large norm. 
Further, it was found that lower-order coefficients 

were more susceptible to noise corruption than 
higher-order coefficients and that the direction of the 

vector was less affected by the noise than the vector 
norm. The cepstral projection measure exploits the 
property that noise corrupted cepstral vectors are less 
sensitive to angle perturbation. Furthermore, this op- 

eration is-defined as the projection of a test cepstral 
vector, gt, onto the normalized reference cepstral 

vector. C,, 

To facilitate the usage of the cepstral projection 
measure, each VQ-codebook LPC vector is mapped 
to a corresponding precomputed LPC cepstral repre- 
sentation. Here, each 12-coefficient cepstral vector is 
obtained from the lo-coefficient LPC codeword us- 

ing the recursion relation (Deller et al., 1993), 

n-1 

-nc, - na, = c (n - k)C,_kukr 

k= 1 
(2) 

where c, represents the nth cepstral coefficient, and 
uk represents the kth LPC coefficient for a particular 
codeword. Since lower-order cepstral terms are more 
susceptible to noise than higher-order cepstral terms, 
a liftering function as described in (Mansour and 

Juang, 1989) is used, 

l,(i) = [1+6Ssin($), 2<i< 12, (3) 

lo, i= 1, 

where I,(i) represents the ith liftering coefficient 
weight. 

4.3. VQ-codebook adaptation technique: motivation 

In the presence of high levels of background 
noise, extracted feature vectors can become severely 
corrupted. This can make the task of choosing appro- 
priate codebook entries which match the spectral 

characteristics of the intended clean speech quite 
difficult, despite employing a robust distance metric. 
However, even more problematic are instances in 
which codebook entries selected to best represent the 
estimated clean speech spectra contain mismatch in 

formant location or bandwidth. Errors such as these 
can lead to perceptually annoying artifacts and fur- 

ther degrade the quality of the processed waveform. 
One can think of the VQ-codebook of LPC speech 

vectors as a quantized representation of the vocal 
tract characteristics where each LPC speech vector is 

assumed to have been generated from perhaps one or 
more vocal tract configurations (Larar et al., 1988). 
Likewise, each LPC codeword can be interpreted as 

being a member of one or partially the member of 
more than one broad speech class. Hence, it is 
assumed that there exists a relationship which 

nonuniquely associates VQ codewords to distinct 
speech classifications. 

Knowledge of this relationship is certainly useful 
in the context of text-directed speech enhancement. 

If known, or estimated, the number of VQ-code- 
words searched in order to determine the estimate of 
the true clean speech power spectrum can be re- 
duced. Furthermore, if the degraded frame of speech 

can be reliably classified, the likelihood that the 
estimated speech spectrum possesses characteristics 
of the true speech can be increased. In other words, 
despite the level of noise, the search into the VQ- 

codebook is reduced in such a way so that the 
remaining codewords contain fewer gross mis- 
matches in formant location, bandwidth, or other 
spectral characteristics. 

4.4. VQ-codebook adaptation technique: implemen- 

tation 

A gender dependent VQ-codebook adaptation 
procedure is formulated in the following manner. 

Frames of clean speech from the 699 sentence cor- 
pus described in Section 3.2 are partitioned by gen- 
der and classified into the eight broad classes using 
the time alignments provided by the TIMIT database. 
Each classified frame is parameterized into a vector 
consisting of 12 LPC cepstral coefficients using Eq. 
(2). For each training vector, the codebook entry 
with the closest cepstral projection distance was 
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Fig. 4. Plot of the probability of selecting various codewords from a VQ-codebook versus broad phoneme classification of a test frame of 

data. Here, the probability of selection is shown vertical while the codebook index is plotted along the horizontal for the (a.) stop class and 

(6.) nasal class. 

determined. This data was used to sequentially up- 

date a matrix in which the i,j entry contains the 
estimated a posteriori probability that, for a frame 
labeled as phoneme class i, codeword j has the 

smallest cepstral projection distance (i.e., 

p(Cj INASAL) for Fig. 4(b)). TWO rows of this 
matrix are shown in Fig. 4. 

From Fig. 4 it should be readily apparent that 

certain codebook entries are favored for each 
phoneme class. For this particular example, the top 5 
most probable codewords for the stop class are 79, 
73, 75, 76 and 84. However, the top 5 most probable 
codewords for the nasal class are 76, 23, 19, 43 and 
20. In order to quantify this correspondence in a 

manner which would facilitate the development of 
search constraints, one must define (i) a measure of 
the amount of constraint which is applied to the 
VQ-codebook search and (ii) a method of selecting 
which codebook entries will comprise the search 
space for a given level of constraint. 

The search space and constraint level are defined 
as follows. Let S, represent the set of all codewords 
contained in the VQ search space for phoneme class 

j given VQ-codebook C (i.e., 5, c C>. Let y’ repre- 
sent a test vector from the training data with prela- 
beled phoneme classification ycLASs. Furthermore, 
let D represent a codebook distance metric such that 

the closest codeword Z,,,,,, in C from y’ can be 
written as 

Zmin = arg mm (D( J,<)) for < E C. 

Then a search constraint parameter 5 can be defined 
such that 

with the condition that the number of codewords in 

Sj is minimized for fixed 6. 
Essentially, f represents the estimated likelihood 

that the closest codebook entry from an arbitrary test 
vector y of class j will be a member of the con- 
strained VQ search space, S,. This does not mean 
however, that the best codebook entry must always 
be contained in this search space, since as we will 
show, the resulting spectral estimate is made up of a 
weighted sum of the Nbest VQ-codebook entries. 



J.H.L. Hansen, B.L. Pellom/Speech Communication 21 (I%‘71 169-l& 

STOP NASAL 

179 

01. 

(i.) o S&W-! &ACE&E (#~ODEi&WS;2 S:dlRCH &ACE & (#*iODE&DS;2 

Fig. 5. Plot of i versus the minimal number of codewords required in the VQ search space for the (i.l stop phoneme class and (ii.) nasal 

phoneme class 

Therefore, if the ideal codebook entry is not selected 
or is not present in the VQ-codebook, additional CB 
vectors as well as the weighted summation can actu- 
ally produce a modified estimate which is potentially 
closer to the true noise-free observation vector. Val- 
ues of i near zero indicate tight constraints, or a 

small search space, while values of 5 near one 
indicate relaxed constraints, or a large search space. 
The condition on S,, for a particular value of 6 
indicates the method by which codebook entries are 
selected to comprise the search space. For example. 
with the condition that the number of codewords in 

S, be minimized for a fixed 6, the members of the 
search space are determined based upon selecting a 
series of most frequently mapped codewords. 

Using the male speakers from the 699 sentence 
training corpus and male VQ-codebook, a plot of i 
versus the minimal number of codewords required in 
S, is shown for the stop and nasal classifications in 

Fig. 5. Here, it is clear that only a few codewords are 
needed to characterize these speech classes com- 
pared to the total VQ-codebook size. For example, 
with only a nasal search space of 40 codewords, 90% 
of all nasal training vectors will have a closest fitting 

codeword inside the search space. These findings 
would suggest that an exhaustive search of the VQ- 
codebook is not warranted on a frame-by-frame ba- 
sis, and further supports the motivation for a class- 
dependent VQ search constraining mechanism. It 
also suggests that by restricting the codebook search, 
we are reducing the probability of selecting a code- 

book entry which has a low probability of accurately 
representing that phoneme class. 

4.5. Speech spectrum estimation technique 

An estimate of the clean speech spectrum is ob- 
tained from the phone-class constrained VQ- 

codebook in the following manner. The cepstral 

projection measure between each codeword (refer- 
ence vector) and the degraded frame (test vector) is 
computed. A series of Nbeat codewords which have 
the smallest cepstral projection distance are retained 
and weighted to determine an intermediate estimate 
of the speech power spectrum for frame i as follows: 

where g represents the estimated gain of the all-pole 
speech model, a,,,k represents the kth LPC coeffi- 

cient from the nth closest codebook vector, and 
w(n) is an experimentally chosen weighting factor. 
The weighting function weights codebook entries 
which have smaller cepstral projection distances 

greater than entries with larger cepstral projection 
distance. For this study, an exponentially decaying 
weighting function was chosen, 

e I’ ,I 

W(R) = C;z\/ep 1,A (7) 

It should be noted that, for practical implementation, 
the value for Nhc,, must be forced to be less than or 
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equal to the dimension of the constrained search 
space for any given frame (i.e., the maximum num- 
ber of codewords included in the summation in Eq. 

(6) is the total number of codewords in the con- 
strained VQ-codebook). 

Next, in order to reduce artifacts and impose a 
level of naturalness to the rate at which the speech 
spectrum is allowed to change across time, cme speech 

power spectrum estimate at frame i, P,“‘(w), is 
computed as a linear combination of spectra from the 
current frame and that of the previous frame. Here, 
the time evolution spectral weighting factor, 4, is a 

constant which depends on the phoneme class of the 
labeled frame. 

&)( w) = +( g.,,,,) iy< w) 

+(1 - ~(?cL4ss))$-1’w 

for 0 < 4( LASS) < 1. 

This reduces frame-to-frame pole jitter and ensures a 
measurable level of spectral continuity which is 
known to be a problem in iterative Wiener filter 
methods as previously identified by Hansen and 
Clements (1991) using inter-frame spectral con- 
straints. At phone-class boundaries, the constraint is 
not applied to allow for sharper transitions between 
the classes. In this manner, transitions between stops 
and vowels, for example, are not overly smoothed. 

Using p:,“‘(o) as an estimate of the clean speech 
power spectrum, the ith degraded frame, yi(n), is 
enhanced using a Wiener filtering operation to obtain 

an estimated clean speech frame, i;(n). Here, the 
Generalized Wiener filter is given as (introducing the 
noise scaling factor LY~ and power exponent i>, 

Py)( w) 
l/2 

Hi( co) = 
&)(w) + cYiPn( 0) ’ (9) 

where P,,(o) represents the estimated noise power 
spectrum, and the attenuation factor, ai, is adjusted 
on a frame-by-frame basis using the relationship 

(10) 

Here SNRi is the estimated signal-to-noise-ratio for 
the ith degraded frame, represented as the frame 

energy (i.e., speech plus noise energy, not in deci- 
bels) divided by the mean noise energy, and (Y,,, is 
a constant used to adjust over-estimation of the noise 
power spectrum which balances noise suppression 
and residual speech distortion. In our simulations, 

(Y max was set to 30. This attenuation rule therefore 

attempts to adaptively over attenuate low-energy 
frames (e.g., stops and fricatives) which may be 
more noise corrupted than high-energy speech frames 

(e.g., vowels and diphthongs). For example, for a 
high energy vowel frame, SNRi will be much larger 

than 1, therefore (Y,, /(l + SNR,) will be less than 

1, resulting in (Y~ = 1. However, for a low energy 
frame such as a fricative, SNR, will be close to 1. 

Therefore, 1 + SNRi will be close to 2, and (~,,,/(l 
+ SNRi) will be close to 15. Therefore, given that 
ff max is set to 30 in our simulations, the possible 

range for the attenuation factor is 1 Q (Y~ d 15. This 
was found to produce a reliable balance between 

noise suppression and speech quality. It is noted that 
the somewhat higher peak value of 15 for (Y~ occurs 
because the exponent used in the Wiener filter is 3, 

rather than the typical value of 1. 

5. Experimental evaluations 

5.1. Speech evaluation corpus and noise sources 

An additional 100 phonetically balanced sen- 

tences were extracted from the TIMIT database for 
algorithm evaluation. This speech corpus consisted 
of 39 unique sentences spoken by 42 male and 16 
female speakers. Each TIMIT sentence was down- 
sampled to 8 kI-Iz. In total, the corpus is comprised 
of 36006 frames of speech (240 samples per frame, 
75% frame overlap). All 100 sentences were used for 
the objective quality assessment as well as for the 
evaluation of the text-directed phoneme-class parti- 
tioning algorithm. 

Four noisy environments were used for algorithm 
evaluations. These noisy environments included flat 
communications channel noise (FLN), aircraft cock- 
pit noise (AIR), helicopter fly-by noise (HEL), and 



J.H.L. Hansen, B.L. Pellom/Speech Communication 21 (1997) 169-189 181 

Fig. 6. Time versus frequency characteristics for noisy environments considered during algorithm evaluations. Noise sources include AIR: 

aircraft cockpit noise (upper left); HWY: automobile highway noise (upper right); HEL: helicopter fly-by noise (lower left); and FLN: flat 

communication channel noise (lower right). 

automobile highway noise (I-WY). Time versus fre- 
quency characteristics for each noise source are 
shown in Fig. 6. 

5.2. Speech partitioning algorithm evaluation 

The text-directed speech partitioning algorithm 
was evaluated as follows. For each speech waveform 

of the evaluation corpus, the hand-labeled 8 kHz 
sampled phonetic transcription from the TIMIT 
database was converted into one of eight broad 

phoneme classes. Furthermore, the time-alignments 
of the transcription were removed in order to gener- 
ate a phoneme label sequence. Using this sequence 

of phoneme classes, a composite HMM network was 
constructed. 
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Prior to the alignment procedure, each speech 

waveform was corrupted with one of four additive 
noise sources (AIR, FLN, HEL, HWY) at global 
signal-to-noise ratios of 10, 5, 0 and -5 dB. As 
described in Section 3, the original degraded wave- 

form is enhanced prior to alignment using the (Auto- 
LSP) constrained iterative enhancement algorithm. 

However, for purposes of comparison, the spectral 
subtraction enhancement algorithm (Boll, 1979) was 

AIRCRAFT COCKPIT NOISE (AIR) 
I I I 

- c.AuTo:I,LSP:T 

MEAN PARSINGMISALIGNMENT 
WITH FRONT-END ENHANCEMENT 

0 5 
SIGNAL-TO-NOISE RATIO (dB) 

also considered. After the alignment procedure was 
completed, the estimated phoneme-class transcription 
was compared against the hand-labeled TIMIT 
boundaries from which the mean and standard devia- 
tion of the misalignments were recorded for each 

noise level and each noise source. 
Partitioning results for flat communications chan- 

nel noise are shown in Fig. 7 and Table 1. Fig. 7 also 
summarizes mean boundary misclassification for air- 
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Fig. 7. Mean misalignment of phoneme class boundaries versus global SNR for the following four noise sources: AIR: aircraft cockpit 

noise; HWY: automobile highway noise; HEL: helicopter fly-by noise; FLN: flat communications channel noise. Boundary misalignments 

are shown for (a) no font-end feature enhancement, (b) spectral subtraction front-end feature enhancement, and (c) with Auto:I,LSP:T 

front-end feature enhancement. 
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Table I 
Boundary misalignments from hand-labeled data given in millisec- 

onds in terms of mean and standard deviation for flat communica- 

tions channel noise (FLN) 

Phoneme parser boundary misalignment for FLN 

Front-end processing Global signal-to-noise ratio 

-5dB 0 dB 5 dB 10dB 

No enhancement 364 msec 282 msec 153 msec 78 msec 

rr =332 (T =290 o = 168 (T = 123 

Spectral subtraction 172 msec 123 msec 78 msec 52 msec 

tr=197 a=155 0=115 u=76 

Auto-LSP 126 msec 77 msec 46 msec 36 msec 

rr=155 cr=106 cr=65 o = 48 

craft cockpit noise, helicopter fly-by noise, and auto- 
mobile highway noise. Each signal-to-noise ratio and 

processing configuration (i.e., no font-end, spectral 
subtraction, Auto-LSP) represents a mean misclassi- 

fication rate from the lOO-sentence test set. Here, it 
can be seen that without front-end feature enhance- 

ment of the observation vectors, the partitioning 
performance (as indicated by the mean misalign- 
ment) rapidly deteriorates. Moreover, the standard 

deviation of the misalignments steadily increases as 

noise levels are increased. 
In general, partitioning experiments indicate that 

spectral subtraction provides reasonable improve- 
ment in both the mean and standard deviation of 
boundary misalignment over the original degraded 
without front-end feature enhancement. However, 

the Auto-LSP algorithm was found to provide slightly 

improved performance over spectral subtraction for 
low-frequency colored noise and significantly im- 
proved performance for wideband noise distortion. In 

addition, the variance of the misalignment was found 
to be lower for the Auto-LSP enhancement algorithm 
for each noise source and each noise level examined. 

5.3. Enhancement algorithm ecaluation 

5.3.1. Algorithm parameter settings 

A series of simulations were conducted in order to 
determine areasonable range for the algorithm pa- 

rameters. The four parameters shown in Table 2 
were considered based on informal listener evalua- 
tions and reviewing the resulting objective quality 

Table 2 

Summary of algorithm variables for which reasonable ranges of values were determined by enhancement simulations 

Algorithm parameter range determination 

Variable 

: 
N bc,, 
dn) 

Description 

Search Constraint Level, controls size of search space, value dependent upon broad speech class 

Continuity Constraint, controls rate of speech spectrum estimate across time, dependent upon broad speech class 

Number of codewords used for the speech power spectrum estimation 

Wetghtmg functton of Nbc_ codewords for speech power spectrum estimation 

Table 3 

Summary of suggested algorithm parameter settings for extremely noise environments. The values of [ and 4 are summarized across the 

seven phoneme classes. For some phoneme classes, parameter ranges are indicated 

Summary of settings for proposed algorithm 

Algorithm parameter 

Broad phoneme classification 

ST FR AF NA sv VL DT 

0.5 0.7-0.8 0.5 0.5 0.5-0.7 0.5 0.5-0.6 

0.1-0.3 0.1-0.3 0.1 0.1-0.3 0.3 0.1-0.3 0.3 

15 

e- ““/Eagle- “‘, rf= 0.05 
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Fig. 8. Mean Itakura-Saito Likelihood Measure results using a 100 sentence TIMIT test set in four noise environments for (a) original 

degraded, enhanced using (b) generalized spectral subtraction, (c) traditional spectral subtraction, (d) Auto-LSP constrained iterative Wiener 

filter, and (e) the proposed text-directed algorithm. 

measures (from 20 short 3 second utterances). Both 
the search constraint parameter, 5, as well as the 
continuity parameter, c#+ are dependent upon the 
broad speech class of each frame of data. As a 
consequence, parameter ranges for these variables 
were determined for each broad speech classification 
using frames of speech classified using the time- 
aligned phonetic labels provided by the TIMIT 
database. Finally, differing types of codebook vector 

weighting functions w(n) were investigated along 
with the number of Nbest codewords which are re- 
quired in the speech power spectrum estimation pro- 
cedure for Eq. (6). In addition to the exponential 
decaying function in Eq. (7), we also considered 
averaging of the Nbest entries, 

1 
W(E) = N’ 

best 
(11) 
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as well as a weighting scheme which utilized the 

cepstral projection distance, 

(12) 

where d, represents the cepstral projection distance 

of the nth Nbest codeword to the degraded speech 
cepstral vector. 

Based upon these evaluations, the parameter set- 

tings shown in Table 3 were found to be the best for 
the four noise sources in high noise conditions (e.g., 
SNRs near -5 dB). It was found that the search 

constraint level, f, as well as the number of code- 
words used in the speech power spectral estimation 
equation, share the greatest impact in reducing over- 
all noise distortion. Furthermore, it was found that 
the continuity parameter, 4, had little effect on 
objective quality scores. However, informal listening 

tests indicate that this parameter modifies the charac- 
teristics of residual artifacts in the enhanced speech 
waveform in such a way that they are smoothed, and 

less noticeable. Finally, three types of codeword 
weighting functions were investigated as weighting 

factors for terms in the denominator of the speech 
power spectrum estimate (Eq. (6)). For all noise 
cases, the number of codewords which led to the 

highest objective speech quality was found to range 
from 10 to 15. A comparison of the three weighting 
methods showed that the choice of weighting criteria 
did not significantly influence overall objective 

speech quality. While the exponentially decaying 
weighting function was found to lead to slightly 
lower IS measures, and hence used for subsequent 
algorithm evaluations, further studies may reveal 
more effective weighting procedures depending on 
the particular background distortion. 

We point out here that the suggested parameter 
values shown in Table 3 are for extremely noisy 
environments. For less degrading conditions, the 

search constraint parameter, (‘, should be increased 

in order to allow more codewords into the VQ-search. 
This is especially true for high energy speech sec- 
tions such as vowels and diphthongs (which have 
larger cepstral vector norms, and as a result, are less 
susceptible to angle perturbation). 

5.3.2. Objective quality assessment 

Objective quality evaluations were conducted us- 
ing aircraft cockpit noise (AIR), helicopter fly-by 
noise (HEL), automobile highway noise (HWY), and 
flat communications channel noise (FLN). As in the 
partitioning algorithm evaluations, global signal-to- 

noise ratios of 10, 5, 0 and -5 dB were examined. 
Objective quality evaluations were conducted using 

the Itakura-Saito (IS) likelihood measure (Quac- 
kenbush et al., 1988) and levels of objective quality 

were examined across broad phoneme classifications. 
Table 4 illustrates quality improvement for speech 
originally corrupted by aircraft cockpit noise at 0 dB 
SNR. Overall quality improvement in voiced and 

unvoiced sections of speech for each noise source is 
summarized in Fig. 8. This improvement is demon- 

strated by a reduced mean distortion value in IS 
measures compared to the original degraded speech. 
For purposes of comparison, evaluations with tradi- 

tional spectral subtraction (Boll, 1979) generalized 
spectral subtraction (Berouti et al., 19791, and Auto- 
LSP constrained iterative speech enhancement (Han- 
sen and Clements, 1991) are also included. The 
Auto-LSP algorithm was terminated at the third iter- 
ation for all noise sources and levels except HWY 
noise, which showed the best performance at the 
fourth iteration. 

In terms of each noise condition, the text-directed 
approach was found to provide the greatest amount 

Table 4 

Objective quality assessment across broad phoneme classes for 

100 sentences degraded by aircraft cockpit noise at 0 dB SNR for 

(a) original degraded, (b) enhanced using generalized spectral 

subtraction, (c) enhanced using spectral subtraction, Cd) enhanced 

using Auto-LSP constrained iterative Wiener filter. and (e) pro- 

posed algorithm 

Aircraft cockpit noise (0 dB global SNR) 

Itakura-Saito Likelihood Measure 

Sound type (a) (b) Cc) Cd) (e) # frames 

Silence 6.08 6.63 6.77 4.51 0.93 5087 

Vowel 2.78 1.07 0.83 0.96 0.52 13402 

Nasal 3.23 3.13 3.92 3.00 1.80 2258 

stop 7.13 5.31 3.61 2.96 1.25 6584 
Fricative 16.8 13.1 7.09 5.53 2.03 5361 

Semivowel 4.49 2.44 2.00 1.82 1.17 3308 

Voicediunvoiced 6.35 4.36 2.86 2.40 1.10 30919 

Total 6.31 4.68 3.41 2.69 1.08 36006 
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Table 5 

Mean of IS measures computed from each frame of speech activity contained in the 100 sentence evaluation speech corpus for original 

degraded (0 dB SNR), enhanced using generalized and traditional spectral subtraction, Auto-LSP constrained iterative Wiener filter and 

enhanced using proposed text-directed algorithm 

Mean of IS measures at 0 dB 

Noise 

type 

Original 

degraded 

Generalized 

spectral 

subtraction 

Traditional 

spectral 

subtraction 

Auto-LSP 

constrained iter. 

Wiener filter 

Proposed 

algorithm 

FLN 2.96 2.88 3.49 2.31 1 .I6 
HEL 5.95 3.60 5.02 3.85 1.21 
HWY 10.1 4.79 2.97 3.24 0.76 
AIR 6.37 4.36 2.86 2.40 1.11 

of speech quality improvement for low frequency 

noise sources (e.g., HWY, HEL, AIR). For example, 
the text-directed approach reduced the mean IS mea- 
sure for 0 dB automobile highway noise (primarily 
narrow band and low frequency) from 10.1 for the 
original degraded to 0.76 for the enhanced. This 
improvement was confirmed through informal lis- 
tener tests from a number of enhanced waveforms. 
Improvements for wideband noise (e.g., FLN) were 
not as significant, however, modest improvements in 
global mean IS measure across all noise levels were 

achieved. Compared with linear and generalized 
spectral subtraction, the text-directed approach was 

found to consistently lead to greater reductions in 
mean IS measures for every noise condition exam- 
ined. In fact, the spectral subtraction approach 
showed difficulties enhancing the slowly varying 

noise sources such as helicopter fly-by noise and 
aircraft cockpit noise while the text-directed ap- 
proach provided significant improvements. The text- 

directed approach also outperformed the Auto-LSP 

constrained iterative method for all four noise 
sources. Examples of improvements in mean IS mea- 
sure for each noise condition at 0 dB SNR are shown 

in Table 5. Here, it is noted that the text-directed 
approach provided the greatest reductions in global 
mean IS measure. 

Perhaps more importantly, the text-directed ap- 
proach was found to provide reduced standard devia- 
tion of IS measures compared to the original de- 
graded, generalized spectral subtraction, and spectral 
subtraction enhanced waveforms. This suggests more 
consistent and uniform levels of quality improve- 

ment across a time utterance. An example of im- 
provement of this type is shown in Table 6. Here, it 

is noted that significant reductions in the standard 
deviation of IS measures resulted for helicopter fly-by 
noise, automobile highway noise, and aircraft cock- 
pit noise. Modest improvements are shown for flat 
communications channel noise, however, it should 
be pointed out that the spectral subtraction approach 
actually led to both an increase in mean and standard 

Table 6 
Standard deviation of IS measures from mean computed from each frame of speech activity contained in the 100 sentence evaluation speech 

corpus for original degraded (0 dB SNR), enhanced using generalized and traditional spectral subtraction, Auto-LSP constrained iterative 

Wiener filter and enhanced using proposed text-directed algorithm 

Standard deviation of IS measures at 0 dB 

Noise Original 

type degraded 

PLN 3.86 
HEL 11.54 

HWY 22.23 
AIR 16.49 

Generalized 

spectral 

subtraction 

4.92 
8.36 

13.45 
11.91 

Traditional 

spectral 

subtraction 

5.04 
11.24 

9.64 
1.93 

Auto-LSP 

constrained iter. 

Wiener filter 

2.36 
6.52 

6.42 
4.33 

Proposed 

algorithm 

3.08 
2.66 

2.33 
2.52 
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deviation of the IS measures at this signal-to-noise 

ratio. This is not surprising due to the amount of 
musical tone artifacts which are introduced by the 
spectral subtraction algorithm at this noise intensity. 

5.3.3. l@ects of partitioning errors 

Evaluations thus far have demonstrated measur- 
able speech quality improvement using the partition- 

ing and enhancement algorithms in the four noise 
conditions. However. it is possible that partitioning 

errors could occur as noise environments become 

more severe. even if front-end enhancement is em- 
ployed prior to phone-class partitioning. To investi- 
gate this point, a series of simulations were con- 
ducted using the text-directed approach with speech 

partitions assumed to be known prior to enhance- 
ment (i.e., time-aligned using hand marked TIMIT 
labels). From this study, we learned that the IS 

objective quality measure could be improved on the 
average across the three noise sources (AIR, HWY, 
HEL) and four SNRs by 4.9% when compared to the 

original degraded IS measures ‘. The amount of 
objective quality improvement was more significant 
for broadband flat communications channel noise 

(i.e.. average IS measure improvement of 1.15 versus 
1.61). The results also show that speech quality 
using automatically parsed phoneme regions differs 
only slightly from the hand-labeled case for global 
SNRs ranging from 5 to 10 dB (i.e., an average IS 
difference of 0.57 versus 0.81) ‘. This would suggest 

that the speech partitioning algorithm provides rea- 
sonable phoneme classifications at these noise levels. 
As expected, the difference in performance becomes 
greater for lower SNRs. Furthermore, the perfor- 
mance difference at -5 dB is greater for moderate 

’ The percentage change in objective speech quality measure 

for a given noise type and SNR is obtained as follows: 

6= 
dlS(orig, degraded) - d,,(enhanced using parsed labels) 

d,,(orig. degraded) - d,,(enhanced using TIMIT labels) 

’ It is noted that for values of the IS objective speech quality 

measure in the range from [ 1 : 51. additive noise is clearly per- 

ceived in informal subjective listener tests. However, when the IS 

measure drops below 1 for the application of evaluating output 

speech enhancement algorithm performance, it is recommended 
that subjective performance be emphasized. We make this sugges- 

tion. since average IS measures below 1 do not always reflect the 

level of artifacts which are sometimes introduced by the enhance- 

ment algorithm (i.e.. musical tones in spectral subtraction). 

to wideband noise (e.g., AIR, FLN) compared to 

more narrowband noise (e.g., HEL, HWY). While 
performance can improve if true phoneme class 
boundaries are employed, as the results from Tables 
5 and 6 show, using estimated phone-class bound- 
aries within the proposed enhancement method pro- 
duces output speech which is of superior objective 

speech quality, and is more consistent than either 
traditional or generalized spectral subtraction meth- 

ods. 

5.3.4. Subjectiue qualifi assessment 

Subjective quality evaluations were conducted in 
the form of an A-B comparison test. In this sce- 
nario, listeners are presented with a pair of sentences 
and asked to judge which sentence in the pair pos- 
sesses higher quality. Here, the definition of quality 
is left open-ended so that the listener is free to set 

their own internal quality standard. Hence, some 
listeners may decide quality based upon the percep- 
tual pleasing aspect of the waveform or lack of 

background distortion, while others may decide based 
upon the intelligibility of the processed speech. 

Because informal listen evaluations of processed 
speech from the text-directed algorithm indicated the 
smallest level of improvement for flat communica- 
tions channel noise, this noise source was considered 
for the A-B comparison test in order to gain a better 

understanding of the lower performance bounds of 
the enhancement approach. 

In particular, subjects were presented with 2 sets 
of 15 sentence pairs. All sentences were taken from 
the TIMIT database and downsampled to 8 kHz. In 

total, these I5 sentences were comprised of speech 
spoken by 7 female and 8 male adults. In the first set 
of 15 pairs, subjects were presented with noisy un- 

processed speech degraded with flat communications 
channel noise at a global signal-to-noise ratio of 5 

dB as well as the same noisy speech after enhance- 
ment with the text-directed approach. For the second 
set of 1.5 sentence pairs, subjects were asked to 
decide their preference for speech enhanced with 
spectral subtraction with 3 frames of magnitude av- 

eraging (Boll. 1979) or the proposed text-directed 
enhancement algorithm. 

A total of 20 listeners took part in the quality 
assessment evaluation. Of these, 3 listeners were 
familiar with the speech enhancement field (i.e., they 
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possessed some knowledge of various algorithmic 
approaches but were not overly familiar with the 
proposed algorithm), while the remaining 17 were 
not familiar with any enhancement approach. All 

listeners possessed normal hearing, and claimed to 

have no history of hearing impairment. 
The results of the preference test were computed 

as follows. For each listener, the percentage of votes 

for one type of processing was compared to the 
percentage of votes for the remaining processing 
type. Furthermore, it was decided that a listener has 

a preference for processing method A over B if the 
listener prefers A more than 60% of the time. A 
listener is said to have no preference for either 
method if their preference lies between 40% and 

60%. 
Using the scoring definitions above, the results of 

the listening evaluations indicate that 12 listeners 
preferred the text-directed approach over the unpro- 

cessed noisy speech, 6 listeners preferred the noisy 
speech, and 2 listeners showed no preference. Of the 

listeners who preferred the noisy unprocessed speech, 
2 listeners stated afterwards that, although the en- 
hanced speech contained considerably less noise, the 
noisy speech was slightly more intelligible. A third 
listener who preferred the noisy speech stated that 
since there was some “unpredictable” residual noise 

in the processed waveform, and that they preferred to 
listen to the noisy speech which possessed a constant 
noise level. This comment is not surprising, how- 
ever, since it was determined through informal listen- 

ing of processed speech that the algorithm typically 
shows weakest performance in wideband noise, typi- 
cally leaving behind a slight “rustling” effect in the 
background when the SNR falls below 10 dB. Fur- 
thermore, these results are encouraging in light of the 
objective quality evaluations presented in Fig. 8. 
Here, we note that the objective quality improvement 
for the text-directed approach is not as substantial for 

wideband noise distortion, while a much greater 
improvement is demonstrated for the remaining noise 
sources. This would suggest that preference for the 
text-directed approach should be even greater for the 
remaining three noise sources. 

When compared to linear spectral subtraction in 
the same setting, the text-directed approach favored 
well. In particular, 13 listeners preferred speech pro- 
cessed with the text-directed approach, 4 listeners 

preferred spectral subtraction, while 3 listeners 
showed no preference for either approach. One lis- 

tener who preferred spectral subtraction over the 
text-directed approach felt that, despite the musical 

tone artifacts, the speech processed with spectral 
subtraction was slightly more intelligible. A second 

listener stated that he preferred the spectral subtrac- 
tion approach because the artifacts were “interest- 

ing” to listen to. Of the 13 listeners who chose the 

text-directed approach, many concluded that the 
speech processed by the text-directed method 

sounded much more natural compared to traditional 
spectral subtraction. 

6. Conclusions 

In this paper, an off-line enhancement approach 
has been proposed in which processing is adapted 
based upon the phoneme sequence obtained from the 

spoken text of the degraded utterance. Such an ap- 
proach is useful in many off-line enhancement appli- 

cations, where knowledge of the phone class content 
may be known or estimated (e.g., automatic en- 
hancement of old analog recordings of speeches, 
aircraft cockpit voice recordings, etc.). In this ap- 
proach, speech was partitioned into regions of eight 
broad phoneme classifications using a hidden Markov 

model based alignment strategy. It was illustrated 
that improvements to phoneme boundary alignments 
can be obtained via front-end enhancement process- 
ing. In this case, the constrained iterative Auto-LSP 

algorithm was shown to provide better phoneme 
label alignment when compared with the linear spec- 
tral subtraction algorithm. Furthermore, a novel vec- 

tor quantizer enhancement scheme was adopted in 
which phoneme classifications of each labeled frame 
were used to adapt the search space of the VQ- 
codebook. This is motivated in order to improve 

speech spectral estimation in the presence of noise, 
and reduce the potential for severe mismatch in 
spectral characteristics in the estimated spectrum. 
Additionally, a temporal continuity constraint was 
utilized to reduce frame-to-frame pole jitter and to 
provide consistency across time in the enhanced 
waveform. 

The algorithm was evaluated using both objective 
as well as subjective quality assessment techniques. 
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Here, the text-directed approach was shown to im- 

prove the quality of degraded speech over a broad 
range of noise sources (i.e., flat communications 
channel noise, aircraft cockpit noise, helicopter fly-by 

noise, and automobile highway noise) and over a 
broad range of signal-to-noise ratios (i.e., 10, 5, 0 

and - 5 dB). In each case, the proposed method was 
shown to have improved objective quality over tradi- 

tional and generalized spectral subtraction methods, 
as well as the Auto-LSP constrained iterative method. 

Subjective quality assessment was conducted in the 
form of an A-B comparison test. Results of these 
evaluations suggest that, for wideband noise distor- 

tions, the proposed algorithm is preferred over the 
unprocessed noisy speech more than 2 to 1 while the 

proposed algorithm was preferred over traditional 
spectral subtraction by more than 3 to 1. 
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