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Abstract—Automatic IP Multicast Without Explicit Tunnels
(AMT) has recently been proposed as an enabling technology
to expand multicast content availability in the Internet. Using
AMT, clients in unicast-only networks can establish tunnels to
AMT relay servers to receive multicast content over unicast-
only networks. In this paper, we study the task of mapping
unicast clients to AMT relay servers in a way to minimize
bandwidth use in the content providers’ network while main-
taining load balanced situation across relays. We formulate the
relay assignment problem as an instance of NP-hard bin packing
problem and propose different solutions for application scenarios
with or without considering client-relay server proximity. Our
evaluations demonstrate the potential benefits of the proposed
solutions under different scenarios.

Index Terms—Content distribution, bandwidth efficiency;

I. INTRODUCTION

Scalable and efficient distribution of video has been an
important issue for content providers to succeed in the compet-
itive content distribution market. A compelling solution to this
problem can be provided by IP multicast. Most transit network
providers support IP multicast, enabling a content provider to
scalably reach the clients whose access networks support IP
multicast. However, due to slow deployment of IP multicast in
access networks, most clients can only use unicast to access
the content. As the number of unicast clients increases, the
bandwidth cost of supporting these clients increases linearly,
limiting the gain of IP multicast in transit networks.

One solution that has been proposed by the IETF com-
munity until more and more networks start supporting IP
multicast is the use of Automatic IP Multicast Without Explicit
Tunnels (AMT) [1]. The basic approach in AMT is to carry
video content over IP multicast as much as possible before
falling back to unicast. This is achieved by installing AMT
relay servers at the periphery of the IP multicast enabled
network and have unicast clients to connect to these relays via
automatic unicast tunnels to access the content. For example,
Figure 1 depicts a multicast enabled network with four AMT
relays at the periphery of its domain and several unicast
clients accessing the multicast content via AMT relays. This is
desirable for the content provider as it would minimize video
transportation cost compared to the case of supporting those
clients via end-to-end unicast. In addition, as more and more
unicast clients use AMT tunnels to reach multicast content,

the increased volume of AMT traffic would provide a strong
motivation for their network providers to support IP multicast
in their domains. As a result, AMT is expected to serve as
a catalyst to facilitate the global deployment of IP multicast
service in the Internet.
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Fig. 1: AMT Network
One of the key issues here is how to assign unicast clients to

AMT relay servers. The current AMT draft simply proposes
the use of IP anycast to direct unicast clients to the closest
relay server. If the contacted relay server is overloaded with
many clients, then it can re-direct the client to an alternative
relay server based on some heuristic. However, this basic relay
assignment scheme does not consider bandwidth efficiency
in the multicast network as a performance metric. Instead, it
actually assigns relays in a way to minimize unicast network
overhead (i.e., delay and bandwidth overhead between the
clients and the relay servers). In the current scheme, many re-
lay servers may end up joining many different multicast groups
resulting in many fat distribution trees in the multicast enabled
network. This situation increases the bandwidth consumption
over the multicast network and therefore increases the video
distribution cost for the content provider. Note that one of the
main goals in AMT is to minimize the video transportation
cost for the content provider by minimizing the bandwidth
usage in the multicast network. Therefore, it is necessary to
consider bandwidth efficiency in the multicast network while
performing relay assignment.

In this paper, we propose an alternative relay assignment
mechanism that assigns clients to relays in a way to minimize
the average number of multicast groups that each relay server
joins. Our initial formulation purely focus on minimizing
bandwidth utilization in the multicast network. Accordingly, it
ignores the proximity between the clients and the relay servers
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which may result in longer end-to-end delays and higher traffic
load in the unicast networks. Our second formulation attempts
to include client to relay proximity as an additional constraint
to reduce the overhead in the unicast network as well. Our
third formulation considers an offline version of the problem
and tries to assign clients to relay servers accordingly.

We formulate the relay assignment problem as a variation of
bin packing problem and propose several alternative solutions
under different scenarios. When designing and evaluating
our solutions, we consider performance metrics related to
bandwidth utilization and load balancing across relay servers.
Our evaluations show that a solution which does not consider
the proximity provides significant gain in utilizing multicast
network resources. A solution that considers the proximity
may consume more resources but it still outperforms the
current practice of AMT relay assignment. We also provide a
near optimal offline solution and discuss its practical usability.

The rest of the paper is organized as follows. Next section is
on related work. Sections III and IV present solutions with and
without considering proximity respectively. Section V presents
a near-optimal offline algorithm without considering proximity
and Section VI discusses its practicality. Finally, Section VII
concludes the paper.

II. RELATED WORK
Our work can be seen within the area of scalable content

delivery in the Internet. A significant amount of studies have
been conducted on scalable content distribution and we refer
the reader to [2] for a survey on content delivery networks
(CDNs). Load balancing in content delivery has been studied
in several context including web server systems and CDNs [3],
[4]. Other related work includes replica/agent replacement
that has been studied in several context including reliable
multicast [5] and CDNs [6], [7].

Our problem is closely related to a well-known NP-hard
bin coloring problem (BCP). In BCP, colored items/balls are
packed into bins based on some objective related to the colors
of the balls during placement.

In [8], Krumke et al. study an online BCP where the goal
is to pack balls into bins uniformly so as to minimize the
maximum number of different colors assigned to a bin. In
this problem, authors consider having at most q partially filled
bins in the system. Whenever a bin is completely filled, it is
removed from the system and a new empty bin is added into
the system to keep the number of partially filled bins at most
q. The solutions in this work do not directly apply to our work
as (1) we work with a predetermined fixed number of bins and
(2) we consider more attributes of balls besides color.

A recent work by Lin et al. studies an offline minimum bin
coloring (MinBC) problem [9]. In this work, colored balls are
packed into a fixed number of bins. The goal is to pack balls
such that the maximum number of different colors in each bin
over all the bins is minimized. The authors present a linear
time approximation algorithm to achieve near optimal solution,
i.e., OPT + 1 solution where OPT is the optimal solution
for the offline version of the MinBC problem. In our context,
we are interested in minimizing the sum of the number of

different colors in each bin. The algorithm presented in [9] can
be used as a potential solution to our offline problem but may
not necessarily be the best one as our objective is somewhat
different from that of the MinBC problem.

III. AMT RELAY ASSIGNMENT WITHOUT PROXIMITY

We divide our analysis of the problem into several steps.
In the first step, we study a relatively simple version of the
problem where we map unicast clients to AMT relay servers
without considering proximity between the clients and the
servers. In the next section, we consider the proximity issue
and develop a solution for that case.

Our objective in the current scenario is to minimize the
number of channels that each relay server serves so that
a content provider can minimize the bandwidth demand on
the multicast network. It is also desirable that the mapping
algorithm achieves a level of load balancing across relay
servers with respect to the number of channels that each relay
joins and the number of clients that they support. Note that,
the solution to this problem may cause inefficiency in unicast
network by assigning clients to far away relays and some relay
servers may experience high client load. This version of the
problem may be suitable for applications which are adaptive to
end-to-end delay. We consider the delay sensitive application
scenario in the next section.
A. ON-BP: An Online Algorithm for Relay Assignment

We formulate the problem as an instance of BCP. In this
formulation, a join request is represented by a ball. We assume
that the balls are of the same size, i.e., fixed bandwidth
requirement. Multicast group identity is represented by the
color of a ball. An AMT relay server is represented by a bin
with a fixed capacity c > 0. Assume that we have n bins.
Each ball has a color out of k colors.

We define two cost metrics for placing balls to bins: (1)
delay cost (dcost) and (2) bandwidth cost (bcost). Dcost refers
to the end-to-end delay between a client and an AMT relay and
it is used as the cost of placing a ball into a bin. Bcost refers
to the overall bandwidth utilized in the multicast network to
transport multicast data from content server to all the relays
for all multicast groups. In the formulation, bcost is given
as the summation of distinct colors in each bin over all the
bins. In the application context, bcost depends on the size
of a multicast tree. In practice, the number of receivers of
a multicast tree can be used to represent the size of a tree.
A more precise calculation of tree size requires counting
the number of links on a tree. Given that our evaluations
are comparative and due to the difficulties in identifying a
representative multicast tree, our bcost definition corresponds
to the number of receivers (i.e., the number of AMT relays)
representing the size of the tree.

Consider a stream of balls of different colors that arrive in
some order. We are asked to place each ball at its arrival into
a bin with no replacement allowed afterwards. The current IP
anycast based AMT relay assignment is a version of the BCP
problem where the objective is to minimize the dcost while
ignoring the bcost. We call this approach to relay assignment
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as BaseCase algorithm. In our current scenario, we consider
bcost as the only optimization metric and include dcost into
the formulation in the next section. In this case, in order to
minimize bcost, the relay servers should serve as few groups
as possible. If we group the same color balls into bins as
much as possible, we can reduce the total number of different
colors among all bins and hence can achieve the bandwidth
efficiency in multicast network. The solution to this problem
can be given as the solution to online bin packing problem.
The heuristic (ON-BP) for this is given below as Algorithm 1.

Algorithm 1 Online Algorithm (ON-BP)
for Each ball arrival/departure event do

if Arrival of color i ball then
if No partially filled bins contain ball(s) of color i then

Put a ball in the least loaded bin and decrease bin capacity by 1
else

/* Some partially filled bins have ball(s) of color i */
Put the ball in partially filled bin with maximum number of that
color balls and decrease bin capacity by 1

else
/* Departure of color i ball */
Remove the ball and increase bin capacity by 1

B. Evaluation of ON-BP

We compare the performance of ON-BP to that of Base-
Case. Our comparison metrics include bcost, dcost and two
additional metrics related to load distribution behaviors: (1)
the number of groups each relay subscribes (Ch-LD) and (2)
the number of clients each relay serves (Cl-LD). We use root
mean square error (RMSE) to report the divergence of the
system configuration from a balanced case as the performance
indication of the algorithms w.r.t. both load balancing metrics.

We synthetically generated several experimental cases with
different number of balls, colors, and bins representing clients,
multicast groups, and relay servers for our evaluations. In
this paper, we only report results for experimental configu-
rations with 1 million balls (approx), 50 bins, and 500 colors.
The comparative performance of the algorithms for different
parameter values are observed to have similar patterns as
presented here and hence not included in the paper.

We use two different distributions to assign colors to the
balls, namely Zipf distribution and normal distribution. Related
work in user behavior analysis in content distribution suggests
that client requests follow a Zipf-like distribution [10], [11]. In
a Zipf distribution, we have a small number of popular colors
while a large number of non-popular colors (colors represent
multicast groups).

For the first experiment, we randomly select the number of
balls for each color from a Zipf distribution where the color
with highest number of balls has 200,000 balls and most colors
have balls in hundreds. For the second experiment, we select
the number of balls for each color from a normal distribution
with mean value of 2,000 and standard deviation of 500. After
the balls are colored, we use a randomized arrival pattern for
the arrival of balls of different colors into the system. The two
experimental configurations given in Table I.

Figure 2 compares ON-BP and BaseCase algorithms based
on bcost. In the figure, the x-axis represents the number of

Expr. #Color #Bin Distribution Bin Cap. #Balls
1 500 50 Zipf 17708 885400
2 500 50 Normal 19931 996541

TABLE I: Experiment configurations

balls available into the system and y-axis represents the bcost.
We compute the value of bcost after each ball arrival/departure
event but plot the value only at increments of 10K balls
added into the system. Clearly, Figure 2 shows that ON-BP
has significant gain in bandwidth utilization as compare to
BaseCase. Also note that bcost counts for the total number of
different colors from all the bins and, in the worst case, each
bin contains all colored balls. So, the upper bound for the
bcost value with our configurations (bins=50 and colors=500)
is 25000. As seen in the figure, bcost of BaseCase is very
close to this worst-case bound while the bcost of ON-BP is
significantly lower. We observe the same performance behav-
ior under both distributions. Also, note that the performance
of ON-BP depends on the number of colors (channels) and
not on the number of balls (clients) and hence, there is no
drastic increase/decrease in cost metrics. For example, once
the system contains balls of all different colors, bcost increases
only when a bin with the same color balls is full and the
incoming ball has to be put in a bin that does not contain
any balls of that color. At this time, the bcost value increases
by one. Thus, the algorithms scale irrespective of number of
clients.
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Fig. 2: Bandwidth efficiency (Bcost)
Next, we study the performance of ON-BP w.r.t. dcost met-

ric which was not considered in the design of the algorithm.
We compute the performance of the algorithms w.r.t. dcost by
recording the dcost rank of the bin that a ball is placed into.
That is, for each ball, we sort all the bins based on their dcost
value w.r.t. the ball and record the rank of the bin that the ball
is assigned to. After getting the rank for each client, we take
the average of all the ranks. The average rank values for ON-
BP are 25.37 and 25.50 under Zipf and normal distributions,
respectively. This indicates that, on an average, each client
is connected to 25th possible relay server, suggesting a truly
random assignment w.r.t. dcost. For the BaseCase algorithm,
we get the average values of 1.03 and 1.02 under Zipf and
normal distributions, respectively. This suggests that almost
all the clients are connected to their respective nearest relay
servers incurring minimal dcost (at the expense of incurring
significant bcost values as mentioned before).
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Next, we analyze how many groups each relay serves (i.e.,
Ch-LD cost) according to ON-BP algorithm. We evaluate Ch-
LD cost by calculating the deviation of Ch-LD value from
that of a load balanced configuration for the distribution of
colors to bins. For this, we compute the RMSE values of the
Ch-LD deviations after every addition of 10K balls into the
system during the simulations. The maximum RMSE value
that occurred during the lifetime of the experiments are 2.23
and 7.07 for Zipf and normal distribution, respectively. These
small RMSE values indicate that ON-BP algorithm performs
well and yields near-optimal load balanced situation in terms
of number of groups each relay serves. On the other hand, in
the case of BaseCase algorithm, average RMSE values repre-
senting Ch-LD costs are 473.29 and 467.05 for experiments
with the Zipf and normal distributions, respectively. These
high values suggest that each relay server serves approximately
all groups.

Finally, we look at the ball distribution to bins, i.e., Cl-LD
cost. We find the average number of balls per bin and use it
to compute the deviation of the number of balls in each bin
from the average. We use these deviation values to compute
the RMSE as a single error value and plot these values in
Figure 3 after every addition of 10K balls into the system.
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Fig. 3: Relay-to-client load balancing cost in RMSE (Cl-LD)
In the figure, the maximum Cl-LD values for our experi-

ments are small as compared to the capacity of each bin and
are acceptable as long as the deviation from the average value
is not considerably high. The peaks in Figure 3 indicate the
unbalanced situation. This situation arises when the system
contains lots of balls of a color and they all are grouped
in single bin. Some bins with few balls and some almost
reaching the capacity create the unbalanced situation indicated
by peaks in the graphs. Also, when system approaches the
overall capacity, Cl-LD cost starts to decrease and we get the
load balanced situation at high load. In the case of BaseCase
algorithm, Cl-LD costs are low as each relay is close to
approximately equal number of clients.

To summarize, ON-BP algorithm does not consider clients-
relay servers proximity and connects the client to any relay
to provide efficiency in the multicast network. The content
providers can use this algorithm for delay adaptive applications
so that they can minimize their content distribution cost in the
multicast network.

IV. RELAY ASSIGNMENT CONSIDERING PROXIMITY

In this section, we study the relay assignment problem for
delay sensitive applications. For this type of applications, it

is necessary that the client should get the content from a
nearby relay to experience minimal latency and reasonable
performance. Our goal here is to limit client-to-relay server
delay by a given max-delay value while placing balls into bins.
Under this given constraint, our algorithm tries to optimize
bcost metric during ball assignment.
A. ON-PROX: An Online Algorithm Considering Proximity

We now present an algorithm, called ON-PROX, that
attempts to find good solutions. The ON-PROX algorithm
in Algorithm 2 groups the same color balls as in ON-BP
algorithm but with limited relay options. Now, the only relay
servers available for selection are the relay servers which are
within the given proximity (i.e. maxdelay value) of the client.
In this algorithm, mt,j is the dcost of putting ball t in bin j,
i.e., dcost between client t and relay j. One can obtain mt,j

values by using active measurements or by using an Internet
coordinate system such as Vivaldi [12].

Algorithm 2 ON-PROX Algorithm
for Each event of ball arrival/departure do

if Arrival of ball t of color k then
mt,j : cost of putting ball t in bin j (dcost)
Aj : set of partially filled bins with mt,j < maxdelay
if Aj ̸= ϕ then

if No bin in Aj contains any ball of color k then
Put t in bin j ∈ Aj with min mt,j value.

else
/* Bj ⊂ Aj : bins with balls of color k */
Put t in bin j ∈ Bj with min mt,j value.

else
Find the partially filled bin among all bins with min mt,j value
and put the ball in that bin

else
/* Departure of ball t */
Remove the ball and increase bin capacity by 1

Depending on the specified maxdelay value, the set of relay
nodes satisfying the delay requirement may contain: (1) no
relays, e.g., no relay within the proximity and the client has to
join a far away relay, (2) some relays, e.g., these are the relays
with tolerable delay values and client can choose any of them,
or (3) all relays, e.g., all relays are within the proximity limit
of the client. This scheme relaxes the requirement of assigning
a client to the closest relay server so as to utilize the BaseCase
algorithm in finding a solution that tries to consider both bcost
and dcost metrics. Next, we present the performance of this
new algorithm.

B. Evaluation of ON-PROX

We evaluate the performance of ON-PROX algorithm using
a similar experimental setup as in Section III-B and using a
similar set of performance metrics including bcost, dcost, Ch-
LD and Cl-LD costs. For simplicity, we only consider ball
arrivals and ignore ball departures as the latter does not affect
the performance of the algorithm significantly.

Figure 4 analyzes the effect of proximity and hence the
effect of maxdelay values on bandwidth efficiency (i.e., bcost).
It shows that when clients join the nearest relay as in the case
of BaseCase, each relay serves almost all the groups (indicated
by high values for bcost). As the maxdelay value increases,
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more and more relays become available for clients. Thus, there
is a greater likelihood that a client gets connected to the relay
which is already serving the content desired by the client.
Hence, the value of bcost decreases and we achieve bandwidth
efficiency.
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Fig. 4: Bandwidth efficiency - (bcost)

Next, we analyze dcost values using the same procedure as
presented in Section III-B. Here, we get the rank values for
dcost as 2.28 and 2.76 under the Zipf and normal distributions,
respectively. These results indicate that, on an average, each
client is connected to the second nearest relay server which
is a significant improvement on dcost metric compare to the
performance of ON-BP.

For the Ch-LD cost, the algorithm performs similar to bcost .
As the maxdelay value increases, the Ch-LD value decreases.
This indicates that by increasing the application maxdelay
value, we can group similar color balls into the same bin and
the Ch-LD cost decreases accordingly.

Last, we analyze the performance of the algorithm w.r.t. the
Cl-LD cost. Similar to the analysis in Section III-B, we use the
RMSE values to show the deviation of current configuration to
the load balanced configuration where each relay has to serve
roughly equal number of clients. Figure 5 suggests that the Cl-
LD value increases for both Zipf and normal distribution as
maxdelay value increases for ON-PROX. It remains low for
BaseCase algorithm where clients are distributed uniformly
across the relays.
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Fig. 5: Relay-to-client load balancing cost in RMSE (Cl-LD)

According to Figure 5(a), the highest RMSE value is 2,315
when we have around 750,000 balls in the system. Given
that we have 50 bins, each bin should contain 15,000 balls
in load balanced situation. The deviation from a perfect load
balancing situation is 16%. At this time, 20 out of 50 bins
have number of balls outside the range 15000± 2315 and for
most of the bins it happens due to our attempt to group similar
colored balls in a bin while satisfying proximity. We have low

RMSE values throughout the runtime and have acceptable load
balanced situation.

To summarize, with respect to bcost, the proposed ON-
PROX algorithm outperforms the BaseCase algorithm but not
as well as the ON-BP algorithm.

V. A NEAR OPTIMAL RELAY ASSIGNMENT SCHEME

The algorithms presented so far utilize an online assignment
approach where we do not consider rearrangement in the
system. If we are allowed to rearrange the balls after their
placement, then the problem becomes an offline problem
where at each ball arrival we can consider the current system
configuration as a new problem instance and compute a
solution to optimize ball placement w.r.t. bcost metric. In this
section, we present an offline algorithm for relay assignment
problem. Our goals are (1) to use this algorithm to measure the
comparative performance of the previously presented online
algorithm ON-BP and (2) to study the practicality of using
an offline approach for relay assignment. One implication of
using an offline approach is that the consecutive solutions
to the problem may require moving a number of balls from
their current bins (based on the previous solution) to a new
bin (based on the current solution). If the number of ball
movements is small, then we can claim that an offline solution
is practical. We first present an offline algorithm based on
the bcost metric. We then develop an efficient algorithm for
moving the system from one configuration to another one with
minimal ball movements.

A. OFF-BP: An Offline Algorithm for Relay Assignment

In this section, we first formulate the offline problem
as a version of bin packing problem and then present an
approximation algorithm, called OFF-BP, to solve it.

Let xi > 0 represent the number of balls of color i where
i ∈ [1, k] and

∑k
i=1 xi ≤ nc, where n is number of bins and

c is the capacity of each bin. The offline bin packing problem
can be formulated as follows:

Find the configuration zi,j (zi,j represents number of i
colored balls in bin j) that satisfies the relations:

zi,j ≥ 0, integer, i ∈ [1, k] and j ∈ [1, n];
k∑

i=1

zi,j ≤ c, j ∈ [1, n] and
n∑

j=1

zi,j = xi, i ∈ [1, k];

min bcost, where bcost is given by:

bcostj = |{i : zi,j > 0}| ; bcost =
n∑

j=1

bcostj .

Since each color has a positive number of balls and they
must go in some bin(s), it should be clear that for any feasible
solution, bcost ≥ k. However, being an instance of BCP,
our problem is an NP-complete problem, and therefore, we
propose an approximation algorithm in Algorithm 3.

Here, the number of split tasks does not exceed n − 1. A
task that is not split corresponds to balls of one color being
placed into a bin. Split tasks correspond to balls of a color
being placed into multiple bins. The number of such colors is
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Algorithm 3 Offline Algorithm (OFF-BP)
n: num. of bins; k: num. of colors
xi: num. of balls of color i; cap[j]: capacity of bin j
Let x1 ≥ x2 ≥ . . . ≥ xk be sorted order of balls
cap[j]← c for all j ∈ [1, n]; i← 1
while i ≤ k do

llb ← Least loaded bin from n bins
if xi ≤ cap[llb] then

put xi balls of color i in bin[llb]
cap[llb]← cap[llb]− xi

i← i+ 1
else

put cap[llb] many balls of color i in bin[llb]
xi ← xi − cap[llb]
cap[llb] = 0

no more than n−1 resulting that bcost ≤ k+n−1. We know in
any feasible solution (hence in any optimal solution) bcost ≥
k. Thus, the ratio of our solution to the optimal solution is
at most 1 + n−1

k and, when k ≫ n, this ratio is close to 1.
Thus, our algorithm gives a good approximation to the optimal
solution to this NP-complete problem.

B. Evaluation of OFF-BP

We use the same experimental setup and performance met-
rics (i.e., bcost, Ch-LD and Cl-LD costs) as in Section III-B
to evaluate the performance of OFF-BP algorithm.

The evaluations for bandwidth efficiency are provided as in
Figure 6. Again, we plot the bcost values when the system
consists of multiple of 10K balls in total. As we use 500
different colors in our experiments, the optimal value for
system cost should be bcost ≥ 500. It means that if we get
bcost value near to 500 then we have a near to optimal ball
arrangement. The maximum value for bcost at the 90% system
capacity are 519 and 500 respectively for our experiments
compare to 543 and 605 as in the case of ON-BP algorithm.
These values indicate the divergence of ON-BP from the
optimal OFF-BP ball arrangement.
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Fig. 6: Bandwidth efficiency - (bcost)
Our evaluations for the Ch-LD cost have the average RMSE

values of 3.57 and 0.02 respectively during the lifetime of
simulations for both experiments (i.e., with Zipf and normal
distribution data). These are acceptable values as they indicate
near to equal distribution of groups to serve for all relay
servers. Similarly, the Cl-LD costs are also low as shown
in Figure 7. The figure indicates the deviation from the load
balanced situation which is very low in the case of second
experiment with normal distribution of balls and is acceptable
in the case of first experiment with Zipf distribution of balls.
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Fig. 7: Relay-to-client load balancing cost in RMSE (Cl-LD)

Our OFF-BP algorithm provides a near optimal relay as-
signment for our application at a given instance in time. One
challenge in adapting OFF-BP for our application context is
the fact that solutions to consecutive instances of the offline
problem are independent of each other and converting the
current system configuration to the new one may require a
significant number of ball movement across the bins. One
possible way to avoid this ball movement cost is to use
ON-BP algorithm at each ball arrival as long as it does not
increase bcost significantly. When bcost increases by certain
threshold, we can use OFF-BP algorithm to calculate the near
optimal solution w.r.t. bcost. Note that this does not necessarily
eliminate the ball movement problem but reduces the number
of such operations. Thus, our next challenge now is to devise
an efficient algorithm to move the balls across the bins with
a minimum number of ball movements. As long as the ball
movement is low and infrequent, we can use a strategy of using
ON-BP algorithm as the base algorithm and calling OFF-BP
algorithm when the current bcost value diverges from the one
given by the optimal algorithm by some threshold value.

VI. SYNCHRONIZATION OF ON-BP WITH OFF-BP
In this section we propose a solution to find optimal ball

movements which minimizes the number of ball movements
in converting the current online (ON-BP) ball arrangement to
near-optimal offline (OFF-BP) ball arrangement. The move-
ment of balls captures the cost of moving the client from
one relay to another one. This includes scheduler informing
the client about the move and client temporarily receiving
the content from both relays during the move. Given this
communication cost during the move operation, moving the
minimum number of clients helps us minimize this cost.

Once we find the offline ball arrangement, we can number
the bins in any arbitrary way. Our aim is to come up with a
permutation of bins that maximizes number of stationary balls
during synchronization. The tasks involved are (1) to find the
right permutation of bins and (2) to find the balls to be moved
so as to minimize the number of movements. We approach
these tasks as below.
A. Finding Optimal Ball Movement

Here, we find the balls to be moved in different bins to
minimize the movement. We assume that we have an offline
configuration with right bin numbering. We will find the right
permutation of bins in the next subsection.
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Consider two configurations {zi,j} and {wi,j} satisfying
the constraints:(1) No bin contains balls exceeds its capacity.
(2) Total number of balls for specific color should be the
summation of that colored balls from all bins. (3) Number
of balls of each color is the same in both configurations.

We want to move some balls from a bin to another so as to
change the configuration {zi,j} to the configuration {wi,j} and
minimize the number of balls moved. The charge for moving
a ball from bin l to bin m is given by cl,m = 1, if l ̸= m and
0 otherwise.

Here bin numbering is fixed in both configurations. It should
be clear that we can treat balls of distinct colors separately
since movement of one color does not affect that of another.

The following result helps in determining the minimal
number of ball movements and finding which balls have to be
moved from which bin to which other bin. We can formulate
this problem as a minimum cost network flow problem. Note
that there is an alternative simple approach to find the optimal
ball movement if putting the ball in different bins incurs the
same cost. The developed solution here is also useful in the
future when we consider the case in which putting the ball in
different bins incurs different cost.

Let the directed graph G(j) be defined by:
G(i) = [N1∪N2∪{s, t}, E(i)] where |N1| = |N2| = n and

E(j) = E
(j)
1 ∪ E

(j)
2 ∪E

(j)
3 with

E
(j)
1 = {(s, l) : l ∈ N1}, E(j)

2 = {(m, t) : m ∈ N2}
E

(j)
3 = {(l,m) : l ∈ N1;m ∈ N2}.

Here s is the origin and t is the destination. Edge capacities
are us,l = zl,j , um,t = wm,j , and ul,m = ∞ where l,m ∈
[1, n] and cost per unit for the edges are

cs,l = 0, l ∈ [1, n]; cm,t = 0, m ∈ [1, n];

cl,m = 1 if l ̸= m or 0 otherwise, l,m ∈ [1, n].

Lemma 1: In any optimal solution to this problem, the
flow fl,l on edge (l, l) satisfies the relation: fl,l =
min[zl,j , wl,j ]; l ∈ [1, n]. Moreover, any feasible solution in
which the above condition is met is optimal.

Proof: Clearly, fl,l ≤ min[zl,j , wl,j ]; l ∈ [1, n]. Suppose
fl,l < min[zl,j , wl,j ], for some l in some solution. This
implies that, in this solution (which we may assume to be
integral without loss of generality), fl,k > 0 where k ̸= l
and fp,l > 0 where p ̸= l. Consider a new solution which is
different from the previous one only in the following changes:
f ′
l,l = fl,l+1; f ′

l,k = fl,k−1; f ′
p,l = fp,l−1; f ′

p,k = fp,k+1.
It is straightforward to check that the new solution is

feasible and the cost is strictly smaller. Hence the given
solution cannot be optimal giving rise to a contradiction.

Since these variables are fixed, we can reduce the problem
to the following set of data: z′i,j = zi,j −min[zi,j , wi,j ] and
w′

i,j = wi,j − min[zi,j , wi,j ]. Note that at least one of these
two is 0. Now we can change in the above graph, the node
set N1 to S(i) = {j : z′i,j > 0} and the set N2 to T (i) =
{j : wi,j > 0}. Moreover, us,l = z′l,j , um,t = w′

m,j , ul,m =

∞, cs,l = 0, cm,t = 0, cl,m = 1, where l ∈ S(i) and m ∈ T (i).

Since all costs are equal, any feasible solution for this modi-
fied problem is optimal and these are easy to obtain by a linear
time algorithm. Thus, in the original problem any feasible
solution that satisfies the relations:fl,l = min[zl,j , wl,j ]; l ∈
[1, n] is optimal. Hence the lemma follows. Therefore, the cost
of an optimal solution is given by

n∑
j=1

n∑
i=1

z′i,j =

n∑
j=1

n∑
i=1

{zi,j −min[zi,j , wi,j ]} =

n∑
j=1

n∑
i=1

{wi,j −min[zi,j , wi,j ]} =

n∑
j=1

n∑
i=1

w′
i,j

We illustrate all this with an example below. In this
example, n = 3; k = 5; the set of values for zi,j and wi,j are
given in the two 3× 5 tables below:

z =
2 3 2 7 4
3 4 1 2 1
5 4 6 0 4

w =
1 1 2 6 4
3 3 4 2 3
6 7 3 1 2

min[z, w] =
1 1 2 6 4
3 3 1 2 1
5 4 3 0 2

z′ =
1 2 0 1 0
0 1 0 0 0
0 0 3 0 2

w′ =
0 0 0 0 0
0 0 3 0 2
1 3 0 1 0

Movement of balls: For color #1, one ball is moved from
bin #1 to bin #3; for color #2, two balls from bin #1 and one
from bin #2 are moved to bin #3; and so on. Optimal total
cost = 10. The number of balls that are NOT moved is 38.
Thus, the cost is higher if the number of stationary balls is
lower. It is good to have a higher number stationary.

We now discuss the next phase (which actually occurs first!)
in which permutation of bins is considered.

B. Finding the Right Permutation of Bins

Here we are allowed to permute the bins in the w table.
We can actually permute both but it is sufficient to permute
one to achieve the same results. We need to find the optimal
permutation after which the ball movement is minimal. This
sets up the following assignment problem which maximizes
the number of stationary balls in the other phase:

xl,m ∈ {0, 1}, l ∈ [1, n] and m ∈ [1, n]
n∑

l=1

xl,m = 1,m ∈ [1, n];
n∑

m=1

xl,m = 1, l ∈ [1, n]

max
n∑

l=1

n∑
m=1

pl,mxl,m, where pl,m =
k∑

i=1

min[zl,i, wm,i].

Here, the constraints state that each number can be assigned
to exactly one bin and each bin can be represented by exactly
one number. The objective function is to assign numbers to
bins such a way that maximize number of stationary balls.

Since we can calculate the values of pl,m easily, this
problem can be solved in polynomial time. For our example
above, the values of pl,m, and the optimal assignment is
given by the following tables:
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14 12 10
6 10 10
8 13 14

1 0 0
0 1 0
0 0 1

We have identity permutation in this example (i.e., after
permutation, bins 1, 2, and 3 will remain as bins 1, 2, and 3,
respectively). As there is no need to change bin numbering, we
had minimal ball movements in the previous subsection. So,
our solution in the previous subsection is the overall optimal
solution. SYNC procedure is described in Algorithm 4 below.

Algorithm 4 Synchronization Procedure (SYNC)
Let z be the current ball assignment from ON-BP
Let w be an optimal ball assignment from OFF-BP
Solve the assignment problem (e.g., using an LP solver) in Phase II to
identify the optimal permutation for w.
Use the procedure in Phase I to move minimum number of balls among
the bins to convert configuration z to configuration w.

The example described in Phase I shows that we only
require small number of additions and subtractions to count
total number of ball movements. These operations can be
performed in polynomial time. Also, Phase II of the algorithm
requires polynomial time O(n3). So, the total time complexity
of SYNC algorithm is O(n3).

C. Evaluating SYNC Procedure

We use the same experimental setup as in Section III-B and
use bcost as the only performance metric to evaluate the per-
formance of SYNC procedure. Our goal is to find the optimal
ball movement to convert the ON-BP configuration to OFF-BP
configuration. Here, we find the ball arrangements and resulted
bcost value using ON-BP algorithm. At the same time, we
count the number of balls of each color to use them for OFF-
BP algorithm. We find the OFF-BP ball arrangements when the
bcost value for ON-BP ball arrangement increments by one.
Then using SYNC procedure, we calculate the number of balls
we have to move to synchronize the ON-BP configuration with
OFF-BP configuration.

Table II gives (1) the number of times SYNC algorithm is
called and (2) the minimum, maximum, and average percent-
age of balls that remain in their current bins (a) by the time all
balls are placed and (b) by the time 90% of the balls are placed.
We see that majority of the calls to SYNC algorithm are when
we get close to system capacity. The largest ball movement
operations occur at the first call to SYNC algorithm where
65% to 82% balls are moved around and this occurs when the
system has 398,548, 442,521, and 729,247 balls respectively
in the experiments. However, the percentage of stationary balls
quickly increase during the subsequent calls (see the average
figures in the table). We expect that in practice an AMT Relay
system will have some excess capacity and therefore 90%
utilization would not occur frequently.

Using synchronization process frequently to gain bandwidth
efficiency in a multicast network may be expensive. It may
cause a large number of clients to be directed to new relay
servers. So, a feasible option is to use the ON-BP algorithm
as long as the bcost value increases by only a certain threshold,
and call the SYNC procedure only when ON-BP diverges from
OFF-BP significantly.

Total min/max/avg #Calls min/max/avg
Expr. #Calls percentages at 90% percentages

Load
1 280 37.94/100/91.66 38 37.94/99.99/81.75
2 60 34.84/99.99/81.53 28 34.84/99.99/79.57
3 486 17.28/99.83/92.26 1 17.28/17.28/17.28

TABLE II: Number of stationary balls.

VII. CONCLUSIONS

In this paper, we have studied relay assignment problem in
the context of AMT based multicast content delivery. We for-
mulated the problem as variation of bin packing problem and
developed different solutions for the applications which do not
consider client-relay server proximity and for the applications
which do. These solutions outperform the current practice of
assigning the clients to nearest relay. Our evaluation results
indicate that the proposed approach which does not consider
proximity gains a significant level of efficiency in multicast
bandwidth utilization while maintaining the balanced load.
The synchronization solution gives optimal ball movements
to convert current online relay assignment to a near optimal
offline relay assignment.
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