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ABSTRACT 

This paper proposes a framework to aid video analysts in 
detecting suspicious activity within the tremendous amounts of 
video data that exists in today’s world of omnipresent surveillance 
video. Ideas and techniques for closing the semantic gap between 
low-level machine readable features of video data and high-level 
events seen by a human observer are discussed. An evaluation of 
the event classification and diction technique is presented and 
future an experiment to refine this technique is proposed. These 
experiments are used as a lead to a discussion on the most optimal 
machine learning algorithm to learn the event representation 
scheme proposed in this paper. 

1. INTRODUCTION 
Large quantities of video surveillance data exist in today’s world. 
Cameras are everywhere constantly recording daily occurrences 
from many angles. The main use for this data is to review tape 
after a known event (e.g. a bank robbery) and gather information 
about that event (e.g. description of suspect) that will aid in 
bringing the offenders to justice. However, if the video analyst 
has no knowledge where and when or even if an event has 
occurred taking appropriate action becomes more difficult. To 
find an event such as this (if it exists) an analyst has to sort 
through many many hours of video tape and make a judgment call 
whether the events pictured in the video require action to be 
taken. Let us consider the example of a corporate security guard 
monitoring surveillance video of a perimeter fence. If the guard 
suspects there may have been a breach of the perimeter fence at 
some point during the last 48 hours, he would have to manually 
review 48 hours of tape for each video camera recording a view of 
the fence to locate the breach. As a typical surveillance system 
may include tens or hundreds of camera angles, this quickly 
becomes a very daunting task. 

 

This security guard (or other video analyst) could be helped a 
great deal if  there existed a computer system which could learn 
events based on training examples and use this definition in 
conjunction with some configuration parameters to differentiate  
between “suspicious” and “normal” behavior.  An interface to 
point out areas of particular interest in offline analysis could then 
be developed. At that time the analyst can exercise his judgment 
as to whether action needs to be taken based on this highlighted 
video segment. 

Intrinsically tied to this work is the problem of bridging the 
semantic gap between the low-level features a machine sees when 
a video is input into it (e.g. color, texture, shape) and the high-
level semantic concepts(or events) a human being sees when 
looking at a video clip (e.g. presentation, newscast, boxing 
match). Any approach to solving this problem must consider 
which low-level features will be extracted, how events should be 
represented and how unlabeled events will be classified. The first 
step towards solving this problem is to develop a robust event 
representation that characterizes the event (a series of frames in a 
video sequence) such that it can be meaningfully contrasted with 
other events. [1, 3, 4, 6] 

The event representation technique suggested in our paper is 
based on the paper by Zelnik-Manor et al. [1]. This method takes 
advantage of the fact that the same event captured by different 
camera configurations looks identical when projected on to the 
temporal dimension. Similar events which differ slightly in scale, 
translation, rotation and even color (different clothing) are 
classified as the same event. This characteristic allows us to 
cluster a video into event-specific segments, devise an event 
comparison method, and define “suspicious” activity by example. 

We proposed and implemented a framework for a suspicious 
event detection system based on this technique. The design and 
implementation details of this framework are given in section 2. A 
preliminary evaluation of this system’s event classification 
component’s performance is given in section 3. In section 4 we 
seek to determine an optimal learning algorithm for correctly 
classifying new  events based on previously known manually(or 
automatically) labeled examples and propose an experiment to 
that end. In section 5 we present our findings and discuss 
advantages and disadvantages of each of the proposed techniques. 
Distributed event detection is discussed in section 7. Security and 
Privacy considerations are given in Section 7. In section 8 we 
summarize the paper and discuss future directions.  
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2. OUR APPROACH  
2.1 System Design 
Our proposed system takes a new unlabeled video sequence and 
multiple labeled video sequences representing different types of 
possible events. It produces a visualization of the content in the 
unlabeled video sequence as output to the user. The user can adapt 
this visualization according to their preferences (i.e. what type of 
event they consider to be suspicious) using the Video Analysis 
Tool interface. Figure 1 shows a block diagram of the system 
design. 

The new video sequence is read in and stored as a matrix of RGB 
values over time (width*height*3*number of frames). This phase 

can be thought of as the extraction of low-level features. An event 
representation (see below) for several overlapping subsequences 
is generated for use in event detection. These newly generated 
events are compared to a set of predefined events using the event 
comparison (distance) function defined below. The events are 
then classified by use of the nearest neighbor algorithm. 

Once each of the overlapping events has a label the system 
generates a summary of events contained within the new video 
sequences and encodes it in an XML document. 

This document is used in conjunction with user input to provide 
the appropriate visualization of the video content. 

2.1 Event Representation 
This representation model effectively measures the quantity and 
type of changes occurring within a scene under the assumption 
that similar events (e.g. running, walking, waving) will have 
similar distributions of change for each of the three dimensions 
considered. A video event is represented as a set of x, y and t 
intensity gradient histograms over several temporal scales. 
Temporal scales are used to model the granularity of motion in an 
event (e.g. in a high-granularity temporal scale local motion like 
the swaying of the arms while walking will be captured while a 
low-granularity temporal scale will capture the overall motion of 

the subject across the frame). In our example we take four 
different temporal scales each with half the number of frames as 
the one preceding it. Temporal scale 1 is usually composed of all 
frames in the video sequence. For example, if Video Sequence V1 
is 120 frames long then the intensity value matrix of V1  

• at temporal Scale 1 includes frames 1,2, ,….120 (120 frames) 

• at temporal Scale 2 includes frames 1,3,5,….120 (60 frames) 
• at temporal Scale 3 includes frames 1,5,9,….120 (30 frames) 
• at temporal Scale 4 includes frames 1,9,17,...120 (15 frames) 
Once we obtain these 3D intensity value matrices for each 
temporal scale we are able to calculate the intensity gradient for 
each of the three directions.  

Intensity gradient values measure the change in the intensity in 
each of the three directions (x,y,t). Histograms of these values 
represent the distribution of change throughout the scene. A 
complete representation of an event is twelve of these 256 bin 
histograms (one for each of the (x,y,t) dimensions over 4 temporal 
scales). The gradient for each dimension is computed by 
averaging the difference between current value and next/previous 
value on the appropriate dimension. Figure 2 illustrates this 
process for a 2-dimensional matrix. 

2.2 Extracting the Event Representation 
After reading in the video segment representing the event 

and extracting the 3D intensity matrix we compute the gradient of 
these values in the x, y and t directions for each of the four 
temporal scales. We then transform these values by taking their 
absolute value and normalizing the gradient vector to a length of 
1. Before the histograms are computed (x,y,t) points where the t 
gradient is not above a certain threshold (these points are less 
relevant to the event) are taken out of consideration.  

 
 

Figure 2 illustrates the calculation of the x and y gradient 
matrix from the original intensity value matrix a. Because our 
data is three dimensional we can extended this method to 
calculate the t gradient matrix as well. 

Histograms are computed by taking the range of these 12 
normalized gradient matrices (x,y,t * 4 temporal scales) and 
dividing it into 256 equal bins. A count of the gradient values that 
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Figure 1: System Design 



fall in each one of these bins is the histogram value at that bin’s 
index. The y axis corresponds to the number of pixels whose 
gradient values fall into a particular bin and the x axis corresponds 
to the bin index. Each bin represents an equal interval of intensity 
gradient values. The cumulative interval of the bins spans the 
entire range of intensity gradient values. These histograms are, 
thus, fairly simple to plot, visualize and compare. 

The histograms of longer length video segments will have larger 
magnitude peaks and thus a larger area. In order to different-
length histograms to one another (to determine whether they 
represent the same event) we will need to normalize this area to 
equal 1.  

After normalizing the area of the histogram the final step is 
smoothing the values. This is done to minimize the effect that 
local mismatches have on the comparison function. We do this by 
walking down the histogram and setting each bin value to the 
average value of the bins in its neighborhood (usually 5 bins on 
either side). While this method produces some artifacts such as a 
gentle slope towards the gradient extremes, it has proved to be 
effective in improving the comparison measure of important 
regions within the histograms. 

 

2.3 Event Comparison 
Once we have a 12 histogram representation of a video segment 
we are tasked with comparing it to the representation of others to 
determine if the two represent similar high-level semantic 
concepts (events). For this purpose a simple squared distance 
measure equation has been devised: 
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Where L is the number of temporal scales ( 4 in our 
experiments) and h(i) is the value of the histogram bin at index i. 
k represents the different dimensions (x,y,t) and l represents the 4 
different temporal scales. 

This measure averages the difference between each bin in the 
histogram of each dimension of each temporal scale over the total 
number of histograms. This produces a number that indicates how 
close the two compared events are to one another. The lower this 
number is the closer the two events are. A distance of zero results 
when an event is compared to itself. 
This comparison function enables the use of the nearest neighbor 
classification algorithm to label an unknown video sequence with 
the label of the known event closest to it (in D2 distance). 

2.2 Event Detection 
Having a good event representation and event comparison 
function allows us to begin to detect and classify events in a new 
video sequence. However, the process determining which video 
frames constitute an event and how to separate adjacent events in 
a video sequence still requires definition. The event detection 
problem is, thus, defined in two different ways in this paper. The 
first is the simplified problem. In this problem we are given a 
video sequence that we know to contain a single event. We are to 
classify this event using our representation scheme and 
comparison function.  In the second, more complex, interpretation 
of the problem we are given a video sequence containing an 

unknown number of events and are to determine which events 
occur and where (what frame numbers) within the video they 
occur. 

The first step in our approach to both versions of this problem is 
generating a set of video segments (and their histogram 
representations) and manually classifying these. One or more of 
these “Classifiers”, as we have dubbed them, exists for each 
possible event in the scene. To improve accuracy multiple 
classifiers representing the same type of event should be different 
lengths, occur in different geographical regions of the scene and 
mirror each other’s direction of motion.  

In the “simple”, one event per video segment, problem a new 
event is classified using the label of the classifier with the closest 
similarity to itself (the smallest distance value). 

The broader problem, where an event can occur at any point 
within the video sequence, is a bit more challenging. To solve this 
problem we use a sliding window through the video sequence to 
capture fixed length events. In our experiment the window length 
was 25 frames with a skip interval of 8 frames.. This means that 
each of the video windows created overlaps several other 
windows. A histogram event representation is generated for each 
of these windows and compared to the classifiers. Similar to the 
above problem each window is labeled according to the classifier 
it is most similar too. However, if this minimum distance is above 
a certain threshold (i.e. we cannot say this event is similar to any 
of the classifiers) the window is labeled as unknown. Each frame 
is then labeled with the mode classification of all the windows 
which contain it. This allows us to derive a frame by frame 
description\annotation of the events occurring within a given 
video segment. Figure 3 demonstrates this concept. 

This paper explores this framework component further in later 
sections. We assess the performance of the techniques discussed 
above in section 3 and propose an experiment to optimize 
efficiency in section 4. 

2.3 XML Video annotation 
Once a video sequence undergoes the event detection described in 
the previous section the events contained within it are stored in 
XML format. Because this format is easily machine readable the 
analyst is now able to sort through the video data much more 
efficiently (using the Video Analysis Tool).  XML is also human-
readable and thus manual viewing of event-content summary may 
also yield a good description of the video segment in question. 
The XML document contains a reference to the video data file, 
video segment specific attributes (such as video length and file 
format), and data on each of the events occurring within the video 
segment. Video events are modeled as complex elements and 
include such sub-elements as event type, event starting point and 
event duration 

This XML document annotation might on some future date be 
replaced by a more robust computer-understandable format (for 
example: the VEML video event ontology language).  This will 
enable a deeper level of event representation within video 
segments by making use of relationship cardinality, context 
definition and other features available within an ontology 
language. 

 



 

 
Figure 3  illustrates the method used to detect events in a video sequence with an 
unknown number of events. Fixed length overlapping windows are compared to 
“classifier” events. Their event type classification is then used to determine the 
event type of individual frames 

2.4 A Video Analysis Tool 
The availability of machine-readable annotation documents, 
whether these are in XML or a specialized video content ontology 
language format, is a big step towards the bridging of the 
semantic gap. A video analysis tool that takes this kind of 
annotation as input and organizes the corresponding video 
segment accordingly is certainly conceivable. This kind of utility 
could function as an aid to a surveillance analyst searching for 
“Suspicious” events within a stream of video data. 

This activity of interest may be defined dynamically by the 
analyst during the running of the utility. The definition would 
then be compared to the video annotation and similar frames 
could be flagged for further analysis. Alternately, the analyst 
could define what is considered to be normal behavior and any 
annotated event deviating from this norm would be flagged. 

Figure 4- Screenshot of Video Analysis Tool Prototype 

The analyst would then consider all flagged areas to determine if 
action is required. A color coated scroll bar (with video segments 
of interest indicated by different colors) may be used as a 
graphical interface for this task. The analyst may then further 

refine the search parameters by marking false and true positives. 
Figure 4 shows a screen shot from a prototype of such a tool. 

3. PRELIMINARY EVALUATION OF 
CLASSIFICATION TECHNIQUE  
We evaluated our classification technique with two different 
experiments. For both of these experiments we provided the 
system with manually labeled video clips (and their event 
representations) of three types (walking, running, and waving). 
These “classifier” video clips all portrayed the same actor on the 
same background (i.e. only the actions were variable). “Classifier” 
clips were of variable length, directionality of the event (e.g. left-
to-right, right-to-left), and geographic location (e.g. waving 
occurred in different parts of the scene). We used Matlab [5] to 
generate the gradient intensity values over four temporal scales. 
From the resulting matrices we constructed the histogram 
representation for each event. We used the histogram distance 
function (section 2) to compare event representations.   
 

The first experimental problem we defined was to recognize and 
classify events irrespective of direction (right-to-left, left-to-right) 
and with reduced sensitivity to spatial variations (Clothing).The 
main assumption made in this experiment is that unlabeled video 
sequences are known to contain only one event. The unlabeled 
events used for testing the system showed the same actor 
performing the same type of events on the same background as in 
the “classifier” videos, while wearing a different outfit or 
“disguise” to try and fool the system. A representation of each of 
these new “disguised” events is generated and compared to each 
of the classifiers using the comparison function described above. 
The new event is then classified using the label of the classifier 
with the closest similarity to itself (the smallest distance value). 
We contrasted this classification with the “truth” (manual 
labeling) of the “disguised” events to evaluate the accuracy of the 
classification scheme.  



 

Table 1 

Comparison of various “Disguised” event representation to the “classifier” events. Minimum distance is highlighted. 

 
Disguise 
walking1 

Disguise 
walking2 

Disguise 
running1 

Disguise 
running2 

Disguise 
running3 

Disguise 
waving1 

Disguise 
waving2 

Walking1 0.97653 0.948 1.411 1.3543 1.3049 13.646 12.792 

walking2 0.45154 0.38097 1.3841 1.1909 1.0021 13.113 12.132 

walking3 0.59608 0.53852 1.0637 1.0071 0.88092 13.452 12.681 

running1 1.5476 1.9412 0.56724 0.61541 0.8114 18.615 18.104 

running2 1.4633 1.844 0.97417 0.95833 1.1042 19.592 18.956 

running3 1.5724 1.8711 0.93587 0.94227 1.1189 18.621 18.029 

running4 1.5406 1.9673 1.0957 0.93731 1.0902 20.239 19.547 

waving2 12.225 10.191 11.629 13.141 12.801 2.2451 3.1336 

 

Table 1 shows the distance between each of the “disguised” 
events (columns) and the “classifier” events (rows). Highlighted 
cells indicate the minimum distance “classifier” event, whose 
label the system will use to label the “disguised” event. 

This method yielded 100% Precision (i.e. all disguised events 
were classified correctly). These results are, of course, not 
necessarily representative of the general event detection problem. 
Future evaluation with more event types, more varied data and a 
larger set of training and testing data is needed (section 4). 

The second experiment evaluated the scenario where an unlabeled 
video can contain any number of events. The goal of this 
experiment was to generate an accurate description of the high-
level events within the unlabeled video. A sliding window was 
used to capture overlapping events of a fixed length (25 frames). 
Each event’s starting point was 8 frames separated from the 
previous event. 

Each of these window events is then classified in the same manner 
as the first experiment. The combined labeling of overlapping 
windows is used to determine the labeling for each video frame.  

Figure 5 illustrates the minimum distance graph used to generate 
the video labeling. When watching the video sequence along with 
annotated event labeling it was observed to be similar to human 
perception. This is a subjective measure of performance and we 
have not yet developed a reliable metric for measuring the 
accuracy of such a video description. One possible option is to 
manually label each frame in the video sequence and compare this 
labeling to the automatic labeling frame by frame. This, however, 
is labor intensive and sensitive to the subjective perception of 
humans during the labeling. 

4. THE PROPOSED EXPERIMENT 
We propose an experiment utilizing the event representation in [1] 
to determine the machine learning algorithm that will achieve 
optimal results in classifying unlabeled video segments based on 

the training data. As a preprocessing step we consider each of the 
1024 (256*4) histogram bins and their value as a feature, resulting  

 

 

in a 1024 dimension feature vector (the traditional input for 
machine learning algorithms). We can further use techniques such 
as principal component analysis to reduce the dimensionality; 
however, in this experiment, we will use the raw feature vector. 

 

 

4.1 The Data 
Each classifier will be fed a video sequence of length one to ten 
seconds featuring one of three events (walking, running, and 
waving). Approximately 20 video clips will be collected and used 
to test each algorithm. The event videos will each contain one 

Walking Running Waving Running 

Figure 5: The minimum distance graph 
used to generate event summary 



actor against a (relatively) motionless background performing one 
of the three actions. The various actors in the event videos will be 
of different sizes, genders and ethnicities and will be wearing 
different clothing. Left to right as well as right to left examples of 
“directional” events (e.g. walking, running) will be included in the 
video data. Different backgrounds will also be used throughout 
the various clips. Video data will be collected using a Canon Z100 
camcorder. 

4.2 Methods 
• Video data will be processed into four histogram 

representation using Matlab 
• Histograms will be reduced into feature vector 
• Feature vectors of 19 (out of 20) clips will be used to train 

classifier (leave one out cross validation) 
• Feature vector of remaining clip will be used to test the 

classifier 
• Output label produced by classifier will be compared against 

ground truth (manual labeling) 
• Repeat these steps for each of the video clips 
• Calculate precision of classifier (correct classifications/all 

examples)  
• Calculate the confusion matrix of classifier (between events) 

4.3 The Classifiers 
The machine learning algorithms to be evaluated as classifiers in 
this experiment are as follows:  

• Nearest Neighbor Algorithm (Histogram Distance Function) 
- This is the classification algorithm proposed in [1] by 
Zelnik-Manor et al. A preliminary evaluation of its 
performance is detailed in the previous section. 

• Nearest Neighbor Algorithm (Euclidean Distance) – This 
algorithm computes Euclidean distance between all feature 
vectors and selects the nearest Euclidean neighbor. 

• Neural Networks- A network of perceptrons containing 1024 
inputs 1 output and multiple hidden layer nodes. Trained 
through the backpropagation algorithm. 

•  Decision Tree- This algorithm constructs a series of decision 
points based on features with minimal entropy. 

5. DISCUSSION 
As is shown in section 3 (albeit on a minimal dataset) the Nearest 
Neighbor classification algorithm using the histogram distance 
measure proposed in [1] performs very well in this kind of 
experiment. It will be interesting to see whether this performance 
level is maintained as the dataset size is increased and the training 
clips are more variable (i.e. different actors and backgrounds). 
Another interesting question is whether comparing histograms as 
feature vectors (rather than taking the average difference of 
corresponding bins) will degrade performance. Highly 
dimensional data can sometimes be problematic for decision tree 
algorithms, as individual features have only a small contribution 
to the classification of the data. Neural Networks, by contrast, 
have shown to be quite successful in recognizing patterns from 
high dimensional examples; however, it is not known if our 
limited dataset will suffice to properly train the network. Other 
classifying algorithms, not discussed in the proposed experiment 
such as support vector machines and Naïve Bayesian might also 
be used. However, for these to work some extra processing steps 
are necessary (defining a reliable probability distribution for 

Bayesian Networks and atomic concepts for support vector 
machines). The adaptation of the video data representation 
discussed in this paper for classification of video events using 
these methods is an in interesting area for further exploration. 

Refining the event classification component of our proposed 
framework for a Video Analysis Tool for Suspicious Event 
Detection will, increase efficiency and thus improve the 
productivity of the video analyst. 
 

6. DISTRIBUTED EVENT DETECTION 
This paper focuses mostly on a single camera environment in 
which the data collection modeling and interpretation are all done. 
This is based on the assumption that one camera observes each 
scene. While this scenario is plausible in a real world surveillance 
scenario a more likely scenario would include several cameras 
watching over the scene from several different angles. The 
challenge now becomes adapting the system described in this 
paper to such a scenario. 
In general we can say that if two camera are imaging the exact the 
same scene from different angles using the same camera 
configurations we can use the single camera training and 
classification methods on each of the cameras and combine the 
results or alternately we can generate the distribution based on the 
combined intensity gradient values from both scenes using a 
general “bucket of gradients” model.  
In most cases, however, cameras will image only partially 
overlapping physical locations. This means that we will most 
likely need to change our system’s focus from analysis of video 
clips to analysis of specific location. That is, an analyst query will 
have to be location specific. For instance, instead of specifying all 
walking events as suspicious the analyst will have to specify all 
walking events in hallway #1 as suspicious. We can then use the 
mapping of all cameras imaging hallway #1 to analyze the events 
in the combination of their captured data. This kind of 
functionality will require adaptation of our video analysis, 
learning and classification techniques as well as enable mapping 
of our logical camera networks to physical locations they are 
imaging. Since a particular location may have different degrees of 
coverage by different camera angles a weighted contribution of 
these cameras to the event analysis will have to be considered.  

 
Figure 6: A typical surveillance system. The imaged 
area (yellow triangle) of some security cameras may 

overlap. We must address the challenges caused by this 
(usually partial) overlap. 

 
 



7. SECURITY AND PRIVACY 
CONSIDERATIONS 
Discussion of data security usually centers on controlling access 
to the data with a focus on preventing access to authorized users. 
Video data objects, unlike relational data, contain information 
with poorly defined explicit context (semantic information). 
Because of this , while we can restrict access to video data based 
on its low-level features, timestamp, and (to some extent) physical 
location, the ability for true content based access control is still 
not attained. Clearly, this problem is quite similar to the video 
summarization problem and an effective technique for bridging 
the semantic gap, recognizing both semantic event and object 
content from low-level features and generating robust video 
descriptions would enable us to better define access control 
authorizations in terms of human understandable concepts.   
Of course, a good access control model should be able to relate 
these high-level concepts to one another thus enabling minimal 
explicit authorizations in the policy base. This modeling can be 
made possible by making extensive use of hierarchical 
taxonomies describing event, object and location relationships, 
perhaps in combination with ontology language context and 
cardinality specifications. As techniques develop for extracting 
high-level concepts from low-level features the specification of 
these relationship will need to become more and more flexible 
and robust. 
Privacy in the video data domain is not a well-defined concept 
(nor is it in other data domains). Work has been done concealing 
the identity of actors in the scene through pixilation or blacking 
out of portions of a frame. It would be interesting to carry out an 
experiment to determine whether such techniques would affect an 
event/behavior analysis such as the one proposed in section 2 of 
this paper. Furthermore these techniques do not guarantee 
“privacy” (defined as protection of the actor’s identity) as 
inference techniques can be used to conjecture at the actor’s 
identity.  Determining identity of people in video is a separate 
difficult problem and a topic of much research work in the nascent 
stages of its development. In other words, to preserve your 
privacy from an automated system the best technique is a false 
mustache. Manual identification is a tougher problem, especially 
as the process of identification is much removed from the actual 
series of images displayed on a monitor. Like most privacy 
research we seek to find a delicate balance. In our case it is a 
balance between obscuring an actor’s identity while still allowing 
the system to determine that actor’s more general properties (e.g. 
detect him as a person). There is much work to be done in this 
area.  

8. SUMMARY AND DIRECTION 
In this paper we proposed a framework for a video analysis tool 
for suspicious event detection. This tool is designed to reduce the 
demanding task of manually sorting through hours of surveillance 
video sequentially to determine if suspicious activity has 
occurred.  We discussed the ideas behind the various components 
of this framework in detail as well as some of the implementation 
specifics. 
We presented the results of some preliminary experiments we 
conducted to gauge the potential of this schema. The results of 
these experiments were promising but more in-depth analysis 
must be conducted before passing judgment on the representation, 
learning and classification schemes discussed in this paper. For 
this reason, we proposed an experiment that would contrast the 
performance of different learning algorithms and determine if we 
can improve upon the current technique. We provided some 
hypothesis on the results of such an experiment and contrast the 
strengths and weaknesses of the various algorithms.  
We have also discussed future work that can be done building on 
the foundations laid out in this paper, including adaptation for 
distributed multi-camera environments and development of a 
complementary access control model to enable content based 
authorization policy. 
In the continuation of this research path we will carry out the 
proposed experiments and report on the results and how they 
conform to our hypothesis.  The addition of an access control 
component to restrict access to video content based on semantic 
events to our framework is another area that we are interested in 
exploring further. 
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