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ABSTRACT

In recent years, database as a service (DAS) model where
data management is outsourced to cloud service providers
has become more prevalent. Although DAS model offers
lower cost and flexibility, it necessitates the transfer of po-
tentially sensitive data to untrusted cloud servers. To ensure
the confidentiality, encryption of sensitive data before its
transfer to the cloud emerges as an important option. En-
crypted storage provides protection but it complicates data
processing including crucial selective record retrieval. To
achieve selective retrieval over encrypted collection, consid-
erable amount of searchable encryption schemes have been
proposed in the literature with distinct privacy guarantees.
Among the available approaches, oblivious RAM based ones
offer optimal privacy. However, they are computationally in-
tensive and do not scale well to very large databases. On the
other hand, almost all efficient schemes leak some informa-
tion, especially data access pattern to the remote servers.
Unfortunately, recent evidence on access pattern leakage
indicates that adversary’s background knowledge could be
used to infer the contents of the encrypted data and may
potentially endanger individual privacy.
In this paper, we introduce a novel construction for prac-

tical and privacy-aware selective record retrieval over en-
crypted databases. Our approach leaks obfuscated access
pattern to enable efficient retrieval while ensuring individ-
ual privacy. Applied obfuscation is based on differential pri-
vacy which provides rigorous individual privacy guarantees
against adversaries with arbitrary background knowledge.

Categories and Subject Descriptors

H.2.7 [Database Administration]: Security, integrity and
protection; H.3.3 [Information Search and Retrieval]:
Information filtering
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1. INTRODUCTION
Modern computation environment faces rapid change in

the data management and storage with the advances in cloud
computing. Cloud based services such as database as a ser-
vice (DAS) model removes the burden of large scale data
management in a cost effective manner. Hence, huge amount
of potentially sensitive data is increasingly outsourced to the
cloud. At the same time, transfer of sensitive records to
untrusted cloud servers leads to concerns about their pri-
vacy. To alleviate such concerns, encrypted remote stor-
age emerges as an important risk mitigation option. Al-
though encryption protects outsourced records, it compli-
cates the computation on them including the important se-
lective record retrieval. Still, this fundamental operation
could be achieved with the utilization of searchable encryp-
tion schemes [2, 3, 14]. In fact, such schemes have enabled
secure DAS models [13, 17].

Available searchable encryption schemes offer various pri-
vacy and efficiency guarantees. Among available approaches,
oblivious RAM (ORAM) model [8] does not leak any infor-
mation including access pattern to the cloud. However, it
does not scale well for real world data sources due to the
excessive computational costs. Even the improved versions
of ORAM (e.g., [12, 15]) incur logarithmic overhead in the
number of outsourced records for a single record request.
On the other hand, more efficient protocols selectively leak
information to the server while protecting record contents
[2, 3, 7, 14, 17]. Although the leaked information slightly
varies among protocols, almost all of them leak access pat-
tern. That is, untrusted server learns which records are in-
cluded in the result set of an issued query without observing
their contents. Unfortunately, statistical information that
is revealed by access pattern may be dangerous if adversary
has some background knowledge. In fact, a recent attack
[10] demonstrates that privacy of individuals can be com-
promised through statistical analysis on the access pattern.

The fundamental question that we try to answer in this
paper is, “Do we need the optimal protection of ORAM dur-
ing the record retrieval to ensure individual privacy or could
we allow some information leakage for efficiency?”. In this
study, we address this question with a novel construction.
Proposed approach leaks obfuscated access pattern to enable
practical search while ensuring individual privacy. Applied
obfuscation relies on the rigorous definition of differential
privacy (DP) [5, 6]. Specifically, with very high probability,
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it prevents an adversary from learning a new information
about a particular individual due to the inclusion of his/her
record in the outsourced database. To our knowledge, this is
the first study that relaxes ORAM style protection against
access pattern disclosure for more practical constructions.
Our DP based approach focuses on protecting individual
privacy instead of hiding access pattern completely.
To satisfy DP, some fake records are injected into the out-

sourced database and limited number of records are kept in
the local cache. Consider the common access leakage ap-
proach presented in Figure 1-A. Although the record and
query contents are computationally indistinguishable from
server perspective due to the applied secure encryption, server
observes the real counts of the records that are in the re-
sult set of a particular query. On the other hand, proposed
approach leaks only differentially private counts to the un-
trusted server as depicted in Figure 1-B. In this example,
differentially private count for the query ‘education = mas-
ters’ is three. In fact, server observes retrieval of three en-
crypted records instead of two against the corresponding
query trapdoor. Additional observation is due to the in-
jected fake record for DP which is eliminated on the client
side after its decryption.

Figure 1: Server Memory Access Obfuscation

Contributions of this paper can be summarized as follows:
Differentially Private Access Pattern : The main in-

formation leakage of almost all efficient protocols that enable
search over encrypted databases is data access pattern. In
the context of this study, we propose obfuscated access pat-
tern leakage which provides privacy guarantees of DP while
enabling efficient retrieval over encrypted records.
Efficient Private Search Protocol : We propose an

efficient search protocol over encrypted databases through
private indexes. These indexes obfuscate physical memory
accesses of the server to hide real accesses for the retrieval.
Capacity Oriented Mean Shift : Most solutions in-

volving DP use a Laplace distribution with mean zero for
noise addition to the real statistics. In the context of our
protocol, noise with negative magnitude necessitates record
placement into the local cache with limited capacity. To sat-
isfy the capacity constraint, we propose mean shift on the
positive axis of the distribution.

2. PROBLEM FORMULATION
Suppose Alice owns a set of sensitive records (e.g., elec-

tronic medical records) and she needs to provide access on
them for the permitted users (e.g., medical researchers).

However, she has limited computational resources that is in-
sufficient to manage large amount of data. Hence, she stores
the records in their encrypted form on the cloud. In this set-
ting, permitted users should be able to selectively retrieve
records from the remote servers using the query interfaces
provided by Alice. This capability is provided through pri-
vate indexes that are built on the subsets of the available
attributes.

We assume that cloud service provider is honest but cu-
rious. As such, he follows the record retrieval protocol as it
is defined. However, he may try to infer private information
about the records he hosts based on his background knowl-
edge and any leaked information. In this setting, we assume
that communication channels between the protocol partici-
pants are secure. The main privacy goal of our scheme is to
ensure individual privacy instead of hiding any leakage com-
pletely. To achieve this goal, proposed construction employs
differential privacy (DP). With high probability, DP guaran-
tees that adversary (e.g., cloud provider) infers almost the
same information about the outsourced records whether a
specific record is included or not in the dataset [5].

3. BACKGROUND
Differential Privacy: Many privacy protection mecha-

nisms are vulnerable to some type of background knowledge
known to a hypothetical adversary [5]. As a result, un-
desirable disclosures for an individual can occur regardless
of whether or not the corresponding individual is included
in the attacked database. Thus, it has been recommended
that, instead of tailoring privacy definitions against different
types of background knowledge, a data owner should mini-
mize the risk of disclosure that arises from participation in
a database. This notion is captured by the differential pri-
vacy protection mechanism [5]. To protect privacy, DP adds
random noise to each query result. The magnitude of the
noise depends on a privacy parameter ǫ and sensitivity of
the query set Q. Denoting the response to query Q over
dataset D with QD, sensitivity [6] is defined as follows:

L1-sensitivity : Over any neighbor datasets D1, D2 that
differ by at most one row such that |(D1 − D2) ∪ (D2 −
D1)| = 1, the L1-sensitivity of query set, Q = {Q1, . . . , Qυ},
is measured as:

S(Q) = max∀D1,D2

υ∑

i=1

|QD1
i −QD2

i |.

Theorem 3.1 provides a sufficient condition to satisfy ǫ-
differential privacy [6].

Theorem 3.1. Let Q be a set of queries and S(Q) be
the L1-sensitivity of Q. Then, ǫ-differential privacy can be
achieved by adding random noise X to each query result, i.e.,
QD

i ← QD
i +X, where X is a random, i.i.d. variable drawn

from a Laplace distribution with magnitude λ ≥ S(Q)/ǫ.

4. PROPOSED SOLUTION
In this section, we present the proposed private search-

able symmetric encryption scheme. We discuss its building
blocks in Section 4.1. In Section 4.2, we present the privacy
protection mechanism against access pattern leakage. Then,
in Section 4.3, we present a replication strategy to reduce the
computational overhead of the scheme. Finally, in Section
4.4, we describe the private index construction mechanism.
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4.1 Private Search Scheme
Overview of the proposed scheme is depicted in Figure 2.

Initially, data owner builds private indexes on the desired
subsets of the attributes. Then, it outsources them to the
cloud along with the encrypted records. In this setting, ac-
cess statistics leaked by the indexes are obfuscated according
to differential privacy (DP). To satisfy the requirements of
DP, data owner keeps limited amount of records in its lo-
cal cache and injects some fake records into the outsourced
set. Prior to outsourcing, data owner forms multiple replicas
of the encrypted records in such a way that distinct query
types are served by distinct replicas. Query space splitting
through replication reduces the number of intersecting query
regions. This results in less L1-sensitivity for DP which im-
plies less amount of noise and overhead in the system.

Figure 2: Search Scheme

After the construction of private indexes, permitted users
could perform search through the provided query interfaces.
The building blocks of the search scheme is as follows:
1. Key Generation : Initially, data owner generates

secret keys KR1 ,..., KRM for the payload encryption of dis-
tinct replicas, Kcell and Kloc for the index encryption.

2. Index Construction : Data owner forms replicas
R1, ..., RM on the data source. Each replica has its own en-
crypted payload and associated private indexes. In this set-
ting, each query interface ∆i ∈ ∆ is served by a particular
index of a particular replica where ∆i corresponds to sub-
set of available attributes (e.g., {gender, education}). The
entries of a private index are in the form of [πck , πlocs(ck)]
where πck and πlocs(ck) represent the encrypted versions of
identifier ck and the payload addresses of the records that
contain ck respectively.
After the transfer of the replicas into the cloud server

along with the mapping between the query interfaces and
private indexes, data owner shares the secret keys and avail-
able query interfaces with data users.

3. Trapdoor Construction : Suppose a user would like
to issue a query using interface ∆k ∈ ∆ where ∆k consists of
attributes {Ak1 , ..., Akℓ} in the listed order. To form query
qx, she initially assigns values to attributes such that {Ak1 =
vi, ..., Akℓ = vj}. Then she encrypts identifier (vi, ..., vj).
Specifically, she forms FKcell(vi, ..., vj) and FKloc(vi, ..., vj)
where FKcell and FKloc are pseudo-random functions with
keys Kcell and Kloc. Finally, trapdoor for qx denoted as Tqx

= {FKcell(vi, ..., vj), FKloc(vi, ..., vj), ∆k} is formed.

4. Search : Once server receives Tqx , it locates replica
Ri and index PIndjRi

corresponding to query interface ∆k.

If [FKcell(vi, ..., vj), πlocs(qk)] ∈ PIndjRi
, server identifies the

payload addresses of the records that satisfy the issued query
using πlocs(qk) and FKloc(vi, ..., vj) (details of address iden-

tification is presented in Section 4.4.3). Then, encrypted
records that are located in the corresponding payload ad-
dresses are sent to the user.

5. Data Decryption : Once the encrypted records cor-
responding to the search request are retrieved, user decrypts
them to obtain their plain versions.

6. Local Cache Retrieval : Data owner keeps limited
amount of records in her local cache due to the applied ob-
fuscation mechanism. Hence, user may not receive all the
records that she is interested in after communication with
the server. To obtain any missing record, user sends her
query to the data owner as well1.

4.2 Differentially Private Access Pattern
Almost all efficient searchable encryption schemes [2, 3, 7,

11, 14, 17]) leak access pattern which is defined as follows:
Definition 4.2.1 Access Pattern (Ap) : SupposeM(qi)

denotes memory addresses of the encrypted records that
match with query qi on dataset D. Then, access pattern
for n consecutive queries is defined as {M(q1), ..., M(qn)}.

Ap leakage provides efficiency for retrieval. However, sta-
tistical information that is observable from it may be dan-
gerous (e.g., frequency distribution of the retrieved records
against distinct queries). Specifically, service provider may
infer private information about the individual records even
if they are stored in encrypted form. In fact, recent evi-
dence on Ap leakage [10] indicates that an adversary can
compromise individual privacy if he has some background
knowledge. To ensure strong individual privacy guarantees
against Ap leakage, we propose a protection mechanism that
relies on differential privacy.

According to the proposed search scheme, data users is-
sue queries of types ∆1, ...,∆k through provided query inter-
faces. To generate a query of type ∆i, a particular value is
assigned to all attributes in it from their respective domains.
For instance, suppose ∆i = {gender, maritalstatus}. Then
(gender = male, maritalstatus = married) is a query for ∆i.
In this setting, access statistics are collected from the phys-
ical memory access logs during the record retrieval. Hence,
it is necessary to obfuscate these accesses.

Prior to the obfuscation, it is critical to consider the inter-
actions between the interfaces in ∆. Such interactions may
lead to implicit interfaces that are not explicitly provided
by ∆. For instance, suppose ∆ = {{age, gender}, {city}},
M(q1) = {m1, m2, m4} and M(q2) = {m2, m5} represent
the accessed memory locations on the server when the trap-
doors for queries (age = 20, gender = male) and (city =
Boston) are issued respectively. Note that, memory loca-
tions to respond query (age = 20, gender = male, city =
Boston) denoted as M(q3) can be obtained from M(q1) and
M(q2) such that M(q3) = M(q1) ∩ M(q2) = {m2}. Al-
though the initial query interface set does not contain a
member with attributes {age, gender, city}, the interaction
leads to another observable interface. In this setting, ac-
cessed memory locations contain encrypted records which
are computationally indistinguishable from the server per-
spective. However, server can collect statistical information
about the accesses during the retrieval.

Access Pattern Statistics: Suppose ∆ is the initial

1In the context of local cache retrieval, all operations can be
done in plain text since communication channel is secure.
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query interface set provided by the data owner, subsets(∆)
represents the subsets of ∆ and sk = {∆i, ..., ∆j} is a mem-
ber of subsets(∆). Then Ask = ∆i ∪ ... ∪ ∆j is the attribute
collection for sk and final query interface set denoted as ∆F

consists of all distinct Ask for any sk ∈ subsets(∆) (e.g.,
∆={{age}, {gender, city}}, ∆F= {{age}, {gender, city},
{age, gender, city}}). Note that, ∆F contains all possible
query interfaces that are observable from ∆ including the
implicit ones. In this setting, let qi be any query of any type
in ∆F and D be the dataset. Then access pattern statistics
correspond to issuing count queries of the following form:

select count(*) from D where qi is true

Given a set of queries Q = {q1, ..., qn}, differential pri-
vacy adds Laplace noise with magnitude λ to the true re-
sponse. λ is determined by privacy parameter ǫ and query
set sensitivity S(Q). Here, ǫ is assumed to be set by the data
owner and sensitivity depends on the cardinality of ∆F such
that S(Q) = |∆F |. To satisfy DP on the access statistics,
they should be perturbed with random noise drawn from
Lap(µ, λ = |∆F |/ǫ).

4.3 Data Replication
The goal of replication is to reduce the overhead of the pro-

tocol resulting from the obfuscation on the memory accesses
through differential privacy (DP). To achieve this goal, it
is critical to keep the number of final query interfaces (i.e.,
|∆F |) small for less query-set sensitivity and less noise due
to DP. It is clear that |∆F | ≥ |∆| since |∆F | consists of all
interfaces in |∆| as well as the new interfaces resulting from
the interactions among the initial interfaces. The minimum
|∆F | can be obtained by eliminating all interactions and this
is achievable through data replication. Specifically, suppose
Pi is a random permutation, KRi is a secret key, Pi(D)[j] is
the jth record of the permuted data source D and EncK(rj)
is the encryption of rj with key K. Then ith replication
of D denoted as Ri is a collection with encrypted records
Ri[1], ..., Ri[|D|] such that Ri[j] = EncKRi

(Pi(D)[j]) for

1 ≤ j ≤ |D|.
Note that, interactions between the members of ∆ can be

eliminated by responding the queries of distinct query inter-
faces from distinct replicas. In such a case, accessed memory
locations for queries of type ∆i and ∆j will be independent
from the server perspective. This is because, same records in
distinct replicas are encrypted with distinct keys and placed
into distinct locations by the applied permutation.
Although replica generation for each member of ∆ implies

the equality of ∆ and ∆F , it brings additional storage cost.
To minimize the overall cost resulting from the increase in
sensitivity (i.e., |∆F | − |∆|) and additional replica genera-
tion, some replicas should be shared by multiple members
of ∆. For instance, suppose ∆ = {{age, gender}, {age}}.
Then it is clear that union of the attributes among interfaces
{age, gender} and {age} will not result in a new interface. In
this scenario, distinct replica generation for both interfaces
will not provide any gain in terms of sensitivity but leads to
additional storage cost. Hence, both interfaces should share
the same replica for lower cost.
More formally, suppose IRi represents the set of query

interfaces that share replica Ri, subsets(IRi) represents sub-
sets of IRi and sk = {∆i, ...,∆j} is a member of subsets(IRi).
Then Ask = ∆i ∪ ... ∪ ∆j is the attribute set for sk and
constitutes an observable query interface for replica Ri. Fi-

nal interfaces of Ri denoted as ∆F
Ri

consists of all distinct
Ask for any sk ∈ subsets(IRi). In this setting, obfuscation
cost is defined as follows:

Definition 4.3.2 (Obfuscation Cost) : Let replica-
Cost(z) and sensitivityCost(y) be the costs due to the gen-
eration of z replicas and query-set sensitivity of magnitude
y respectively, R = {R1, ..., RM} be the set of replicas such
that each member of ∆ is distributed among them and ∆F

be the final interfaces such that ∆F =
⋃M

i=1 ∆
F
Ri

. Then, the
obfuscation cost is defined as the sum of replicaCost(M)
and sensitivityCost(|∆F |+ 1).

Here, ‘replicaCost’ is due to the storage of M replicas each
with nD records2 where nD represents the number of records
in dataset D. ‘sensitivityCost’ is due to the both additional
storage and bandwidth requirement for the fake records that
will be injected into the outsourced set for access obfusca-
tion. This is because, amount of such fake records depends
on the sensitivity (details of fake record generation is pre-
sented in Section 4.4). In this context, suppose sI and bI
represents the relative importance of the storage and band-
width consumption, Q represents all distinct queries that
are provided by the final query interfaces, E(fR, y) is the
amount of expected fake records that are in the result set
of a single query under sensitivity y, n∼

D is the noisy count
of the records in D and qLoad is the expected number of
queries that will be issued against the server. Then costs
are formulated as follows:

replicaCost(z) = sI · z · n∼

D

sensitivityCost(y) = (sI · |Q| + bI · qLoad) · E(fR, y)

To reduce overall obfuscation cost by distributing initial
query interfaces among distinct replicas is an instance of a
clustering problem. In fact, our replication strategy is based
on a common clustering technique, known as agglomerative
hierarchical clustering [18]. Initially, a distinct cluster is
formed for each query interface in ∆ which implies the gen-
eration of |∆| replicas without any implicit interfaces. After
initial construction, clusters are successively combined until
no improvement is achieved on the obfuscation cost. Finally,
a replica Ri is formed for each final cluster Ci in such a way
that query interfaces in Ci are served by replica Ri. Once
final query interfaces and associated replicas are identified,
private indexes are formed on them.

4.4 Private Index Construction
The goal of the private indexes is to provide privacy aware

search capability over encrypted databases. They are con-
structed through the steps that are presented through Sec-
tions 4.4.1 to 4.4.3.

4.4.1 Mean Shift

Private indexes enforce obfuscation on the access pattern
in addition to the content protection. To satisfy the neces-
sary obfuscation according to differential privacy (DP), data

2To learn the number of records (nD) while satisfying DP,
an additional count query that asks for nD can be added to
the initial query set Q. It is clear that additional query is
distinct from any query in Q and its result can change by
at most one between neighbor datasets. Hence, sensitivity
increases by 1 such that it becomes (|∆F |+ 1).
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owner keeps some records in its local cache and adds some
fake records to the outsourced database. The amount of
fake record injection and local cache placement depends on
the parameters of the Laplace mechanism. As explained in
Section 3, DP is satisfied if the observable statistics are per-
turbed with noise drawn from a Laplace distribution with
magnitude λ = S(Q)/ǫ. It should be noted that Laplace
noise can take on positive and negative values and is not nec-
essarily integral. Integrality can be addressed by rounding-
up to the closest integer value. In our context, positive noise
is incorporated by adding fake records to the dataset, while
negative noise requires placement of the original records in
a local cache. For instance, in Figure 3, r1 is placed to the
local cache because random noise is equal to -1 for query
(gender = Male). On the other hand, fake records f1 and
f2 are placed to the cloud bucket which will be sent to the
cloud server after its content is encrypted. This is because,
noise is equal to 2 for query (gender = Female).

Figure 3: Index on Gender Attribute

In this setting, it is important to recognize that the ef-
fect of positive and negative noise is different. Consider, for
each unit of positive noise, an additional fake record is sent
to the cloud. On the other hand, negative noise requires the
placement of a record to local cache with limited capacity.
To satisfy the limited capacity constraint, it is necessary to
decrease the amount of negative noise. Fortunately, this is
achievable through the mean shift on the positive axis of
the distribution as shown in Figure 4. Although Laplace
mechanism does not have any restriction on the mean selec-
tion, it is critical to keep it closer to zero. This is because,
zero mean offers less perturbation if we do not have any
constraint and it is widely used as the default value in the
literature. Hence, our goal is to keep mean closer to zero
while satisfying the capacity constraint.

Figure 4: Mean Shift

More formally, let Q be the set of distinct queries that can
be issued against the index, C be the capacity parameter
which indicates the number of records that can be placed to
cache, λ be the scale of the Laplace distribution and E(N)
be the expected amount of negative noise for a single query
qi ∈ Q. Here, E(N) records are expected to be hosted by
the cache for qi. Accordingly, the mean shift that identifies
mean closest to zero under the capacity constraint can be
estimated according to the following equation:

|E(N)| · |Q| ≤ C =⇒ |
1

2λ

∫ 0

−∞

x · e
−|x−µ|/λ

dx| · |Q| ≤ C (1)

Theorem 4.1. Estimated mean for Laplace distribution
that is closest to zero under the constraint of Equation 1 is:

µ = max(−λ · ln(
2C

λ · |Q|
), 0)

Proof.

|E(N)| · |Q| ≤ C =⇒ e
−µ/λ

≤
2C

λ · |Q|

=⇒ µ ≥ −λ · ln(
2C

λ · |Q|
) =⇒ µ = max(0, − λ · ln(

2C

λ · |Q|
))

In this setting, expected number of fake records for a single
query denoted as E(fR) depends on the mean and scale of
the distribution and can be computed as follows:

E(fR) =
1

2λ

∫ +∞

0

x · e
−|x−µ|/λ

dx = µ + λ/2 · e
−µ/λ

Note that, formulation considers only the positive axis of
Laplace distribution. This is because, fake records are gen-
erated if the injected Laplace noise is positive. Accordingly,
the expected amount of fake records is equal to the expected
magnitude of positive noise for a single query.

4.4.2 Noisy Statistics Generation

The goal of the noisy statistics generation phase is to iden-
tify the amount of necessary fake record injection and lo-
cal cache placement for each possible query. Suppose Ri

is a replica with query interface set IRi = {∆i, ..., ∆j}.
Here, each query interface consists of some attributes such
that ∆k = {Ak1 , ..., Akℓ}. Then, to construct observable
statistics for the queries of type ∆k, a count query is is-
sued against data source D for each possible value (vi, ..., vj)
where vi ∈ dom(Ak1), ..., vj ∈ dom(Akℓ). Finally, each out-
put is perturbed with noise drawn from Laplace(µ, λ).

Example 4.4.1: Suppose IRi = {{gender}, {gender, mar-
italstatus}} such that dom(gender) = {male, female} and
dom(maritalstatus) = {single, married}. Then, count queries
are issued against the interfaces {gender} and {gender, mar-
italstatus} for all possible values such that Qg= {(male),
(female)} and Qg,m = {(male, single), (male, married), (fe-
male, single), (female, married)}. Finally, each output for
the issued queries is perturbed as shown in Figure 5.

Figure 5: Noisy Statistics Generation

Note that, generated statistics are not necessarily consis-
tent. Consider the example in Figure 5, c5 = c1 + c2 is
expected to hold true but it may not be the case due to the
involved randomness. Fortunately, an efficient algorithm [4]
is available to satisfy the consistency among the noisy statis-
tics. The main idea is to estimate the statistics of base cells
that consist of all possible values for the joint attribute set of
IRi = {∆i, ...,∆j} denoted asAttributes(IRi) = ∆i ∪ ... ∪∆j .
Once base cell statistics are generated, all remaining statis-
tics are derived from them. Consider the Example 4.4.1,
base cells consists of all possible values for {gender, mari-
talstatus} such as {(male, single), (male, married), (female,
single), (female, married)}. This is because, {gender, mari-
talstatus} contains all attributes of interfaces {gender} and
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{gender, maritalstatus}. In this context, base cells of a spe-
cific query qj denoted as base(qj) is defined as follows:
Definition 4.4.1 Query Base (base(qj)) : Suppose

Attributes(IRi) represents all attributes in IRi and qj is a
query on a particular interface ∆k = {Ak1 , ..., Akℓ} such
that ∆k ⊆ Attributes(IRi). Then base cells of query
qj denoted as base(qj) is a set of all possible queries on
Attributes(IRi) with the same assignments as qj on the at-
tributes of ∆k.
Consider the Example 4.4.1, base cells of query (gender

= male) are (male, single) and (male, married). This is
because, base(gender = male) should contain all possible
base cells with assignment ‘male’ on the gender attribute.
To estimate the base cell counts, least square estimator

is utilized as in [4]. More formally, suppose QRi represents
all possible queries that can be issued using the interfaces
in IRi , c(qi) represents the noisy count for the result set
size of query qi ∈ QRi and base(qi) represents the base cells
corresponding to qi. Then least square estimation of any
base cell bj denoted as ω(bj) is formulated as follows:

minimize
∑

qi ∈ QRi

(
∑

bj ∈ base(qi)

ω(bj) − c (qi) )
2

(2)

Fortunately Equation 2 has an efficient closed form solu-
tion to find optimal ω(bj) for each base cell bj . The closed
form solution is devised in [4] in the context of differentially
private data cube release.
Once the estimated counts of the base cells are identified,

real base cells are obfuscated accordingly. Specifically, sup-
pose bj is a base cell, cnt(bj) and ω(bj) represent the real
and noisy counts of the records in bj respectively, rnd(ω(bj))
is the closest integer to ω(bj) and diffbj is the difference be-
tween noisy and real counts such that diffbj = rnd(ω(bj))−
cnt(bj). Then, if diffbj > 0, diffbj fake records are formed
and added to the cell bj . Otherwise, |diffbj | real records
of bj are placed into the local cache. In this setting, a fake
record is formed by assigning values to its attributes such
that assigned values are not members of their attribute do-
mains (e.g., gender=‘fake’, maritalstatus=‘fake’).
After fake record injection and local cache placement on

base cells, obfuscated indexes are formed for each query in-
terface ∆k ∈ IRi . Specifically, obfuscated index for ∆k =
{Ak1 , ..., Akℓ} denoted as IndkRi

is obtained by applying roll-
up on the dimensions Attributes(IRi)−∆k of the base cells.

Example 4.4.2: Suppose IRi = {{gender}, {gender, mar-
italstatus}} and corresponding base cells along with their
real records and noisy counts are as depicted in Figure 6-A.
Then obfuscated indexes are formed as in Figure 6-B. Here,
ri and fj represent the real and fake records respectively.
After obfuscated index construction, suppose Ri[cache]

represents records placed into the local cache and Ri[server]
represent the remaining records including both fake and real
ones. Then records in Ri[cache] along with their index struc-
ture are stored in the local cache. Records in Ri[server] and
their associated indexes are subject to encryption.

4.4.3 Record Encryption

Once records that will be transferred to the cloud along
with the associated indexes are identified, a secure encryp-
tion should be applied on them to hide their content. Sup-
pose {Ind1Ri

, ..., IndzRi
} is the set of obfuscated indexes for

replica Ri, Ri[server] is the set of records that will be stored

Figure 6: Obfuscated Index Construction

in the payload of Ri. Then, both records in Ri[server] and
index cells (e.g., (male,married) is a cell for index [gender,
maritalstatus]) are encrypted as follows:

1. Records in Ri[server] are shuffled with a random per-
mutation Pi such that Pi(Ri[server]) is formed. The goal
of this step is to break up the relation between the memory
locations of the records for distinct replicas.

2. Each record in Pi(Ri[server]) is encrypted with a se-
cure encryption scheme (e.g., AES in CTR mode of opera-
tion [9]). Let KRi be a secret key, EncK be a secure en-
cryption with key K and maxRecordSize be the size of
the largest record in Pi(Ri[server]). Then, each record
rj ∈ Pi(Ri[server]) is initially padded to maxRecordSize.
After padding, encrypted version of rj (πrj ) is formed such
that πrj = EncKRi

(rj). Once records are encrypted, they
are outsourced as the payload of Ri in the order of their
location in Pi(Ri[server]).

3. Note that cells of any index IndjRi
are filled with

records of Ri[server] during the obfuscated index construc-
tion phase (see Section 4.4.2). To form private indexes, these
records are initially replaced by their location in Pi(Ri[server]).
For instance, suppose {male} is a cell in IndjRi

with associ-

ated records {r3, f1} and Pi(Ri[server]) = {r2, f2, r3, r1, f1}.
Then content of cell {male} becomes {3, 5} since loc(r3) = 3
and loc(f1) = 5 where loc(ri) represents the location of ri
in Pi(Ri[server]). After content replacement, each cell and
associated locations are encrypted with a secure encryption
scheme. Finally encrypted cell, location pairs are outsourced
to the server as private index PIndjRi

.

Specifically, let ck be a cell in IndjRi
with records {ck

1,

..., ck
z}, locsck ={loc(ck

1), ..., loc(ck
z)} be the location set

for the records that contain ck where loc(x) represents the
location of x in Pi(Ri[server]), Kcell and Kloc be secret keys
for the index, FKcell and FKloc be pseudo-random functions,
HK be a random oracle with key K, αi be a k-bit random
string and ⊕ be the xor operator. Then, encryption for ck
([πck , πlocs(ck)]) is formed as follows3:

3This encryption construct is derived from the random ora-
cle based searchable encryption construction of [11]. Crypto-
graphic keyed hash functions such as HMAC-SHA256 could
be utilized as a random oracle for the implementation.
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πck = FKcell(ck), key(ck) = FKloc(ck)

πlocs(ck) = [πloc(c1
k
), ..., πloc(cz

k
)]

πloc(ci
k
) = (Hkey(ck)(αi) ⊕ loc(cik), αi)

Encrypted cell, location pairs constitute a private index
PIndjRi

such that [πck , πlocs(ck)] ∈ PIndjRi
. In this set-

ting, suppose a user issues a trapdoor Tck = {FKcell(ck),

FKloc(ck), ∆ι} where ∆ι is mapped to PIndjRi
and [FKcell(ck),

πlocs(ck)] ∈ PIndjRi
. Then the following decryption is ap-

plied to extract the locations of the requested records:

key(ck) = FKloc(ck)

loc(cik) = Hkey(ck)(αi) ⊕ πloc(ci
k
)

Note that decrypted payload locations point both fake
and real encrypted records. Although server accesses to
the physical memory that are pointed by the decrypted ad-
dresses, it observes only differentially private counts of the
records that satisfy the query. Encrypted records will be
decrypted by the client after their retrieval and fake ones
will be eliminated.

5. EXPERIMENTAL ANALYSIS

5.1 Experimental Design
To perform the evaluation, we selected a publicly available

dataset of real personal identifiers, namely Census-Income
dataset [1] from UCI Machine Learning Repository. Dataset
consists of 48842 individual records and each record has 14
attributes. Among all attributes, 8 are categorical and re-
maining ones are numerical. We built private indexes on
the categorical ones. During the index construction, noise is
added to each index cell (e.g., [male, single]) regardless of the
dataset and these cells are further filled with real records.
The default parameters for the index construction is as

follows: privacy parameter ǫ = 0.5, capacity parameter C
= 2500, relative importance of bandwidth and storage con-
sumption bI/sI = 100, the expected number of queries qLoad
= 1000 and the default initial interface size (|∆|) is 7. We
randomly selected |∆| query interfaces from all possible in-
terfaces to build private indexes. To generate queries against
the constructed indexes, we initially formed all possible queries
that can be issued using available query interfaces. Then we
randomly selected 1000 queries from them and sent the cor-
responding trapdoor to the server for the record retrieval.
In all experimental settings, index setup and a single search

can be performed quite efficiently since efficient symmetric
encryption schemes are utilized for the construction. The
main bottleneck of the protocol is bandwidth consumption
during the retrieval. Hence, we utilize the bandwidth con-
sumption of the cloud server and local cache as a main eval-
uation metric. We reported the average results over 10 exe-
cutions for all experiments.

5.2 Effect of Parameters
To investigate the effect of distinct parameters on the pro-

tocol, we modified a single parameter at a time and used the
default values for the others. Reported results are the aver-
age retrieval results over issued 1000 queries.
In differential privacy formulation, ǫ is a parameter spec-

ified by data-owner. Lower ǫ implies higher privacy with

ǫ Server Overhead (%) Cache Overhead (%)
0.3 6.62 1.60
0.4 4.88 1.32
0.5 3.93 1.12
0.6 3.25 0.97
0.7 2.78 0.87

Table 1: Protocol Overhead

the cost of more noise. Figure 7 demonstrates the influence
of ǫ on the efficiency. Here, real(KB) and fake(KB) repre-
sent the amount of real and fake records retrieved from the
cloud respectively, and local(KB) represents the amount of
records retrieved from the local cache in terms of kilobytes.
With increasing ǫ, both fake record and local cache retrieval
decreases. This is because, both of them result from the
perturbation through Laplace mechanism and the amount
of perturbation becomes less for higher ǫ. Note that, de-
crease in fake record retrieval is more sharper than decrease
in local cache retrieval. This is due to the additional influ-
ence of ǫ on the mean of the Laplace distribution. To satisfy
the capacity constraint of the cache, mean of the distribution
is shifted on positive axis which results in more fake records.
Higher ǫ enables less mean shift and less fake records. It is
clear that sum of the real records retrieved from cloud and
local cache is constant for all ǫ since they constitute the cor-
rect result set. Hence, decrease in cache retrieval leads to
increase in the real record retrieval from the server.

Table 1 summarizes the overhead of the proposed scheme
on the server and cache with distinct privacy levels. Here
server overhead is 100 · fakeǫi/(realǫi + localǫi) and cache
overhead is 100 · localǫi / (realǫi + localǫi) where fakeǫi and
realǫi represents the amount of fake and real data retrieved
from the server and localǫi is the amount of data retrieved
from the cache for privacy parameter ǫi. When ǫi was set to
0.3, 1.6% of the query results were retrieved from the cache.
Approximately 6.6% of the records that were downloaded
from the server were fake.
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Figure 7: Effect of ǫ on Retrieval

Figure 8 demonstrates the influence of the number of ini-
tial query interfaces (|∆|). Note that, query set sensitiv-
ity for Laplace mechanism is proportional to the number of
provided query interfaces. Hence, sensitivity increases with
increasing |∆| which results in more noise. This leads to
increase in the number of fake records on the server and
records that are placed into the cache. Note that, there is
slight decrease on the fake records from |∆| = 7 to |∆| = 9.
This is due to the influence of the applied least square es-
timator. Estimator considers the constraints among the in-
terfaces in addition to the their noisy statistics. Although
addition of more interface increments the sensitivity, it may
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also add more constraints. Such constraints enables some
reduction in the noise. For instance, consider the inter-
faces ∆1 = {gender} and ∆2 = {gender,maritalstatus}.
Since ∆1 ⊂ ∆2, there is a constraint among them (e.g.,
countmale,married + countmale,single = countmale).
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Figure 8: Effect of |∆| on Retrieval

6. RELATED WORK
Over the years, various protocols were proposed for search-

able encryption. ORAM model of Goldreich et al. [8] en-
ables selective retrieval over encrypted data without reveal-
ing access pattern (Ap). However, it is too costly to be
practical on real data sources. Even the more efficient ver-
sions of ORAM [12, 15, 16] incur logarithmic overhead in
the number of outsourced records for each single record re-
quest. In contrast to approaches that hide Ap, our approach
leaks obfuscated Ap to offer more efficient retrieval while en-
suring individual privacy. The overhead of our approach is
independent of the dataset size while fully secure solutions
depend on it at least logarithmically.
As an alternative to fully secure solutions, there are ap-

proaches ([2, 3, 7, 11, 14]) that selectively leak informa-
tion, especially access pattern, for efficiency. The first of
such practical approaches was provided in [14]. Later on,
Goh et al. proposed a security definition to formalize the
security requirements of SSE in [7]. Similarly, Chang et
al. introduced a slightly stronger definition in [2]. How-
ever, both definitions do not consider adaptive adversaries.
This shortcoming was addressed in [3] with an adaptive se-
curity definition. Considerable amount of protocols based on
SSE schemes were proposed for database as a service model.
In [17], a protocol that enable conjunctive search over en-
crypted databases was proposed. Later, a system known as
CryptDB [13] was designed to enable execution of different
query types over encrypted databases. However, these ap-
proaches do not provide any guarantee about access pattern
leakage.

7. CONCLUSION
In this paper, we propose a protocol for efficient and pri-

vate selective record retrieval over encrypted databases that
are hosted on the cloud servers. The proposed scheme leaks
obfuscated access statistics to enable efficient retrieval while
ensuring the privacy of individuals whose records are in-
cluded in the database. Applied obfuscation mechanism re-
lies on differential privacy which offers strong privacy guar-
antees against adversaries with arbitrary background knowl-
edge. To investigate the efficiency of the proposed scheme,
we conduct empirical analysis on real personal records. Em-
pirical evaluations indicates the practical nature of the pro-
posed scheme.
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