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Abstract

Many data mining applications operate in adversarial
environment, for example, webpage ranking in the pres-
ence of web spam. A growing number of adversarial
data mining techniques are recently developed, provid-
ing robust solutions under specific defense-attack mod-
els. Existing techniques are tied to distributional as-
sumptions geared towards minimizing the undesirable
impact of given attack models. However, the large va-
riety of attack strategies renders the adversarial learn-
ing problem multimodal. Therefore, it calls for a more
flexible modeling ideology for equivocal input. In this
paper we present a Bayesian hierarchical mixtures of
experts for adversarial learning. The technique groups
data into soft partitions and fits simple function approx-
imators, referred to as “experts”, within each. Experts
are ranked using gating functions for each input. Am-
biguous input is predicted competitively by multiple ex-
perts, while unambiguous input is effectively predicted
by a single expert. Optimal attacks minimizing the like-
lihood of malicious data are modeled interactively at
both expert and gating levels in the learning hierar-
chy. We demonstrate that our adversarial hierarchical-
mixtures-of-experts learning model is robust against ad-
versarial attacks on both artificial and real data.

Keywords: Adversarial learning, hierarchical mixtures
of experts, sparse Bayesian learning

1 Introduction

Machine learning and data mining algorithms are in-
creasingly being used in security applications such as in-
trusion detection, spam filtering and malware analysis.
In these applications, statistical learning tools are built
to discriminate between malicious data and legitimate
data such as spam and legitimate e-mail in spam filter-
ing. The presence of adversaries attempting to defeat
these learning tools sets adversarial learning problems
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apart from traditional learning tasks. The adversarial
nature of security applications makes a learning task
significantly more complicated and challenging, often
resulting an arms race between attacks and defenses.

Standard machine learning and data mining algo-
rithms assume training data and test data follow iden-
tical distributions. In adversarial learning this assump-
tion is frequently violated, which undermines the gener-
ality of trained learning models. As adversaries become
more sophisticated, their abilities of making versatile
attacks grow. As a result, learning tools used in secu-
rity applications are facing increasingly unpredictable
and rapidly changing attacks. This calls for more flex-
ible modeling techniques to handle ambiguities in the
corrupted input. In this paper, we present an adversar-
ial learning framework using Bayesian hierarchical mix-
tures of experts (HME) as the baseline learning model.
Our framework implements an optimal attack strategy
that minimizes the likelihood of malicious data in each
round of learning and a divide-and-conquer learning
model that counters this type of adversarial attack. The
learning process resembles the two-sided arms race by
interactively manipulating data against the classifier.

The hierarchical mixtures-of-experts is a tree-
structured probabilistic learning model. Unlike stan-
dard decision trees such as ID3, HME provides a soft
split of data in the input feature space, allowing data
to lie in multiple nested regions. The learning task is
therefore divided into a set of overlapping sub-tasks of
smaller sizes that are solved by components of the mix-
tures. The internal nodes are referred to as gating net-
works that score the competence of the experts located
at the terminal nodes, for each input. Both internal and
terminal nodes are input-sensitive predictors. When the
adversary modifies the input vector of a data point, the
outputs of both gating networks and expert networks
are affected. By corrupting the input, the adversary
can either poison the solutions of sub-tasks defined on
soft partitions of the input or divert data away from the
most probable path it is generated.

In this paper, we consider adversarial attacks tar-
geting the gating functions, the experts, and both. We
model the adversary’s optimal strategy using a set of
hyper-parameters in the kernel function. Learning pro-
ceeds as it searches for model parameters that best



counter the optimal attacks. Our main contribution is
a divide-and-conquer adversarial learning framework in-
herited from the mixtures-of-experts architecture. More
specifically, our contributions include:

1.) a multimodal discriminative model for adversarial
learning using sparse Bayesian Hierarchical mix-
tures of experts;

2.) optimal attack strategies against both gating net-
works and expert networks in the mixture model;

3.) an adversarial maximum log-likelihood learning
process that models optimal adversarial attacks ab
intra.

The remainder of the paper is organized as follows.
Section 2 discusses recent related work on adversarial
learning. Section 3 reviews hierarchical mixtures of
experts and sparse Bayesian learning. In Section 4 we
present our adversarial learning framework with sparse
Bayesian hierarchical mixtures of experts. We discuss
our experimental results in Section 5 and conclude our
work and discuss future directions in Section 6.

2 Related Work

Adversarial learning problems have been modeled as
Stackelberg games between two opponents. Kantar-
cioglu et al. [17] solve for a Nash equilibrium using
simulated annealing and the genetic algorithm to dis-
cover an optimal set of attributes. Additional results
on improved Nash strategies can be found in Bruckner
& Scheffer, and Liu & Chawla’s work [6, 20]. Brückner
and Scheffer [7] later presented another Stackelberg
game strategy that does not require a unique equilib-
rium. Cost-sensitive opponents have also been intro-
duced to the game theoretic framework for adversarial
learning [8]. The problem is modeled as a game be-
tween two optimal opponents. Given a cost function,
the adversary transforms an instance for which the cost
is minimized. The algorithm predicts according to the
class that maximizes the conditional utility.

Other varieties of research on adversarial learning
consider training-time attacks and test-time attacks.
Poisoning attacks are training-time attacks, also known
as causative attacks. They influence a classifier by
corrupting its training data. Poisoning attacks against
support vector machines have been recently studied by
Biggio et al. [4]. They propose to inject specially crafted
training data that significantly increases the error of the
SVM classifier. They develop a gradient-ascent attack
strategy against the optimal solution of the SVM. Other
work on poisoning attacks can also be found [18, 23, 3].

Robust learning against test-time attacks has been
increasingly studied recently. Zhou et al. [26] present an

adversarial learning algorithm for support vector ma-
chine learning. They propose two attack models in
terms of the adversary’s capabilities of modifying data.
They develop an optimal learning strategy for each at-
tack model and solve a convex optimization problem in
each strategy. Empirical results demonstrate that their
adversarial SVM model is more robust against adver-
sarial attacks than SVM and one-class SVM. More re-
cently, they propose another adversarial learning model
for sparse Bayesian learning [27]. They use a sparse rel-
evance vector machine (RVM) ensemble in which the in-
put feature space of each RVM is controlled by a kernel
vector. Optimal attacks are modeled as feature space
transformation that minimizes the likelihood of the ma-
licious samples. Learning proceeds as re-estimation of
model parameters and kernel parameters. Empirical re-
sults demonstrate that their RVM ensemble model is
more resilient to adversarial attacks. In this paper, we
also apply kernel parameters to both terminal and non-
terminal nodes in the hierarchical mixtures of experts.
Instead of solving an ensemble on the entire learning
task, we allow the adversary to independently or simul-
taneously attack sub-tasks of the learning problem.

Several other techniques have been proposed for
handling classification-time noise [19, 24, 9, 10]. Glober-
son and Roweis [13] consider optimal SVM learning with
test-time malicious feature deletion. They develop a
learning strategy that outputs an optimal classifier un-
der a given constraint by solving a convex optimiza-
tion problem to find the zero-sum minimax strategy. El
Ghaoui et al [11] also present a minimax strategy for ad-
versarial learning in which training data is bounded by
hyper-rectangles. Lowed and Meek [21] develop a cost-
based reverse-engineering strategy to find the instance
with minimal adversarial cost.

3 Bayesian Hierarchical Mixtures of Experts

For a better understanding of our adversarial learning
framework discussed in later sections, we briefly review
the hierarchical mixtures of experts and sparse Bayesian
learning in this section.

3.1 Hierarchical Mixtures of Experts The archi-
tecture of the hierarchical mixtures of experts (HME)
is a probabilistic tree. Gating networks are located
at the non-terminals, providing soft split of the input
feature space. Data points are therefore grouped into
soft partitions and are allowed to lie in multiple regions
simultaneously. This technique effectively ameliorates
the variance-increasing problem often encountered in a
divide-and-conquer problem [16]. Expert networks lo-
cated at the terminals solve the subproblems defined by
the soft partitions of the input.



Let {x(t), y(t)|Nt=1} be N input vectors and their
corresponding targets. Let φ(x) be the basis functions
defined by a kernel function K(x(i),x(j)). Let vi be
the weight vector of the ith gate at the top-level gating
network. Let ξi = vTi ·φ(x). The output of the top-level
gating network is the softmax of ξi:

gi =
eξi∑M
k=1 e

ξk
,

where M is the number of expert networks at the
terminals. Gating networks at lower levels are similarly
defined:

gj|i =
eξij∑M
k=1 e

ξik
,

where j|i is the jth gate in the ith gating network, and
ξij = vTij · φ(x).

At the terminals the output vector of the jth expert
network under the ith non-terminal is a generalized
linear function of φ(x):

µij = f(wij · φ(x)).

The output at each non-terminal i is the weighted
sum of the experts below the non-terminal:

µi =
∑
j

gj|iµij

and the output of the root is:

µ =
∑
i

giµi.

The probability of y given x is:

(3.1) P (y|x,θ) =
∑
i

gi(x,vi)
∑
j

gj|i(x,vij)Pij(y)

where θ includes gating parameters and expert param-
eters and Pij(y) is the density of y given the true value
of θ.

HME [14, 16, 15] has wide applications and is known
for its excellent convergence time on small to medium
sized learning tasks [12]. Recently an efficient solution
has also been proposed for large scale input in computer
vision [5].

3.2 Sparse Bayesian Experts We choose the
sparse Bayesian learning model to build the expert net-
works. The weights of the experts have zero-mean Gaus-
sian priors controlled by hyper parameters α:

p(w|α) =

N∏
0

N (wi|0,α−1i ).

Learning proceeds as iterative re-estimation of the most-
probable hyperparameter values of α and wi.

4 Adversarial Learning with Sparse Bayesian
Hierarchical Mixtures of Experts

We consider the following adversarial learning problem
in which an adversary alters malicious data to evade
detection at test time. Here the traditional assumption
that training data and test data follow identical distri-
butions is violated.

Problem Definition Train a robust classifier C given
{(xi, yi) ∈ (X ,Y)}Ni=1 where X ⊆ Rd, yi ∈ {−1, 1} and
there exists an adversary A at test time that transforms
a malicious data point x|y=1 to a (likely) legitimate one
by adding a displacement vector ∆x to x|y=1.

We now present our adversarial HME learning
model AD-HME. The basic idea of our method is to
take into consideration optimal malicious data transfor-
mation at training time. Our AD-HME learning algo-
rithm models attacks ab intra as if the adversary were
present at the time of model training. The learning pro-
cess simulates an arms race between the classifier and
the (imaginary) adversary. From the adversary’s per-
spective, every time an optimal parameter set of HME
is found, the adversary attacks in response to the new
predictive model by transforming the malicious data
points to the most likely legitimate ones. This is accom-
plished through updating a kernel parameter vector that
regulates data transformation in the feature space. A
malicious data transformation is most effective when it
maximally reduces the likelihood of the malicious data
points in a dataset. From the classifier’s perspective,
after every attempt of malicious data transformation a
new HME model needs to be re-trained to counter this
type of attack. The process repeats until a predefined
equilibrium is reached, for example, when the adversary
has no further incentive to transform data because of
high cost or when the classifier stops further re-training
because of high false positive rate.

Let N be the total number of data points and M
be the number of experts. The complete log-likelihood
(Q-function) is given in [16] and defined as follows:

Q =

N∑
i=1

logP (yi|φi,θ)

=

N∑
i=1

M∑
m=1

h(i)m (log g(i)m + logP (i)
m )

= Lg + Lp

where

hm =
gmPm(y)∑M
k=1 gkPk(y)

and Pm is the probability density of y in the mth expert

network, Lg is the summation of the terms h
(i)
m log g

(i)
m



in Q influenced by the gating network parameters, and

Lp is the summation of the terms h
(i)
m logP

(i)
m in Q

influenced by the expert network parameters.
We apply a kernel parameter vector η to each

expert and gate network to kernelize the input space and
simulate adversarial attacks. The adversary’s objective
is to find the kernel parameter vectors that minimize the
likelihood of the malicious data given a learned HME
model. By introducing a kernel parameter vector to
the input at each node in the hierarchy, the adversary
can influence the basis function φ by weakening the set
of discriminating features of the malicious data. For
simplicity, we work out the adversarial learning model
of a single level of expert network.

Attacking Expert Networks

We use the sparse Bayesian learning method with
Gaussian kernels [25] to train the expert networks. For
regression the marginal likelihood of the experts is:

Lp(α) = −1

2
[log |D|+ yTD−1y]

where D = σ2I + φA−1φT . The gradient of the like-
lihood Lp(α) with respect to the kth kernel parameter
ηk is:

∂Lp
∂ηk

=

N∑
i=1

N∑
j=1

∂Lp
∂φij

∂φij
∂ηk

,

where

∂Lp
∂φij

= −1

2
[(2A−1φTD−1)T − 2D−1yyTD−1φA−1]

= [D−1yyTD−1 −D−1]φA−1

∂φij
∂ηk

= −φij(xik − xjk)2

For binary classification with logistic sigmoid output,
the likelihood of the expert is:

Lp(α) =

N∑
i=1

(yi log(σi) + (1− yi)(1− log(σi)))

where σi is the logistic sigmoid output given input x.
The gradient of Lp(α) with respect to ηk is:

∂Lp
∂ηk

= −
N∑
i=1

N∑
j=1

(yi − σi) · wj · φij · (xik − xjk)2

With the gradient ∂Lp/∂ηk, our adversarial learning
proceeds as we search for

(4.2) θ(w,α,η) = arg max
α,w

(L−p + arg min
η

(L+
p + `s))

where θ includes the learning model (the expert param-
eters w,α) and the attack model (the kernel parameter

η), and `s =
∑N
i=1(yi−

∑M
m=1 g

(i)
m Pm(yi))

2 is the square
loss and

∂`s
∂ηk

= −2 ·
N∑
i=1

M∑
m=1

N∑
j=1

δig
(i)
m (1−g(i)m )vmjφij(xik−xjk)2

where δi = yi −
∑M
j=1 g

(i)
m Pj(yi).

The learning process is best understood as an arms
race between the expert and the adversary: given
expert parameters (w,α), the adversary finds an η that
minimizes the likelihood of the malicious data points,
referred to as positive (‘+’) data points in the input.
Note that in the minimization term in Equation (4.2)
the adversary also attempts to minimize the square loss
of the output. This may sound counter intuitive since
minimizing training loss is not to the best interest of
the adversary. A greedy adversary would attempt to
maximize the loss of all malicious points. However,
a simple validation on the training set would disclose
the adversary’s attempts. Therefore, the adversary’s
objective is to minimize the likelihood of malicious data
and keep the attacks stealthy by maintaining minimum
losses during training.

Attacking Gating Networks

We use separate kernel parameters to control the input
to the gating functions. The log-likelihood of the gating
function is:

(4.3) Lg(v) =

N∑
i=1

M∑
m=1

h(i)m log g(i)m

Rewrite Equation (4.3) as:

Lg(v) =

N∑
i=1

M∑
m=1

(h(i)m vm
Tφi − log

M∑
m=1

exp(vm
Tφi))

where hm is the posterior and defined as:

hm =
gmpm(y)∑M
k=1 gkpk(y)

,

and hm is estimated in the E-step in the Bayesian EM
learning algorithm. We use the Gaussian kernel to
compute the basis function:

φij = exp(−
d∑
k=1

ηk(xik − xjk)2)

where d is the number of dimensions in the input space.
The gradient of the likelihood Lg with respect to ηk is:

∂Lg
∂ηk

= −
∑
i

∑
m

∑
j

(h(i)m − g(i)m )vmjφij(xik − xjk)2.



Learning proceeds as iterative re-estimation of: (1) v
that maximizes Lg given η, and (2) η that minimizes
L+
g given v until the algorithm convergences.

5 Experimental Results

We compare our adversarial HME learning algorithm
to the following algorithms: the standard hierarchical
mixtures of experts (HME), relevance vector machine
(RVM) and its adversarial learning counterpart (AD-
RVM), support vector machine (SVM) and its one-class
learning counterpart (1-class SVM). We use a single
level HME with two expert networks in our experiments.
In order for apples-to-apples comparison, we repeat the
experiments reported in [27] on one artificial data set
and two real data sets. In these settings, the training
data is clean, while the test datasets are corrupted
by adversarial attacks modeled at increasingly intense
levels. The intensity of attacks is controlled by the
attack factor fattack as follows:

(5.4) x+ = x+ + fattack · (x− − x+) + ε

where ε is local random noise, x+ and x− are a
positive data point and a random negative data point
in the test set. As fattack increases from 0 to 1 the
intensity of attacks grows from none to the extreme
where a malicious data point can be arbitrarily close to
a legitimate data point, within a range of small random
local noise. We compare six learning models: AD-HME,
HME, AD-RVM, RVM, SVM, One-class SVM on the
three data sets. All results reported are averaged over
10 random runs.

5.1 Experiments on Artificial Dataset We gen-
erate the artificial data set following the same bivariate
normal distribution with specified means (−5.0,−6.0)

and (5.0, 6.0), and covariance matrix

(
1.0 0.5
0.5 2.0

)
as re-

ported in [27]. Attacks on the test data are created
using the attack model discussed in the aforementioned
section. Table 1 illustrates the classification error rates
for the six algorithms AD-HME, HME, AD-RVM, RVM,
1-class SVM and SVM. We assume the training data is
unaffected by the adversary. For our AD-HME algo-
rithm, we present the results of three strategies: AD-
HME (exp) where we model attacks against expert net-
works, AD-HME (gate) where we model attacks against
gating networks, and AD-HME (exp+gate) that com-
bines the two. The results are shown in Table 1. The
best among the six algorithms are bolded.

Experimental results reported in Table 1 reveal
several interesting observations:

1. All three adversarial HME algorithms AD-HME
(exp), AD-HME (gate) and AD-HME (exp+gate)

(a) Gate distributions as fattack = 0.0

(b) Gate distributions as fattack = 0.1

(c) Gate distributions as fattack = 0.5

(d) Gate distributions as fattack = 0.9

Figure 1: Gate distributions on the test dataset as
attacks intensify as fattack = 0.0 → 0.1 → 0.5 → 0.9.
The x-axis is the input to the gating functions and the
y-axis is the posterior of each expert (approximating
“+” and “-” data respectively).

show significant improvement over the standard
HME algorithm.

2. AD-HME (gate) clearly outperforms all the other
five learning algorithms. Note that gating functions
rank the competence of experts in classifying a
data point. AD-HME (gate) adaptively selects the
expert that is most likely to generate the data point
as shown in Figure 1.

3. AD-HME (exp) and AD-RVM are both sparse
Bayesian adversarial learning models and their re-
sults are comparable; however, AD-RVM consis-
tently demonstrates slightly better error rates. The
reason AD-HME (exp) underperforms is that the
experts are located at the bottom of the hierarchy.



Table 1: Error rates of HME, AD-HME (exp, gate, exp+gate), RVM, AD-RVM, SVM, and 1-class SVM on the
artificial data set. The best results are bolded.

fattack
0.1 0.3 0.5 0.7 0.9

HME 0.0105 ± 0.0089 0.0935 ± 0.0232 0.2440 ± 0.0269 0.4030 ± 0.0298 0.4875 ± 0.0061

AD-HME(exp) 0.0086 ± 0.0041 0.0175 ± 0.0265 0.1860 ± 0.0414 0.3010 ± 0.0393 0.4525 ± 0.0336

AD-HME(gate) 0.0010 ± 0.0022 0.0295 ± 0.0225 0.0935 ± 0.0373 0.2810 ± 0.0339 0.4045 ± 0.0371

AD-HME(exp+gate) 0.0030 ± 0.0075 0.0405 ± 0.0345 0.1395 ± 0.0571 0.2975 ± 0.0326 0.4155 ± 0.0252

RVM 0.0100 ± 0.0026 0.0810 ± 0.0055 0.2542 ± 0.0153 0.4305 ± 0.0044 0.5000 ± 0.0063
AD-RVM 0.0025 ± 0.0082 0.0175 ± 0.0194 0.1435 ± 0.0166 0.3205 ± 0.0230 0.4500 ± 0.0068

SVM 0.0105 ± 0.0108 0.0705 ± 0.0120 0.2500 ± 0.0174 0.4355 ± 0.0233 0.4910 ± 0.0066
1-class SVM 0.0059 ± 0.0120 0.1310 ± 0.0610 0.5000 ± 0.0105 0.5000 ± 0.0000 0.5000 ± 0.0000

The gating networks at the higher levels may not al-
ways select the most competent expert. Therefore,
modeling attacks at the lower level of the hierarchy
is less effective.

4. AD-HME (expert + gate) cannot outperform AD-
HME (gate). For some data points AD-HME (exp)
and AD-HME (gate) combined may overcompen-
sate for fears of adversarial attacks.

The probability distributions of AD-HME (gate) at the
gate on the test data are shown in Figure 1. It illustrates
how the probability that the test data is generated
by each expert adapts when the intensity of attacks
increases as fattack = 0→ 0.1→ 0.5→ 0.9.

Figures 2—4 illustrate classification of the artificial
data with HME and AD-HME (gate) as the strength
of attacks increases (fattack = 0.1 → 0.5 → 0.9). Ma-
licious data points are represented as positive data la-
beled as ‘+’ in the figures. Negative points representing
legitimate instances are labeled as black dots. False pos-
itives are negative data points classified as positive; they
are represented as white circles in the figures. False neg-
atives are malicious data points that have successfully
evade detection; they are represented as hollow stars in
the figures.

We now summarize the general properties of adver-
sarial learning algorithms:

• When the attack is not intense, adversarial learning
algorithms may have no apparent superiority over
standard learning algorithms as shown in Figure 2.
Perhaps more importantly, adversarial learning al-
gorithms should avoid going overboard on counter-
attacking the adversary and sacrifice the generality
of the learning model.

• Adversarial learning algorithms are more resilient
to attacks with moderate intensity, for example, the
learning problem shown in Figure 3. Performance

(a) HME as fattack = 0.1

(b) AD-HME (gate) as fattack = 0.1

Figure 2: Classification results of HME and AD-HME
(gate) on the artificial data set with adversarial attacks
when fattack = 0.1.

may still drop compared to learning with no ad-
versaries. However, adversarial learning algorithms
typically perform significantly better than standard
learning algorithms.

• When trained for handling extremely intense at-
tacks, adversarial learning algorithms should keep
a balance between robustness and the cost of false



(a) HME with fattack = 0.5

(b) AD-HME (gate) fattack = 0.5

Figure 3: Classification results of HME and AD-HME
(gate) on the artificial data set with fattack = 0.5.

positives. Overcompensating for adversarial at-
tacks may result in false positives as shown in Fig-
ure 4. The overall performance is improved, but
the cost of false positives may not be negligible and
should be factored in the design.

In theory the hierarchical architecture of the HME
model is subject to multi-point attacks, thus we let each
node have its own set of kernel parameters, indepen-
dently simulating adversarial attacks by transforming
malicious data in the input space into legitimate data
in the feature space. The AD-HME algorithm counters
the attack by learning a new set of model parameters to
maximize the likelihood of the transformed data. If this
process continues indefinitely, the algorithm essentially
explores the entire spectrum of the intensity of adver-
sarial attacks. In practice, the attacks are only effective
if they stay stealthy during training. A näıve adver-
sary would completely eliminate all unique features of
malicious data in the input space in the hope that all
malicious points would evade detection. A more sophis-
ticated adversary would avoid this greedy attempt so
that the attacks will remain unnoticed.

(a) HME with fattack = 0.9

(b) AD-HME (gate) fattack = 0.9

Figure 4: Classification results of HME and AD-HME
(gate) on the artificial data set with fattack = 0.9.

From the empirical results on the artificial data,
we can see that adversarial learning algorithms that
adapt to optimal attacks during training have a better
chance against adversarial attacks. Both AD-HME
(exp) and AD-RVM simulate attacks against individual
experts and have encouraging results. Compared to
AD-RVM, our AD-HME (exp) algorithm is not as
sensitive as the AD-RVM algorithm to the initialization
of kernel parameters. More importantly, AD-HME
(exp) does not use ad-hoc choice of a constant ρ to
control overcompensating issues as in AD-RVM [27].
Our AD-HME (gate) algorithm clearly outperforms AD-
RVM especially when attacks are intense.

5.2 Experiments on Real Datasets The spam
data set is taken from the UCI data repository [2].
Among the 4601 e-mail samples, 39.4% is spam. Each
e-mail has 57 attributes and a class label that is either
‘+’ or ‘-’ corresponding to spam and legitimate e-mail.
We divide the data set for training and testing. Training
data and test data are non-overlapping. We randomly
select 5% of the training data for training and test each
trained classifier on the entire test set. We report error



Table 2: Classification error rates of HME, AD-HMEs, RVM, AD-RVM, SVM, and one-class SVM on the spambase
dataset. Attacks are generated with fattack = 0.1, 0.3, 0.5, 0.7, 0.9. The best results are bolded.

fattack
0.1 0.3 0.5 0.7 0.9

HME 0.3767 ± 0.0210 0.3943 ± 0.0180 0.3913 ± 0.0132 0.4050 ± 0.0180 0.4046 ± 0.0278

AD-HME(exp) 0.3674 ± 0.0166 0.3557 ± 0.0144 0.3748 ± 0.0075 0.3934 ± 0.0171 0.3924 ± 0.0107

AD-HME(gate) 0.3384 ± 0.0114 0.3331 ± 0.0111 0.3549 ± 0.0114 0.3736 ± 0.0093 0.3775 ± 0.0046

AD-HME(exp+gate) 0.3643 ± 0.0136 0.3639 ± 0.0184 0.3741 ± 0.0208 0.3766 ± 0.0175 0.3978 ± 0.0068

RVM 0.3875 ± 0.0817 0.3753 ± 0.0826 0.3775 ± 0.0252 0.3899 ± 0.0258 0.3902 ± 0.0829
AD-RVM 0.3158 ± 0.0164 0.3270 ± 0.0175 0.3368 ± 0.0160 0.3438 ± 0.0165 0.3809 ± 0.0206

SVM 0.3641 ± 0.0136 0.3751 ± 0.0668 0.3793 ± 0.0551 0.4149 ± 0.0148 0.4079 ± 0.0183
One-class SVM 0.3127 ± 0.0422 0.3147 ± 0.0316 0.3248 ± 0.0483 0.3555 ± 0.0148 0.4011 ± 0.0048

Table 3: Classification error rates of HME, AD-HMEs, RVM, AD-RVM, SVM, and one-class SVM on the webspam
dataset. Attacks are generated with fattack = 0.1, 0.3, 0.5, 0.7, 0.9. The best results are bolded.

fattack
0.1 0.3 0.5 0.7 0.9

HME 0.1323 ± 0.0076 0.1566 ± 0.0206 0.2748 ± 0.0477 0.4360 ± 0.0522 0.5413 ± 0.0118

AD-HME(exp) 0.1359 ± 0.0157 0.1550 ± 0.0253 0.2394 ± 0.0474 0.4253 ± 0.0331 0.5409 ± 0.0084

AD-HME(gate) 0.1276 ± 0.0089 0.1423 ± 0.0330 0.2383 ± 0.0422 0.4298 ± 0.0346 0.5353 ± 0.0139

AD-HME(exp+gate) 0.1302 ± 0.0091 0.1540 ± 0.0130 0.2534 ± 0.0441 0.4387 ± 0.0463 0.5401± 0.0115

RVM 0.2355 ± 0.0542 0.3169 ± 0.0512 0.4541 ± 0.0761 0.5560 ± 0.0731 0.5876 ± 0.0869
AD-RVM 0.2426 ± 0.0276 0.2926 ± 0.0565 0.3373 ± 0.0460 0.4945 ± 0.0149 0.5866 ± 0.0032

SVM 0.2725 ± 0.0383 0.4725 ± 0.0773 0.5604 ± 0.1232 0.6061 ± 0.1002 0.6061 ± 0.0874
One-class SVM 0.3155 ± 0.0040 0.5625 ± 0.0034 0.5945 ± 0.0041 0.6009 ± 0.0039 0.5997 ± 0.0053

rates averaged over 10 random runs in Table 2. One-
class SVM was superior when fattack ≤ 0.5, which is
consistent with previously reported results [27]. AD-
RVM outperformed others when fattack = 0.7. AD-
HME (gate) gained the best result when fattack = 0.9.
Overall, the adversarial learning algorithms all managed
to outperform their baseline algorithms significantly.

The uni-gram web spam data set is taken from
the LibSVM website [1]. We cut down the num-
ber of attributes from 254 to 50 using the minimum-
redundancy-maximum-relevance feature selection tech-
nique (mRMR) [22]. We divide the 350,000 instances
evenly into training and test sets. In each run 2% of the
samples were randomly selected for training and the re-
sults are averaged over 10 random runs. Table 3 shows
the error rates of the six algorithms as the strength of at-
tacks increases. The AD-HME algorithms were superior
to others in all cases. Their superiority is also attributed
to the baseline HME algorithm that significantly out-
performed SVM and RVM. Nevertheless, the AD-HME
algorithms consistently outperformed the baseline HME
algorithm in all cases.

6 Conclusions and Future Work

We present an adversarial learning framework using
the hierarchical mixtures of experts. We interactively
search for feature space transformations that minimize
the likelihood of malicious data given parameters of the
baseline learning model. In each round of learning,
we model the adversary’s best strategy of attacking
the current trained learning model. Empirical results
demonstrate that our AD-HME learning model is robust
against adversarial attacks. Compared to AD-RVM, our
AD-HME algorithm does not require setting a constant
ρ to control overcompensating issues and AD-HME can
model attacks more efficiently at the gate levels in the
divide-and-conquer fashion. In the future, we plan to
investigate influences of attacks against terminals and
non-terminals at different levels and use mixtures of
different learning algorithms in the expert networks.
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