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Abstract—We examine how to design convergent and correct
message-passing schemes, similar to the min-sum algorithm,
for maximum a posteriori (MAP) estimation in the case that
the messages passed between two nodes of the network may
never be delivered. The proposed solution creates a new, but
equivalent, graphical model over which the convergence of a
specific message-passing algorithm is guaranteed. We then show
that the messages passed on this new model can be reduced
to message passing over the original model if we allow some
additional state at each node of the network.

I. INTRODUCTION

Graphical models are a useful tool for representing the
decomposition of a complicated function into smaller, simpler
functions. The min-sum algorithm is a distributed message
passing scheme designed to exploit this local structure in or-
der to compute the global minimum of an objective function
that can be written as a sum of functions, each of which
depend on a small subset of the problem variables.

For arbitrary pairwise graphical models (any graphical
model can be converted into a pairwise model [1]), the min-
sum algorithm may fail to converge [2], it may converge
to a set of beliefs from which an estimate cannot be easily
constructed [3], or the estimate extracted upon convergence
may not be optimal [1]. Despite these difficulties, empirical
evidence suggests that message-passing algorithms of this
type perform well over real networks (such as wireless
sensor networks) which may have not only limited power
and resources but also errors and collisions [4] [5].

Many alternative message-passing algorithms that are
provably convergent under particular message passing sched-
ules: MPLP [6], tree-reweighted max-product (TRMP) [7],
max-sum diffusion (MSD) [8], and the norm-product [9]
algorithms. Each of these algorithms can each be viewed
as coordinate ascent schemes over different concave lower
bounds. These algorithms typically require some amount
of central control in order to guarantee convergence: the
messages must be updated in a particular order and the
guarantees no longer hold if some messages are lost (or
delivered too slowly) which is often the case in real networks.

In this work, we demonstrate how to extend the convergent
behavior of the above algorithms to the case that the messages
passed during the algorithm may never be delivered. We
will make no assumptions about how the messages are lost:

they could be lost with some fixed probability, they could be
lost adversarially, they could be not be sent as a conscious
decision of the sender, they could fail to be delivered as
a result of changes to the network, etc. Additionally, our
solution is purely local: we do not require a central node
to coordinate the processing. Consequently, our results are
applicable to a wide variety of situations that can occur in
practice.

We achieve convergent behavior in the presence of mes-
sage erasures by modifying the graphical model and con-
sidering specific message-passing algorithms over this new
model. The proof of convergence of our new algorithm
follows from the convergence of the asynchronous algorithm
on the new graphical model, even in the presence of lost
messages. We compare the synchronous algorithm on the
unmodified network with the algorithm on the modified
network in the absence of errors, in the presence of erasures
that occur independently with some fixed probability, and in
the presence of an adversary. While we focus on a variant
of the TRMP algorithm in this work, the construction and
proof of convergence can be extended to convergent variants
of the TRBP algorithm as well. Finally, using graph covers,
we show that there is a relationship between the convergence
of a certain asynchronous algorithm and the convergence
of the typical synchronous min-sum algorithm for pairwise
graphical models without erasures and we speculate that
related ideas may be able to establish sufficient conditions
for the convergence of the asynchronous algorithm on the
unmodified network.

II. PRELIMINARIES

We start by reviewing the min-sum variant of the TRMP
algorithm described in [7]. This algorithm attempts to com-
pute the minimizing assignment of an objective function
f :

∏
i Xi → R that can be factorized as a sum of self-

potentials and edge potentials as follows: f(x1, ..., xn) =∑
i φi(xi) +

∑
i>j ψij(xi, xj). We assume that this mini-

mization problem is well-defined: f is bounded from below
and there exists an x ∈

∏
i Xi that minimizes f .

Every factorization of f has a corresponding graphical
representation known as a factor graph. The factor graph
consists of a node for each of the variables x1, ..., xn with an
edge joining xi to xj if ψij is not identically equal to zero.



Algorithm 1 Synchronous message-passing algorithm

1: Initialize the messages to some vector m0.
2: For iteration t = 1, 2, ... update the the messages as

follows

mt
ij(xj) :=min

xi

ψij(xi, xj)

cij
+
∑

k∈∂i\j

ckim
t−1
ki (xi)

+ φi(xi) + (cij − 1)mt−1
ji (xi).

The TRMP algorithm is then a message-passing algorithm
on this factor graph where the messages are passed as in
Algorithm 1. If we set cij = 1 for all i and j, then we
obtain the standard min-sum algorithm. In [7], the cij are
chosen in a specific way in order to guarantee correctness
of the algorithm. In this work, we will explore alternative
conditions on the cij that will ensure both the correctness
and convergence of the synchronous algorithm.

Given any vector of messages, we can compute a vector
of beliefs that are meant to approximate the min-marginals
of f .

bti(xi) = φi(xi) +
∑
k∈∂i

ckim
t
ki(xi)

btij(xi, xj) =
ψij(xi, xj)

cij
+ bti(xi)−mt

ji(xi)

+ btj(xj)−mt
ij(xj)

Additionally, at each time step, we estimate the optimal
assignment by choosing xti ∈ argminxi

bti(xi). We
say that the beliefs are locally decodable to x∗ if
argminxi b

t
i(xi) = {x∗i } for all i. We will make use

of the following definitions throughout this paper:

Definition II.1. A vector of beliefs, b, is admissible for a
function f with parameter vector c if f(x) =

∑
i bi(xi) +∑

ij cij

[
bij(xi, xj)− bi(xi)− bj(xj)

]
.

Definition II.2. A vector of beliefs, b, is min-consistent if
minxi bij(xi, xj) = κ+ bj(xj) for all i, j. Here κ ∈ R is a
constant that could be different for each i and j.

By construction, every vector of finite-valued messages
(i.e., |mij(xj)| < ∞ for all (i, j) ∈ G and all xj ∈ Xj) is
admissible1. Further, any vector of messages that corresponds
to a fixed point of the message update in Algorithm 1 can be
shown to produce a vector of beliefs that is min-consistent
[10].

1This is a subtle requirement. There are examples of functions such that
the message updates can produce a vector of messages that does not have
this property, but we will not discuss such cases in this work.

Algorithm 2 Asynchronous message-passing algorithm

1: Initialize the messages to some vector, m0.
2: Choose some ordering of the variables such that each

variable is updated infinitely often, and perform the
following update for each variable j in order

3: for each i ∈ ∂j do
4: Update the message from i to j:

mij(xj) :=min
xi

[ψij(xi, xj)

cij
+
∑

k∈∂i\j

ckimki(xi)

+ φi(xi) + (cij − 1)mji(xi)
]

5: end for

A. Correctness

For certain choices of the vector c, the converged estimates
produced by the synchronous algorithm are guaranteed to
correspond to global minima of the objective function. The
primary tool that makes this result possible is a relatively
standard lemma.

Lemma II.3. Let b be a vector of min-consistent beliefs. If
there exists a unique estimate x∗i that minimizes bi(xi) for
each i, then for each (i, j) ∈ E, x∗ also minimizes bij(xi, xj)
and bij(xi, xj)− bi(xi).

Proof: See Theorem 1 of [10].

Using this lemma and the admissibility of beliefs generated
from a vector of finite-valued messages, we can convert
questions about the optimality of the vector x into questions
about the choice of parameters. In fact, a simple restriction
on the choice of the vector c suffices to guarantee correctness.

Theorem II.4. Let b be a vector of admissible and min-
consistent beliefs for the function f with a corresponding
weighting vector of positive real numbers, c, such that for all
i, (1 −

∑
k∈∂i cki) ≥ 0. If the beliefs are locally decodable

to x∗, then x∗ minimizes the objective function.

Proof: See Theorem 1 of [10].

Moreover, if we choose cij = 1/maxk |∂k| for all (i, j) ∈
E, then the vector c satisfies the conditions of Theorem II.4.
We also note that this theorem continues to hold for any x∗

that simultaneously minimizes all of the beliefs (even if there
is not a unique x∗ with this property).

III. CONVERGENT MESSAGE PASSING

The synchronous message passing schedule of Algorithm 1
is only one such schedule for the message updates. Consider
the alternative message passing schedule in Algorithm 2 that
fixes a variable xj and updates all of the messages from a
neighbor of i to j.

The convergence of Algorithm 2 is guaranteed under
certain conditions on the vector c. For completeness, we will



provide a short proof. Specifically, we will show that the
asynchronous algorithm can only improve a particular lower
bound on the objective function. Our primary tool in this
section will be a lemma similar to Lemma II.3:

Lemma III.1. Suppose we perform the update for the edge
(i, j) as in Algorithm 2. If the vector of messages is finite-
valued after the update, then minxi

bij(xi, xj) = bj(xj) for
all xj .

Proof: The proof of this lemma is an immediate conse-
quence of the definitions.

If the vector c satisfies the conditions of Theorem II.4, then
for any vector of finite-valued messages m with correspond-
ing beliefs b, we can lower bound the objective function as

min
x
f(x) ≥

∑
i

(1−
∑
k∈∂i

cik)min
xi

bi(xi)

+
∑
ij

cij min
xi,xj

bij(xi, xj)

≡LB(m).

This lower bound is a concave function of the vector of
messages, m. We can show that Algorithm 2 is a coordi-
nate ascent scheme for this lower bound. Proofs of similar
theorems for related message passing schemes can be found
in [11] [9] [8] [6] [12] and [13], but the convergence
properties of this particular algorithm will be important for
the construction in Section IV.

Theorem III.2. Suppose c is as in Theorem II.4. If the vector
of messages is finite-valued at each step of the asynchronous
algorithm, then Algorithm 2 is a coordinate ascent scheme
for the lower bound LB.

Proof: We sketch a proof that uses Lemma III.1: Let
LBj(m) denote the terms in LB that involve the variable
xj . We can upper bound LBj as

LBj(m) ≤min
xj

[(1−
∑
i∈∂j

cij)bj(xj)

+
∑
i∈∂j

cij min
xi

bij(xi, xj)]

=min
xj

[φj(xj) +
∑
i∈∂j

cij min
xi

[
ψij(xi, xj)

cij

+ bi(xi)−mji(xi)]].

Notice that this upper bound does not depend on the choice
of the messages from i to j for any i ∈ ∂j. As a result, any
choice of these messages for which the inequality is tight
must maximize LBj . Observe that the upper bound is tight
if there exists an xj that simultaneously minimizes bj and
minxi

bij for each i ∈ ∂j. By Lemma III.1, this is indeed
the case after performing the updates in Algorithm 2 for the
variable node j. As this is the only part of the lower bound
affected by the update, we have that LB cannot decrease.

IV. MESSAGE PASSING WITH ERASURES

The previous algorithm guarantees convergence by per-
forming a particular sequence of asynchronous message
updates or by averaging a collection of updates performed in
parallel. If some messages are lost, then only a fixed subset
of the messages can be updated at each time step. These
updates can still be computed in parallel, but they are not
guaranteed to improve the lower bound.

We can model message erasures in the synchronous algo-
rithm as follows: at each time step t > 0, some subset of the
mt

ij are computed using the messages at time t − 1 while
others remain unchanged.

For example, fix a probability p and suppose that, at each
time t, we update each edge with probability 1− p. That is,
given the vector of messages at time t− 1, we can compute
the vector of messages at time t as

mt
ij =

{
mt−1

ij with probability p,
T (mt−1)ij with probability 1− p

where T (mt−1) represents the vector of messages computed
by iterating the synchronous algorithm for one step on the
vector mt−1.

In order to derive an algorithm that is guaranteed to
improve the lower bound at each iteration, we will consider
modifying the graphical model by creating |∂i| copies of each
node i each with potential φi/|∂i|, connecting each copy to
a distinct copy of k for each k ∈ ∂. The edge potentials
between copies of different variables remain unchanged, and
we connect each copy of the variable i to every other copy
of i via an edge with a pairwise potential that is one if the
corresponding variables agree and zero otherwise (i.e., a hard
equality constraint). This construction is illustrated in Figure
1b for the graph in Figure 1a. Note that connecting every
copy is not necessary; replacing each node with a line of
copies whose edges enforce equality is sufficient.

The new graphical model is equivalent to the old one in
the sense that they have the same minimum value. Further,
we can check that the maximum value of the corresponding
lower bounds are the same (the proof of this statement is
omitted, but it can easily be verified using the observations
of Lemma III.1 and Theorem III.2 and showing that any
maximum of one of the lower bounds can be converted into
a maximum of the other).

Now, we can use Algorithm 2 in order to construct a
convergent algorithm on the new network. We will think
of the edges passed between copies of the same variable as
internal to the node in the original network that they copy. In
this way, the only messages exchanged on the actual network,
and consequently the only messages that can be erased, are
those passed between copies of different variables. As in the
synchronous case, at each time step the algorithm will attempt
to pass updated messages between all nodes of the network.
However, the modified algorithm will act as follows: at each
time step t, node i computes the messages that will be sent
across the network given the messages received at time t−1.
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(b) The construction applied to
the graph G.

Fig. 1: An example of the construction from Section IV. See
the text for details.

If a copy of node i receives a message from a copy of node
j, it updates all of the internal messages into that copy of
node i using the most recent internal messages. That is, if
the message from a copy of node j is delivered to a copy
of node i, then we perform the asynchronous update at this
copy of node i. We can perform each of these asynchronous
updates in any order.

The convergence of this modified algorithm follows di-
rectly from the convergence of the asynchronous algorithm.
These observations result in the following theorem:

Theorem IV.1. If the vector c is chosen as in Theorem II.4,
then the modified algorithm is a coordinate ascent scheme
on the lower bound corresponding to the modified network
for any sequence of erasures.

We note that the algorithm need not converge to the
maximum of the lower bound. This can happen for one of
two reasons: the coordinate ascent scheme becomes stuck at
a suboptimal point (this can happen even without erasures
unless the state space is binary [11]) or the erasures prevent
every edge from being updated infinitely often.

Apart from guaranteed convergence, this new algorithm
has the additional advantage that the constant cij for each
edge can be set to 1/3 (in the case that the copies of
node i are connected in a line) without any knowledge of
the global network (in contrast to the naive synchronous
algorithm where we would need some additional message
passing in order to compute maxi |∂i|). Consequently, the
new algorithm may be preferable in practice as long as it
performs comparably to the standard synchronous algorithm.

V. EXPERIMENTAL RESULTS

We examined the performance of the above construction
against the standard synchronous algorithm (with the lower
bound computed over the bipartite 2-cover and scaled by a
factor of 1/2) for the minimum vertex cover problem over
randomly generated networks. Here, we plot two different
erasure models: erasure-free message passing and uniformly
independent erasures with probability 1/2. For consistency,
both of the algorithms were seeded so that the same sequence
of erasures was observed. The results over a single randomly
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Fig. 2: Comparison of the synchronous algorithm (with c =
1/maxi |∂i|) and the modified algorithm described in Section
IV (with c = 1/3) over a network without erasures.
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Fig. 3: Comparison of the synchronous algorithm (with c =
1/maxi |∂i|) and the modified algorithm described in Section
IV (with c = 1/3) over the same network as in Figure 2 with
independent probability of erasure of 1/2 over each edge.

generated network are pictured in Figure 2 and Figure 3
respectively. These results are typical for such networks:
the synchronous algorithm and the modified algorithm often
perform comparably even though the synchronous algorithm
sometimes decreases the lower bound. There exist sequences
of message erasures for which either algorithm appears to
outperform the other, but both algorithms always appear to
converge.

However, the situation is different for networks in which
the messages are erased adversarially. For sparse networks
in which an adversary only allows one message update in
each round, the modified algorithm can perform significantly
better than the naive algorithm. For example, suppose that
the adversary chooses edges that minimize the improvement
of the synchronous lower bound. The results for a sparse
random network on 50 nodes with such an adversary are
described in Figure 4. As a result, in certain networks, the
modified algorithm may be preferred both because of the
above theoretical guarantees (the algorithm converges and
the lower bound to the true solution cannot decrease) as well
as its practical performance.

VI. CONVERGENCE IN THE UNMODIFIED NETWORK

The previous experimental results seem to suggest that the
reweighted min-sum algorithm always converges without the
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Fig. 4: Comparison of the synchronous algorithm (with c =
1/maxi |∂i|) and the modified algorithm described in Section
IV (with c = 1/3) over a 50 node network in which an
adversary only allows one message to be delivered in each
round.

need to construct the modified network. Proving such a result
is an interesting open question. We take the first steps in this
section by demonstrating that, in the absence of erasures,
the synchronous algorithm, Algorithm 1, can be viewed as
a coordinate ascent scheme for a related graphical model.
As the computation tree produced by Algrorithm 1 without
erasures contains the computation tree that results from
message erasures, a better analysis may be able to establish
some conditions under which the algorithm converges in the
presence of erasures.

A. Graph Covers

The above result makes use of the concept graph covers.
The min-sum algorithm, in attempting to solve the mini-
mization problem on one factor graph, is actually attempting
to solve the minimization problem over an entire family of
equivalent factor graphs. This family is characterized by the
notion of graph covers.

Definition VI.1. A graph H covers a graph G if there exists
a graph homomorphism h : H → G such that h|∂v is an
isomorphism on ∂v for all vertices v ∈ H . If h(v) = u, then
we say that v ∈ H is a copy of u ∈ G. Further, H is a
k-cover of G if every vertex of G has exactly k copies in H .

If H covers the factor graph G, then H has the same local
properties as G. To any cover H we can associate a collection
of potentials in which the potential at node i ∈ H is equal
to the potential at node h(i) ∈ G (analogously for the edge
potentials). Algorithm 1 is incapable of distinguishing the
two factor graphs H and G given that the initial messages to
and from each node in H are identical to the nodes that they
cover in G. Observe that for every node v ∈ G the messages
received and sent by this node at time t are exactly the same
as the messages sent and received at time t by any copy of
v in H . As a result, if we use Algorithm 1 to deduce an
assignment for v, the algorithm run on the graph H must
deduce the same assignment for each copy of v. We have
the following equivalence.

Lemma VI.2. Let bG be a vector of beliefs that is admissible
and min-consistent for a function fG with corresponding
factor graph G and a non-zero parameter vector c. If H
is a graph cover of G via h : H → G with corresponding
objective function fH , then the vector of beliefs bH such that
bHi = bGh(i) for all i ∈ H and bHij = bGh(i,j) for all (i, j) ∈ H
is admissible and min-consistent for fH .

The proof of this lemma follows directly by taking any
vector of messages m on G and extending it to a vector m′

over h by setting m′ij = mh(i)h(j) for all i and j. Further
details about graph covers and their applications to message
passing can be found in [14].

B. Synchronous Convergence

We now turn our attention to extending the convergence
of the asynchronous algorithm to the synchronous case.
Typically, convergence of synchronous algorithms is proven,
for specific problems, by analyzing the computation trees
produced at each time step. In this work, we give a novel
proof of the convergence of the above synchronous algorithm
by exploiting its relationship to the asynchronous algorithm.
In fact, this relationship holds even when the conditions for
convergence in Theorem III.2 are not satsified (e.g., it applies
to the standard min-sum algorithm).

We saw conditions under which an asynchronous variant
of Algorithm 1 is guaranteed to converge. As we discussed
earlier, there are many other asynchronous message-passing
algorithms with this property. With a little extra work, we
can extend our proof of convergence for Algorithm 2 to
demonstrate convergence of the synchronous algorithm as
well.

Every pairwise factor graph, G = (VG, EG), admits a
bipartite 2-cover, H = (VG × {1, 2}, EH). We will denote
copies of the variable xi in this 2-cover as xi1 and xi2 . For
every edge (i, j) ∈ EG, (i1, j2) and (i2, j1) belong to EH .
In this way, nodes labeled with a one are only connected to
nodes labeled with a two.

We can view the synchronous algorithm described in
Algorithm 1 as a specific asynchronous algorithm on H
where we perform the asynchronous update for every variable
in the same partition on alternating iterations (see Algorithm
3).

By construction, the message vector produced by Algo-
rithm 3 is simply a concatenation of two consecutive time
steps of the synchronous algorithm. Specifically, mt

H =[
m2t−1

G

m2t−2
G

]
for all t ≥ 1. Therefore, for any pairwise graphical

model, the messages passed by the synchronous algorithm
are identical to those passed by an asynchronous update on
the bipartite 2-cover. Most importantly, because this argument
did not depend on the vector c, it continues to hold for the
synchronous versions of the standard min-sum algorithm and
TRMP.

Denote the lower bound corresponding to H as LBH(m).
As before, we can show that for an appropriate choice of



Algorithm 3 Bipartite Asynchronous message-passing algo-
rithm

1: Initialize the messages to some vector, m0.
2: For each iteration, update all of the outgoing messages

from nodes labeled one to nodes labeled two and then
update all of the outgoing messages from nodes labeled
two to nodes labeled one using the asynchronous update
rule

mij(xj) :=min
xi

[ψij(xi, xj)

cij
+
∑

k∈∂i\j

ckimki(xi)

+ φi(xi) + (cij − 1)mji(xi)
]
.

the vector c each iteration of Algorithm 3 can only improve
LBH(m):

Theorem VI.3. Suppose c is as in Theorem II.4. If the vector
of messages is finite-valued at each step of the synchronous
algorithm, then Algorithm 3 is a coordinate ascent scheme
for the lower bound LBH .

Proof: Notice that the update from a node labeled one
to a node labeled two only depends on messages received
from nodes labeled two. As a result, we can update multiple
nodes in the same part of the partition simultaneously. The
proof then follows in exactly the same way as Theorem III.2.
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