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Abstract—Gaussian belief propagation is an iterative algorithm
for computing the mean of a multivariate Gaussian distribution.
Equivalently, the min-sum algorithm can be used to compute
the minimum of a multivariate positive definite quadratic func-
tion. Although simple sufficient conditions that guarantee the
convergence and correctness of these algorithms are known, the
algorithms may fail to converge to the correct solution even when
restricted to only positive definite quadratic functions.

In this work, we propose a novel change to the typical
factorization used in GaBP that allows us to construct a variant of
GaBP that can solve the minimization problem for arbitrary pos-
itive semidefinite matrices while still preserving the distributed
message passing nature of GaBP. We prove that the new factor-
ization avoids the major pitfalls of the standard factorization,
and we demonstrate empirically that the algorithm can be used
to solve problems for which the standard GaBP algorithm would
have failed. As quadratic minimization is equivalent to solving a
system of linear equations, this work can be applied to solve large
positive semidefinite linear systems in many application areas.

I. I NTRODUCTION

LetΓ ∈ R
n×n be a positive semidefinite matrix andh ∈ R

n.
The quadratic minimization problem is to find thex ∈ R

n that
minimizes 1

2x
TΓx−hTx. If the minimum is finite, such anx

must satisfyΓx = h, and as a result, minimizing a quadratic
function is equivalent to solving a linear system.

Using GaBP and min-sum to solve linear systems has been
an active area of research, and several sufficient conditions
for the convergence and correctness of these algorithm for
the quadratic minimization problem have been established.
Consider the following definitions:

Definition I.1. A matrix Γ ∈ R
n×n, with all ones on its

diagonal, iswalk-summable if the spectral radius of the matrix
|I − Γ| is less than one.

Definition I.2. Γ ∈ R
n×n is scaled diagonally dominant if

∃w > 0 ∈ R
n such that|Γii|wi >

∑

j 6=i |Γij |wj .

Here, we use|A| to denote the matrix obtained fromA by
taking the absolute value of every entry.

The sufficiency of walk-summability for the convergence of
GaBP was demonstrated in [1] while the sufficiency of scaled
diagonal dominance was demonstrated in [2] and [3]. Finally,
a condition based on graph covers was given in [4]. All of
these conditions are known to be equivalent [4].

There are examples of positive definite matrices that do not
satisfy the known sufficient conditions for which the min-
sum algorithm still converges to the correct solution [1]. A
critical component of these examples is that the computation
trees remain positive definite throughout the algorithm. Such
behavior is guaranteed if the original matrix is scaled diag-
onally dominant, but arbitrary positive definite matrices can
produce computation trees that are not positive definite [1]. If
this occurs, the standard GaBP algorithm fails to produce the
correct solution.

One way to overcome the above difficulties would be to
precondition the matrixΓ in order to force it to be scaled
diagonally dominant. Diagonal loading was proposed as one
such useful preconditioner in [5]. The key insight of diagonal
loading is that scaled diagonal dominance can be achieved
by sufficiently weighting the diagonal elements ofΓ. The
diagonally loaded matrix can then be used as an input to a
GaBP subroutine. The solution produced by GaBP can then
be used in a feedback loop to produce a new matrix, and
the process is repeated until a desired level of accuracy is
achieved. Unfortunately, this approach results in an algorithm
that loses many of the desired distributive properties of the
GaBP algorithm and choosing the appropriate amount of
diagonal loading and feedback to achieve quick convergence
remains an open question.

In this paper we take a different approach. Instead of
preconditioning, we propose an alternate factorization for the
min-sum (or equivalently GaBP) algorithm. The motivation
for this new factorization comes from the observation that
belief propagation style algorithms typically do not explore
all nodes in the factor graph with the same frequency [6]. In
many application areas such uneven counting is undesirable
and typically results in incorrect answers, but if we can
overestimate the diagonal entries of the computation tree
relative to the off diagonal entries then we may be able to
force the computation trees to be positive definite. Although
similar in spirit to diagonal loading, our approach preserves the
distributed message passing structure of the algorithm which
allows it to be used to efficiently solve large linear systems.
Unlike previous work, we will show that our construction can
be used to compute the minimum of any quadratic function
which is bounded from below.



The outline of this paper is as follows: in Section II we
review the min-sum algorithm and other relevant background
material, in Section III we propose a new factorization for
the quadratic minimization problem and prove that it can be
used to produce algorithmic behavior similar to having run
the min-sum algorithm on a matrix that was scaled diagonally
dominant, in Section IV we explore the convergence properties
of the new factorization, and we conclude in Section V.

II. PRELIMINARIES

Before we proceed to our results, we briefly review the rele-
vant background material pertaining to the min-sum algorithm
and quadratic minimization.

A. The Min-Sum Algorithm and Quadratic Minimization

The min-sum algorithm attempts to compute the min-
marginals of an objective functionp(x1, ..., xn) that can be
written as a sum of self-potentials and edge potentials,

p(x1, ..., xn) =
∑

i

φi(xi) +
∑

α

ψα(xα) (1)

whereα ⊆ {1, ..., n}.
Every factorization ofp has a corresponding graphical

representation known as a factor graph. The factor graph
consists of a node for each of the variablesx1, ..., xn and
each of the factorsψα with an edge joiningψα to xi if i ∈ α.
In this paper we will only need the pair-wise case where
∀α, |α| = 2. In this special case, we can simplify the factor
graph by eliminating the factor nodes and simply joiningxi
andxj by an edge ifψij is a not identically zero. The min-sum
algorithm is then a message passing algorithm on this reduced
factor graph. On thetth iteration of the algorithm, messages
are passed along each edge of the factor graph as follows:

mt
i→j(xj) = min

xi

φi(xi) + ψij(xi, xj)

+
∑

k∈∂i−j

mt−1
k→i (2)

We will assume that the initial messagesm0 are zero. Given
any vector of messages,m, we can construct a set of beliefs
that are intended to estimate the min-marginals:

τ ti (xi) = φi(xi) +
∑

j∈∂i

mt
k→i(xi) (3)

τ tij(xi, xj) = φj(xj) + φi(xi) + ψij(xi, xj)

+
∑

k∈∂i−j

mt
j→i(xi)

+
∑

k∈∂j−i

mt
k→j(xj) (4)

We can then construct an estimate of the minimizing value:

xti = argmin
xi

τ ti (xi) (5)

For the specific case of minimizing a quadratic function,
equivalently finding the mean of a multivariate Gaussian

probability distribution, we can write the objective function
as:

p(x1, ..., xn) =
1

2
xTΓx− hTx (6)

=
∑

i

1

2
Γiix

2
i − hixi +

∑

i>j

Γijxixj (7)

where Γ ∈ R
n×n is symmetric positive definite. We will

assume, without loss of generality, thatΓ has been normalized
to contain only ones along its diagonal.

Because the minimization is being performed over quadratic
functions, we can explicitly compute the minimization re-
quired by the min-sum algorithm at each time step. In this way,
the message updatemt

i→j can be parameterized as a quadratic
function of the formatijx

2
j + btijxj where the constants are

given by:

atij =
− 1

2Γ
2
ij

Γii + 2
∑

k∈∂i−j a
t−1
ki

(8)

btij =
(hi −

∑

k∈∂i−j b
t−1
ki )Γij

Γii + 2
∑

k∈∂i−j a
t−1
ki

(9)

These updates are only valid forΓii + 2
∑

k∈∂i−j a
t−1
ki > 0.

If this is not the case thenatij = btij = −∞. For the initial
constants, we takea0ij = b0ij = 0.

B. Computation Trees

One important tool in the analysis of belief propagation style
algorithms is the notion of a computation tree. Intuitively, the
computation tree is an unrolled version of the original graph
that captures the evolution of the messages passed by the min-
sum algorithm.

For any nodev, the computation tree at timet rooted atv,
denoted byTv(t), is defined recursively as follows:Tv(1) is
just the nodev, the root of the tree. The treeTv(t) at timet is
generated fromTv(t− 1) by adding to each leaf ofTv(t− 1)
a copy of each of its neighbor edges inG, except for the
neighbor edge that is already present inTv(t− 1). Each edge
in Tv(t) is a copy of an edge inG, and the potentials on
the edges ofTv(t) are the same as their corresponding edges
in G. Similarly, the self-potentials of each node inTv(t) are
identical to the node inG for which they are a copy.

If we initialize the min-sum algorithm with uninformative
messages (i.e. the initial messages are just 0), thenTv(t)
captures the information available to nodev at timet. At time
t = 0, nodev has received only the initial messages from its
neighbors, soTv(0) consists only ofv. At time stept = 1, v
receives messages from all of its neighbors, sov’s neighbors
are added to the tree. At timet = 2, v receives a round 2
message from each neighboru. The round 2 message fromu
to v depends on the round 1 messages from allu’s neighbors
other thanv. Therefore,Tv(2) is obtained fromTv(1) by
adding adjacent to any neighboru of v all neighbors ofu
(in G) other thanv. And so forth for all timest > 0. By
construction, we have the following lemma:



Lemma II.1. If the initial messages are uniformly zero then
the belief at nodev produced by the min-sum algorithm at
time t corresponds to the exact min-marginal of the quadratic
function defined on the deptht computation tree rooted atv.

C. Convergence and Correctness

The min-sum algorithm converges to a fixed point set of
beliefs if the coefficients of the beliefs do not change for two
consecutive time steps (or, in practice, change by less than
someǫ > 0). For a set of fixed point beliefs, we have the
following result from [7]:

Theorem II.2. If the quadratic min-sum algorithm converges
to a set of fixed point beliefsτ∗ such that∀i there exists a
uniquex∗i that minimizesτ∗i thenx∗ is a local optimum of the
objective function.

For the convex quadratic minimization problem, local op-
tima correspond to global optima. So if the beliefs converge
and we can extract a unique estimate then this estimate is
guaranteed to be the optimal solution. Even if the beliefs do
not converge, the algorithm may exhibit a weaker form of
convergence.

Lemma II.3. atij ≤ at−1
ij ≤ 0 for all t ≥ 1.

Proof: This result follows by induction. If the update
is not valid thenatij = −∞ which trivially satisfies the
inequality, otherwise we have:

atij =
− 1

2Γ
2
ij

Γii + 2
∑

k∈∂i−j a
t−1
ki

≤
− 1

2Γ
2
ij

Γii + 2
∑

k∈∂i−j a
t−2
ki

= at−1
ij

where the inequality follows from the observation thatΓii +
2
∑

k∈∂i−j a
t−1
ki > 0 and the induction hypothesis.

Lemma II.4. If all of the computation trees are positive
definite then theatij converge.

Proof: By Lemma II.3, theatij are monotonically decreas-
ing. Because all of the computation trees are positive definite,
we must have that for eachi, Γii + 2

∑

k∈∂i−j a
t−1
ki > 0.

Hence, the sequencea0ij , a
1
ij , ... is monotonically decreasing

and bounded from below by−Γii

2 . This implies that it con-
verges.

The atij converging is equivalent to saying that the esti-
mates of the variances converge. Therefore, requiring all of
the computation trees to be positive definite is a sufficient
condition for convergence of the variances. Note, however,that
the estimates of the means which correspond to the sequence
btij need not converge even if all of the computation trees are
positive definite.

III. A N EW FACTORIZATION FOR QUADRATIC

M INIMIZATION

Empirically, the min-sum algorithm can converge to the
correct minimizer of the quadratic function even if the original
matrix is not scaled diagonally dominant [1]. The most signif-
icant problem when the original matrix is positive definite but
not scaled diagonally dominant is that the computation trees
may eventually possess negative eigenvalues. If this happens,
the algorithm will terminate with all beliefs equaling negative
infinity. Past work has focused on trying to characterize
the region beyond scaled diagonal dominance for which we
can expect good behavior. In this work, we take a different
approach. We will attempt to change the graphical model
in order to force all of the computation trees to be positive
definite, even if the original matrix is not positive definite.

The key idea is to exploit the observation that the number
of times that each component of the quadratic form is copied
in the computation tree is not necessarily the same. Recall that
our original graphical model had a node for each variablexi
and an edge betweenxi and xj for all non-zeroΓij terms.
We will extend this formulation by splitting each edge into
c distinct edges each with edge potential1

c
Γijxixj . The new

graphical model will then havec edges between a nodexi and
xj for each non-zeroΓij . The purpose of this splitting is to
skew the node counts in the computation tree in such a way
as to ensure that the computation trees are positive definiteat
each time step.

Assuming a uniform initialization of the messages, the
message updates at timet for the new graphical model can
be written as follows:

mt
i→j(xj) = min

xi

φi(xi) +
1

c
ψij(xi, xj) + (c− 1)mt−1

j→i

+ c
∑

k∈∂i−j

mt−1
k→i (10)

Notice that choosingc = 1 is identical to using the message
passing scheme discussed in the preliminaries. Again, the
message fromi to j at time t is a quadratic function of the
form atijx

2
j + btijxj where the coefficients are given by:

atij =
− 1

2

(

Γij

c

)2

Γii + 2c
∑

k∈∂i−j a
t−1
ki + 2(c− 1)aji

(11)

btij =
(hi − c

∑

k∈∂i−j b
t−1
ki + (c− 1)bji)

Γij

c

Γii + 2c
∑

k∈∂i−j a
t−1
ki + 2(c− 1)aji

(12)

Compare these with equations 8 and 9. By arguments
analogous to those presented in the preliminaries, lemmas II.3
and II.4 continue to hold for the new factorization. Therefore,
if we can show that there is a choice of the integerc that
will cause all of the computation trees to be positive definite
then the min-sum algorithm over the new factorization will
behave almost as if the original matrix were scaled diagonally
dominant (the variances converge but the means may not).



Theorem III.1. For any matrix Γ, not necessarily positive
definite,∃c such that the computation trees generated by the
above message passing scheme are all positive definite.

Proof: Let Tk(t) be the deptht computation tree rooted
at k. We will show thatTk(t) is scaled diagonally dominant
for eacht. For anyi ∈ Tk(t) at depthd define:

wi =
(e

c

)d

(13)

where c is the integer in the statement of the lemma ande

is a positive real to be determined below. There are three
possibilities:

1) i is a leaf ofTk(t). In this case, we need

|Γii|wi >
|Γip(i)|

c
wp(i) (14)

By the definition ofwi above, we need that

|Γii| >
|Γij |

e
(15)

2) i is the root ofTk(t). The equation for scaled diagonal
dominance requires

|Γii|wi >
∑

k∈∂i

|Γki|wk (16)

Again, plugging in the definition ofwi,

|Γii| >
∑

k∈∂i

|Γki|

c
(17)

3) i is not a leaf or the root ofTk(t). The equation for
scaled diagonal dominance requires

|Γii|wi >
|Γip(i)|

c
wp(i) + (c− 1)

|Γip(i)|

c

e

c
wp(i)

+
∑

k∈∂i−p(i)

|Γki|wk (18)

Plugging in the definition ofwi,

|Γii| >
|Γij |

e
+

∑

k∈∂i−p(i)

(e

c

)

|Γki| (19)

If we fix e to satisfy case 1 for all leaves ofTk(t) then
(|Γii| −

|Γij |
e

) > 0. With this choice ofe, we can choose
a sufficiently largec that satisfies the remaining two cases for
all i ∈ Tk(t). If we assume, without loss of generality, that
|Γii| = 1 for all i then we can choosee = 2maxi6=j |Γij | and
c = 2emaxi,j

∑

k∈∂i−j |Γij |+ 2.

This theorem not only guarantees us that there is a choice
of c such that the all of the computation trees are positive
definite, but it also guarantees that the eigenvalues of the
computation trees are bounded away from zero. This follows
from the Geřsgorin disc theorem and the observation that the
inequalities in the proof of the theorem are not time dependent.
From this we can conclude that the estimate produced by the
algorithm upon convergence must be unique (every positive

definite quadratic function of a single variable has a unique
solution).

Finally, observe that Theorem II.2 continues to hold for
our new factorization. Combining this with the above, we
have that, upon convergence, the algorithm must produce a
unique estimate that corresponds to the global minimum of
the objective function. This argument does not require thatthe
original matrix Γ be positive definite. Indeed, the argument
works for any quadratic objective function that has a finite
minimum. If Γ has zero eigenvalues thenΓx = h could have
infinitely many solutions or no solutions. For any symmetric
positive semidefinite matrixΓ, infx 1

2x
TΓx− hTx > −∞ iff

there exists at least onex such thatΓx = h.

IV. CONVERGENCE

In this section we explore the convergence of the min-
sum algorithm under our new factorization. Unfortunately,
the message updates as presented above do not necessarily
result in a convergent algorithm. As was observed in [1],
convergence of the variances does not imply convergence of
the means, and damping may be required in order to force
the latter to converge. Such damping can be accomplished by
setting

btij = (1− α)bt−1
ij

+ α(
(hi − c

∑

k∈∂i−j b
t−1
ki + (c− 1)bji)

Γij

c

Γii + 2c
∑

k∈∂i−j a
t−1
ki + 2(c− 1)aji

) (20)

for some damping constant0 < α ≤ 1. Notice that every
fixed point of the damped update is also a fixed point of the
undamped update.

For every positive definite matrixΓ tested, we were able to
find a damping constant that caused the min-sum algorithm to
converge to the correct solution. These results correlate with
the observations from [1] that having all computation trees
positive definite seems to be the most important requirement
for the convergence of the damped message updates.

In practice, finding a damping constant that results in fast
convergence may be challenging. Surprisingly, an alternative
message passing schedule always results in a convergent
message passing algorithm [8] [9]. Consider performing the
message updates sequentially by choosing some ordering on
the vertices and updating all outgoing messages for each vertex
in order by using the most recent value of the incoming
messages. This new message passing schedule is guaranteed
to converge. The proof of this result is beyond the scope of
this work, but employing this new message passing schedule,
we can conclude:

Theorem IV.1. If infx 1
2x

TΓx−hTx > −∞ for any positive
semidefinite matrixΓ then there exists a splitting constant,c,
and an appropriate schedule of message updates such that the
min-sum algorithm converges to a unique estimatex∗ with
Γx∗ = h.



Fig. 1. 4-cycle with a chord

Fig. 2. 5-cycle

A. Experimental Results

We explore the rate of convergence for the new factorization
on the 4-cycle with a chord and the 5-cycle examples from
[1] as well as its behavior on random symmetric matrices. In
order to guarantee convergence, we will use the asynchronous
update schedule as in [8].

1) 4-cycle with a Chord:For the 4-cycle with a chord,Γ
has all ones along its diagonal and the off diagonal elements
are as in Figure 1. Without splitting, the min-sum algorithm
converges to the correct solution for0 < r < .39865. If
we setc = 3 then the min-sum algorithm converges for all
0 < r < .5, which is the entire positive definite region for this
example.

2) 5-cycle:For the 5-cycle,Γ has all ones along its diagonal
and the off diagonal elements are as in Figure 2. Without
splitting, the min-sum algorithm converges to the correct
solution for 0 < r < .5. If we set c = 3 then the min-
sum algorithm converges for all0 < r < .61803, which is the
entire positive definite region for this example.

3) Random Symmetric Matrices:We randomly generated
5 by 5 matrices with entries in the interval[−1, 1]. We
then took each matrix and multiplied it by its transpose to
obtain a symmetric positive definite matrix. We then ran the
asynchronous splitting algorithm withc = 20 for 10000
randomly generated matrices until the algorithm reached an
accuracy of10−6. We observed that the number of iterations
required for convergence scaled with the condition number
of the random matrix from as few as 20 iterations for low
condition numbers to upwards of 50000 iterations for very
ill-conditioned matrices.

V. CONCLUSIONS

The splitting technique produces an empirically effective,
easily distributed algorithm for solving positive semidefinite
linear systems. The splitting technique described in this pa-
per has wider applications than simply minimizing positive
semidefinite quadratic functions: this technique can be easily
extended to solve general linear systems as in [5] and [10] and

can also be used to minimize differentiable convex functions
as in [3].

Finally, we assumed that we split only edge potentials
and that the splitting constants were integral. This technique
can be generalized to message passing schemes in which
we can split both the self potentials and the edge potentials
by an arbitrary non-zero real number. The convergence and
correctness properties of this general message passing scheme
are explored in [8].
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