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Özalp Özer
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We consider a single-item, periodic-review inventory system in which inventory record is inaccurate. The system
faces two types of uncertain demand. The recorded demand accounts for paying customers whose transactions
are updated in the system. The unrecorded demand reduces on hand inventory but this reduction is not recorded
in the system, for example, theft or pilferage. Hence, inventory record may not accurately account for inventory
on hand. To reconcile this di!erence, the manager carries out costly audits as part of replenishment decisions
or when a stock-out occurs. Yet, the audit and replenishment decisions need to be made based on available
information, e.g., the inventory record. The objective is to determine a joint audit and replenishment policy so as
to minimize the expected total discounted cost for an infinite horizon. The actual inventory level at a given period
depends on the entire history of the observed process, i.e. inventory records and audits. However, we show that
su"cient information for this dynamic problem can be reduced to the pair of (i) the recorded inventory level and
(ii) the number of periods since the last inventory correction. This enables us to formulate the problem using an
exact dynamic program. We also obtain some structural results regarding the actual inventory and the recorded
inventory levels. These results prove useful in characterizing the structure of the optimal policy. In particular,
we characterize the optimality of a two-parameter policy, called the (l, S) policy.
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1. Introduction. Inventory records for a product rarely match actual inventory in stock. References
both from industry and academy documenting that the problem of inventory inaccuracy persists and has
daunting e!ects on operational costs and decisions, such as replenishment policies, can be found, for
example, in [14] and [8]. In this paper, we consider a single item, periodic-review inventory control
problem with lost sales, where paying customers’ demands are recorded, but unrecorded pilferage and
spoilage goes unnoticed until an inventory audit is performed. As a result, the inventory record may
not match the actual inventory on hand. Yet, managerial decisions, such as ordering products and
performing inventory counts, must be made based on inventory records. At the beginning of each period,
the manager reviews the inventory record, and controls the system by deciding whether or not to audit
inventory. Next, she decides whether to place an order. If an audit is not performed, then ordering is
not allowed. The manager incurs ordering, holding and shortage costs as well as an inventory audit cost
if an audit is performed. Her objective is to decide jointly when to audit and how much to order so as
to minimize total discounted expected inventory costs for an infinite horizon. For this inventory system,
we determine an optimal joint audit and replenishment policy that is simple to implement.

Discrepancy between inventory records and actual inventory is primarily due to three main sources:
transaction errors, shrinkage and misplacement ([3], [5]). Each of these error sources a!ects the system in a
unique way. Transaction errors a!ect only the inventory record but not the actual inventory. In contrast,
shrinkage, which is often due to theft and spoilage, a!ects on hand inventory but not the inventory
record. Unlike shrinkage, misplaced items can be recovered after an inventory audit. The degree to which
inventory systems face these error sources di!ers greatly. For example, the IBM and METRO groups
report theft as the major source of inventory inaccuracy ([1], [15]). Studying all three sources explicitly
in a single model makes the control problem intractable. Hence, focusing on only one source can help
identify optimal replenishment policies or and/or develop useful heuristics to better manage a particular
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inventory system. This approach may also help develop solutions for more complex systems. Therefore,
although not explicitly stated, most researchers have focused on one error source at a time and provided
control policies for specific inventory systems. For example, [9] and [13] focus on transaction errors only
and provide a replenishment policy that accounts for these type of errors. The authors in [10] consider
shrinkage only and provide a simulation study for a given replenishment policy. They quantify the impact
of inventory inaccuracy on lost sales. A model where legitimate demands are unobservable (which in our
setting can be thought of as shrinkage), but become either partially or completely observable once on
hand inventory dips below zero, is considered in [5] and [4], respectively; the authors provide dynamic
programming formulations to determine an optimal order quantity. Shrinkage only is also considered in
[7], where an approximation for the distribution of the evolving inventory process based on a bayesian
approach is provided. As illustrated by this paper, one source of inaccuracy alone can pose technical
challenges that make the optimization of the system di"cult. As a result, both approximate models and
heuristic approaches have been used. In [2] and [3] heuristic replenishment policies are developed when
all three error sources are present and the inventory manager has varying degrees of visibility for these
sources. A detailed review of related models is provided in [14]. In this paper, we focus on an inventory
system with record inaccuracy due to shrinkage as in [10] but we provide an exact dynamic programming
formulation to determine an optimal replenishment and audit policy.

To maintain inventory record accuracy, firms perform inventory audits, which involves counting inven-
tory and updating records. The frequency of the audits depends on various factors, such as audit costs,
whether the audit disrupts day-to-day operations, and whether the audit is conducted for a particular
SKU or all SKUs simultaneously. Some firms audit inventory periodically (at pre-specified time intervals)
which allows them to better plan, dedicate and pool resources. Another policy is to decide whether to
audit a particular SKU at the beginning of each replenishment period. This leads to dynamically chang-
ing audit cycles, which allows more flexibility in managing inventory based on the observed information.
Such an inventory audit policy has been studied in [13]. Another characteristic that one may want to add
is that stock-outs may trigger an audit. It occurs, for example, when a customer observes a stock-out
and reports it to the manager. Some firms, such as Staples, require their employees to walk through the
aisles to observe whether an item is out of stock; this process is referred to as a “zero balance walk” in
[6]. Inventory record corrections via stock-outs have been considered by [5] and [4]. In this paper, we
focus on an inventory system in which audits are dynamically decided upon at the beginning of each
period and are performed as part of a replenishment decision. To this system, we also incorporate audits
triggered by stock-outs.

In summary, we study a periodic-review, single-item inventory problem with inventory record inac-
curacy due to shrinkage. The costly audit decisions are made as part of the replenishment process and
stock-outs trigger an audit. Such an inventory system can be used to describe the inventory level of an
expensive item. There are mainly two demand sources: legitimate paying customers and thieves. The
manager’s objective is to determine a joint audit and replenishment decision that minimizes the total cost
of audit, replenishment, and inventory holding and shortage costs. At the beginning of each replenish-
ment period, the manager decides whether to audit and how much to order based on the inventory record
information. We note that the actual inventory level given only the recorded inventory, will depend, in
great generality, on the whole history of the observed process, and therefore might easily yield intractable
state space and dynamic programming formulations (see, for example, [7]). However, we will show that
su"cient statistics for this dynamic problem (i.e., the state space) can be reduced to two variables: the
inventory record and the number of periods since the last inventory audit. This reduction enables us to
formulate an exact dynamic program, which allows us to determine an e!ective audit and replenishment
policy.

2. The Model. During each period n, the sequence of events is as follows. (1) The manager observes
the recorded net inventory Xr

n, and the number Tn of periods since the last inventory record correction
(e.g., inventory replenishment). The manager decides whether or not to audit inventory. If she does, the
recorded net inventory Xr

n is set to match the actual inventory level Xn, and a fixed counting cost K is
incurred. After counting, she decides how many units, qn ! 0, to order. The cost of ordering is c̃ per
unit. The replenishment lead time is assumed to be negligible. (2) Recorded demand Dn and unrecorded
demand Un are realized. The manager only observes Dn. We assume that the recorded demand Dn

occurs before the unrecorded demand Un and that they are independent. (3) At the end of the period,
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the manager incurs a holding cost h̃ for each unit of actual on hand inventory, a shortage cost b̃ per unit
of unsatisfied recorded demand, and p̃ per unit of unsatisfied unrecorded demand. All cost parameters
are non-negative. The actual inventory level and the recorded net inventory are updated as follows

Xr
n+1 = (Y r

n "Dn)1(Xn+1>0), and Xn+1 = (Yn "Dn " Un)+,

where 1A is the indicator function of A; and Y r
n = Xr

n+qn and Yn = Xn+qn denote recorded net inventory
and actual inventory level after ordering, respectively. If the actual inventory level Xn+1 reaches zero,
then a stock-out alert is issued to notify the manager. This event triggers an inventory count after which
the manager updates Xr

n+1 = Xn+1 = 0 and Tn = 0. Otherwise, Tn+1 = Tn + 1. At the end of the
planning horizon, the inventory left over is sold for a linear salvage value c̃.

The single-period expected inventory ordering, holding and penalty cost is defined by
C̃ inv

n (Xn, Yn) = c̃(Yn "Xn) + b̃E[Dn " Yn]+ + p̃E[Un " (Yn "Dn)+]+ + h̃E[Yn "Dn " Un]+, (1)
where the expectations are taken with respect to Dn, Un and Xn. The distribution of Xn depends, in
general, on the history of ordering and audit decisions. Note that (Dn " Yn)+ denotes the amount of
unsatisfied recorded demand; (Un " (Yn "Dn)+)+ denotes the amount of unsatisfied unrecorded demand
and the last term (Yn "Dn "Un)+ represents the amount of actual inventory on hand at the end of the
period.

Some remarks are in order regarding our model. First, we assume that recorded and unrecorded
demand sequences over time are iid random variables, and independent of each other. Our results could
be modified to drop the identical distribution assumption. The independence assumption is natural in
some retail settings in which these two types of demand arise from separate sources. Second, we assume
recorded demands arrive before unrecorded demands within a period. Note that both legitimate demand
and pilferage/spoilage occur throughout the period. This complicates the computation of the expected
shortage cost per period because we charge di!erent shortage costs for lost legitimate demands than for
shrinkage. This issue is easily solved by assuming that recorded demands occur either before or after
shrinkage. Assuming recorded demands occur first yields a lower bound, and the reverse order yields an
upper bound, for the cost of managing the original problem. Similar sequencing assumptions are used in
most of the referenced papers 1.

For easy reference, we summarize below the notation defined so far:
Tn : Number of periods since the inventory record was corrected

Xr
n : Recorded inventory level in the nth period before decisions are made

Xn : Actual inventory level in the the nth period before decisions are made

qn : Quantity ordered in the nth period

Y r
n : Recorded inventory level in the nth period after delivery

Yn : Actual inventory level in the nth period after delivery

Dn : Recorded demand during the nth period

Un : Unrecorded demand during the nth period
And the corresponding costs:

K : Fixed cost of performing an inventory count or stocking-out
c̃ : Unit cost of items ordered

h̃ : Holding cost, paid on the actual inventory level

b̃ : Shortage cost for recorded demands only
p̃ : Shortage cost for unrecorded demands only

In the remainder of this section, we present the dynamic programming formulation that minimizes
total discounted cost of managing the aforementioned inventory problem. To do so, we first describe
the state space in Section 2.1, the cost function and the optimality equations in Section 2.2, and the
transition probabilities in Section 2.3.

1[3] use an alternative approach, a random disaggregation model, to represent unrecorded demands. In particular, they
model aggregate demand process and assume that an arriving customer buys, steals or misplaces the item with corresponding
probabilities that add up to 1. This approach has the advantage of eliminating the need to sequence arrivals. However, in
this case, the unrecorded and recorded demand would depend on each other.
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2.1 State space in the dynamic programming formulation. Here we formulate a dynamic
program that allows us to compute an optimal audit and ordering policy. An optimal policy must
depend only on the information observable to the manager. The key result of this section is to show
that the observable information in period n can be reduced to the state Sn ! (Xr

n, Tn).2 We start by
analyzing the evolution of (Xr

n, Tn) over time.

Let un = (!n, qn) be the control applied on the nth period, where !n = 1 if an inventory audit is
performed; otherwise, !n = 0. The actual inventory process (Xn : n ! 0) satisfies the recursion

Xn+1 = (Xn + qn "Dn " Un)+ .

The recorded inventory process (Xr
n : n ! 0) satisfies

Xr
n+1 =

!
"#

"$

0, if Xn+1 = 0,

Xn + qn "Dn, if Xn+1 > 0 and !n = 1,

Xr
n "Dn, if Xn+1 > 0 and !n = 0.

The process (Tn : n ! 0) satisfies

Tn+1 =

!
"#

"$

0, if Xn+1 = 0,

1, if Xn+1 > 0 and !n = 1,

Tn + 1, if Xn+1 > 0 and !n = 0.

Since the manager does not observe the true inventory level, we need to determine the conditional
distribution of the actual inventory level Xn given the information available to the manager, i.e., the
observed demands, the times at which orders where placed and the quantities ordered, as well as the
indicator of whether a stockout has occurred. In general, this conditional distribution depends on the
whole history of the observed process and the controls applied. Hence, computing the optimal policy
involves enlarging the state space in each period as n grows, making the problem intractable from a
dynamic programming perspective. However, the following proposition shows that, in the setting of this
paper, the distribution of the actual inventory level Xn can be obtained using only Xr

n and Tn.

Proposition 2.1 Let Fn = "(Dk, !k, qk : 0 # k # n) be the sigma algebra generated by the observed
demands and controls up to the end of the nth period. Then, for any A $ R+, we have P (Xn % A|Fn) =
H(A, Xr

n, Tn) for some deterministic function H.

Proof. Both Xr
n and Tn are measurable with respect to Fn. Note that Tn = 0 implies that

Xn = Xr
n = 0. Therefore,

P (Xn % A|Fn, Tn = 0) = P (Xr
n % A|Xr

n) ! H(A, Xr
n, 0) (2)

Suppose t = Tn ! 1; that is, the last inventory count was performed in period n" t. Hence, Y r
n"t = Yn"t.

Therefore,
P (Xn % A|Fn, Tn = t) = P (Xn % A|Tn = t, Y r

n"t, Dn"t, . . . , Dn"1).

The fact that no inventory record correction has been performed since the one in period n" t also implies
both that no orders have been placed since then and that the real inventory level Xk has not reached
zero in periods n" t + 1 # k # n. Therefore,

Xk = Xk"1 "Dk"1 " Uk"1 > 0

for n" t + 1 # k # n. Also the non-negativity of demand implies that

Xk = Yk"1 "Dk"1 " Uk"1 # Xk"1, (3)

which means {Xk > 0 for all n" Tn # k # n} = {Xn > 0}. We also have that

Xr
k = Xr

k"1 "Dk"1 > 0 (4)

2This same pair is also used by [3] as the state of an approximate dynamic program for an inventory system subject
to multiple error sources. We will show that for our inventory system, this pair enables us to formulate an exact dynamic
program.
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for all n" t + 1 # k # n, since Xr
k = 0 implies Xk = 0. Combining (3) and (4) we obtain

Xn = Yn"t "
n"1%

k=n"t

Dk "
n"1%

k=n"t

Uk = Xr
n "

n"1%

k=n"t

Uk .

We conclude that

P (Xn % A|Tn = t, Y r
n"t, Dn"t, . . . , Dn"1) = P (Xn % A|Tn = t, Xr

n, Xn > 0)
= P (Xr

n " Vt % A|Tn = t, Xr
n, Xr

n " Vt > 0)

=
P (Xr

n " Vt % A|Tn = t, Xr
n)

P (Xr
n " Vt > 0|Tn = t, Xr

n)
(5)

! H(A, Xr
n, t),

where Vt =
&n"1

k=n"t Uk. This completes the proof. "
A direct consequence of the proof of Proposition 2.1 (in particular, Equations (2) and (5)) is the avail-

ability of explicit expressions for the conditional distribution of Xn given Xr
n and Tn. If the distribution

of U1 is discrete let #(z|x, t) be the conditional probability mass function of Xn given Xr
n = x and Tn = t.

If it is continuous, then it follows from (2) that the conditional distribution of Xn given Xr
n = x and

Tn = 0 is discrete with all its mass at x, while for Tn ! 1 it is continuous; in this case, let #(z|x, t) be
the mixed mass/density function. With some abuse of notation,

#(z|x, t) ! P (Xn = z|Xr
n = x, Tn = t) . (6)

Corollary 2.1 We have,

i) If U1 is discrete with pmf f , then

#(z|x, t) =

!
"#

"$

1(z=x), t = 0
f#t(x" z)

&x"1
k=0 f#t(k)

, x ! z > 0, t ! 1

ii) If U1 is continuous with pdf f , then

#(z|x, t) =

!
"#

"$

1(z=x), t = 0
f#t(x" z)' x
0 f#t(w)dw

, x ! z > 0, t ! 1 .

where f#t is the tth convolution of f with itself.

Since the cost function is given with respect to the actual inventory level Xn, Proposition 2.1 and
Corollary 2.1 enable us to compute the expected cost function using only the values of Xr

n and Tn (instead
of having to condition on the entire history of the observed processes). Hence, we define Sn ! (Xr

n, Tn)
to be the state of the model. The state space, denoted #, is given by # = R+&Z+, if either the recorded
or unrecorded demands are continuous, or # = Z+&Z+ if they are both discrete, where R+ = [0,') and
Z+ = {0, 1, 2, . . . }. Note that the process {(Xr

n, Tn)} can never visit states of the form (0, t) for t ! 1,
since a zero recorded inventory necessarily implies that the real inventory is zero. It can never visit states
of the form (z, 0) with z > 0 either, since Xr

n is the recorded inventory level before inventory counts
are performed, and unless z = 0 the manager will always have inaccurate information. This observation
explains why the system cannot transition into certain states of #.

2.2 Cost function and optimality equations. In this section, we provide a dynamic programming
formulation and the corresponding optimality equation. Let sn = (x, t) denote the state in period n.

The single-period cost when applying control un = (qn, !n) is given by the sum of the counting-related
cost and C̃ inv

n in (1), which is

C̃n(sn,un) = K · 1(x=0 or !n=1) + E[C̃ inv
n (Xn, Xn + qn)]. (7)
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The expectation is taken with respect to Xn conditioned on (Xr
n, Tn) = (x, t); when there is no ambiguity,

we do not show the conditioning explicitly for notational convenience.

Let $ % (0, 1) be a discount factor. For any sn = (x, t), define

J̃N
" (s1) ! E"

s1

(
N%

n=1

$n"1C̃n(Sn,un)

)
,

where % = (u1,u2, . . . ) is any policy having the property that un can depend only on the history of the
observed process (Sk : 1 # k # n). In the above expression, E"

s1 denotes the expectation operator when
using policy % given initial state S1 = s1. We define

h = h̃ + (1" $)c̃ , b = b̃" c̃ , p = p̃" c̃ .

Note that h and b are nonnegative since we assumed that b̃ ! c̃. The sign of p depends on the relationship
between p̃ and c̃. In particular, when p̃ = 0, then p = "c̃ < 0, which corresponds to the loss of the purchase
cost. Nevertheless, we also consider the possibility that p̃ > c̃ (i.e. p > 0), corresponding to the case when
unrecorded demand is not pilferage but desirable demand that generates revenue and whose transaction
is not captured by the accounting system. Therefore, we allow p to be any real number. We also define
the following costs associated to the new parameters,

C inv
n (y) = bE[Dn " y]+ + pE[Un " (y "Dn)+]+ + hE[y "Dn " Un]+ (8)

Cn(sn,un) = K · 1(x=0 or !n=1) + E[C inv
n (Xn + qn)] (9)

JN
" (s1) = E"

s1

(
N%

n=1

$n"1Cn(Sn,un)

)
.

Lemma 2.1 We have J̃N
" (s1) = JN

" (s1) + c̃E[Dn + Un]
&N

n=1 $n"1c̃x + $N c̃E"
s1 [XN+1].

Proof. First note that

Yn = min{Dn, Yn} + min{(Yn "Dn)+, Un} + [Yn "Dn " Un]+

= Dn " [Dn " Yn]+ + Un " [Un " (Yn "Dn)+]+ + (1" $)[Yn "Dn " Un]+ + $Xn+1.

The second equality follows from Xn+1 = [Yn "Dn " Un]+. It follows that,

C̃n(Sn,un) = K · 1(Xr
n=0 or !n=1) + c̃E[Yn "Xn]

+ b̃E[Dn " Yn]+ + p̃E[Un " (Yn "Dn)+]+ + h̃E[Yn "Dn " Un]+

= K · 1(Xr
n=0 or !n=1) + c̃E[Dn + Un]" c̃E[Xn] + $c̃E[Xn+1]

+ bE[Dn " Yn]+ + pE[Un " (Yn "Dn)+]+ + hE[Yn "Dn " Un]+

= Cn(Sn,un) + c̃E[Dn + Un]" c̃E[Xn] + $c̃E[Xn+1] .

Therefore, we obtain
N%

n=1

$n"1C̃n(Sn,un) =
N%

n=1

$n"1Cn(Sn,un) + c̃E[Dn + Un]
N%

n=1

$n"1 + c̃($NE[XN+1]" E[X1]) ,

which completes the proof. "
The above lemma implies that the N -period cost function JN

" (s1) is equivalent to J̃N
" (s1) up to an

additive constant independent of the policy %. For the remainder of the paper, we exclusively consider
the N -period cost function JN

" (s1). We define

JN (s1) ! inf
"

JN
" (s1)

to be the N -period optimal cost over all feasible policies. To compute JN , we define WN (x, t, !) to be
the minimum cost-to-go function given the current state s = (x, t) and the counting decision ! . If ! = 0
and x > 0, i.e., no counting is performed and the inventory has not stocked out, then

WN (x, t, !) ! E
*
C inv

N (XN )
+

+ $E
*
JN"1(x"DN , t + 1) · 1(XN >DN+UN ) + JN"1(0, 0) · 1(XN$DN+UN )

+
.
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Otherwise, if ! = 1 or x = 0, i.e., counting is performed or a stock out has occurred, then

WN (x, t, !) ! K + E

,
min

q

-
C inv

N (XN + q)

+ $E
*
JN"1(XN + q "DN , 1) · 1(XN+q>DN+UN ) + JN"1(0, 0) · 1(XN+q$DN+UN )

+./
.

Then,
JN (x, t) = min

-
WN (x, t, 0), WN (x, t, 1)

.
.

Our objective is to minimize the infinite-horizon discounted cost function, which is given by
J#(s1) ! lim sup

N%&
JN (s1).

Note: In the expressions above we have used interchangeably the notation JN (s1) = JN (x, t), whenever
we want to explicitly write the values of x and t. This will be the convention throughout the rest of the
paper.

2.3 One-step transition probabilities. To solve the dynamic program given in Section 2.2, we
need to compute the transition probabilities of the process {Sn}. In this section, we derive explicit
expressions for these probabilities.

Let un(Sn) be the control in period n as a function of the state Sn. Let Ps,u denote the probability
transition function of the current state s = (x, t) when applying control u = (q, !). If Xr

n is discrete,
Ps,u(x̂, t̂) ! P (Sn+1 = (x̂, t̂) | Sn = s, un(Sn) = u) .

With some abuse of notation we use the same expression for the case when Xr
n is continuous. Let f

and g be the pmf’s (pdf’s) of U1 and D1, respectively, and let G be the cdf of D1. Recall that #(z|x, y)
corresponds to the conditional pmf (mixed pmf/pdf) of Xn. There are two di!erent cases that we need
to consider separately. When the distributions of D1 and U1 are both discrete we have

Case 1: x > 0 and !n = 0. In this case, the next state is (x"Dn, t+1) provided that Un does not cause
a stock-out; otherwise, the next state is (0, 0). Thus,

Ps,u(x̂, t̂) =

!
"""#

"""$

g(x" x̂)
x%

z=0

#(z|x, t)F (z " x + x̂" 1) for 0 < x̂ # x and t̂ = t + 1

x%

z=0

#(z|x, t)(1" (F (G)(z " 1)) for x̂ = 0 and t̂ = 0 .

Case 2: !n = 1. In this case, the inventory record is corrected in this period. Thus,

Ps,u(x̂, t̂) =

!
"""#

"""$

F (x̂" 1)
x%

z=0

#(z|x, t)g(z + qn " x̂) for 0 < x̂ # x + qn and t̂ = 1

x%

z=0

#(z|x, t)(1" (F (G)(z + qn " 1)) for x̂ = 0 and t̂ = 0 .

The transition probabilities can be written similarly when one of the distributions of D1 or U1 is
continuous (the sums become integrals). Note that in both cases the second expression in the formulas
corresponds to Ps,u(0, 0), that is, the probability of having a stock-out in the next period, and it is positive
for any state s = (x, t) and any control u = (q, !). In the continuous case this implies that although all
the transitions to states of the form (x̂, t̂) with t̂ ! 1 occur in a continuous way, there is always a mass
point at (0, 0).

3. Monotone structure. In this section, we establish a key monotonicity property of the actual
inventory process {Xn} as a function of the state Sn = (Xr

n, Tn). This property can be verbally stated in
the following manner: (1) for a given recorded inventory level, the actual inventory level is stochastically
decreasing as a function of the number of periods since the last inventory correction, and (2) for a given
fixed number of periods since the last inventory correction, the actual inventory level is stochastically
decreasing in the recorded inventory level. This property is useful in §4 and §5 for developing and
analyzing optimal policies. While this monotone structure is intuitive, it requires some assumptions on
the unrecorded demand distribution and existing results from stochastic comparative methods. In Section
3.1 we briefly state the definitions that are used in the remainder of the paper. Section 3.2 develops and
states the main monotonicity result for our model.
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3.1 Reversed hazard rates and stochastic ordering.

Definition 3.1 Let F be the distribution function of a nonnegative random variable U taking values on
S. If U is continuous, we define the reversed hazard rate function r as r(x) = f(x)

F (x) , x % S, and if U

is discrete with S $ Z+ = {0, 1, 2, . . . } as r(x) = F (x)"F (x"1)
F (x) , x % S. We say that U has a decreasing

reversed hazard rate (DRHR) if r(x) is decreasing in x.

Definition 3.2 We say that a function & with support [0,') is log-concave if log &(x) is concave, or
equivalently, if &('x + (1" ')y) ! &(x)#&(y)1"# for any ' % [0, 1] and x, y % [0,').

Definition 3.3 Let U be a nonnegative random variable having cdf F . If U is continuous we say that F
is log-concave if it satisfies Definition 3.2. If U is discrete with support S $ Z+ we say that F is discretely
log-concave if the continuous distribution obtained by linearly interpolating F between the points x % S
satisfies Definition 3.2.

Definition 3.4 We say that a discrete pmf f taking values on {x1, x2, . . . } is log-concave if f2(xi) !
f(xi"1)f(xi+1).

Definition 3.5 We say that random variable X1 is stochastically larger than X2, denoted X1!s.t X2,
if P (X1 > z) ! P (X2 > z) for all z % R.

The class of log-concave distributions includes many commonly used distributions, both discrete and
continuous. Among the discrete ones we mention binomial, Poisson, geometric, hypergeometric and
negative binomial, and among the continuous ones exponential, Weibull, Gamma, Pareto and lognormal.
It is also worth pointing out that if the pdf (pmf) f is (discretely) log-concave, then so is the cdf F ; these
distributions are often times referred to as Polya frequency functions (sequences) of order 2. Also, if F
has decreasing (discrete) reversed hazard rate, or decreasing (discrete) failure rate, then it is (discretely)
log-concave. Other similar results giving su"cient conditions for a distribution to be log-concave are
given in [18] and [17].

3.2 Monotonicity of Xn given (Xr
n, Tn). We now establish important monotonicity properties

of the conditional distribution of the actual inventory level given the observed process {Sn}. Let X(x,t)

denote a random variable having the same distribution as the actual inventory level Xn given that the
recorded inventory is Xr

n = x and the number of periods since the last inventory correction occurred
is Tn = t. Intuitively, one expects that for the same level of recorded inventory, say x, we should
have that X(x,t)!s.t. X

(x,t!) if t # t'; similarly, for the same level of uncertainty, say t, we expect that
X(x,t)!s.t. X

(x!,t) if x' # x. Without log-concavity these intuitive properties may not hold.

Theorem 3.1 Let F be the cdf of the unobserved demands (Un : n ! 1), which can be either continuous
or discrete. Suppose that F is (discretely) log-concave. Then,

X(x,t) !
s.t.

X(x!,t!)

for any x ! x' ! 0 and 0 # t # t'. Furthermore, f#t(x)/F #t(x) is decreasing in x and increasing in t,
where f#t and F #t denote the pdf (pmf) and the cdf of the tth convolution of U with itself.

Proof. By Proposition 3 (b) in [18] (Theorem 3.1 in [17] for the discrete case), the log-concavity of
F is equivalent to F having DRHR. By Theorem 2 (f) in [18] (Theorem 4.2 (d) in [17] for the discrete
case) F #t has DRHR for any positive integer t, and it is therefore also log-concave. Then, by Proposition
3 (a) in [18] (Theorem 2.1 (c) in [17] for the discrete case), the log-concavity of F #t implies that

X(x,t) !
s.t.

X(x!,t) (10)

for any 0 # x' # x and positive integer t. Next we show that X(x,t)!s.t. X
(x,t+1).

Since F #t has DRHR, then for any x ! u ! 0 and t ! 1 we have

f#t(x" u)F #t(x) ! f#t(x)F #t(x" u)
) E[f#t(x" U)]F #t(x) ! f#t(x)E[F #t(x" U)]
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where U has distribution F . Note that if U is continuous we have

E[f#t(x" U)] =
0 &

0
f#t(x" u)f(u) du = f#(t+1)(x) and

E[F #t(x" U)] =
0 &

0
F #t(x" u)f(u) du = F #(t+1)(x) ,

from where we obtain
f#(t+1)(x)F #t(x) ! f#t(x)F #(t+1)(x) . (11)

The discrete case is completely analogous. From the definition of stochastic order and Corollary 2.1 the
following statements are equivalent for any positive integer t and x > infs{F (s) > 0}:

X(x,t) !
s.t.

X(x,t+1)

*) P (X(x,t) > z) ! P (X(x,t+1) > z) for any z

*) F #t((x" z)+)
F #t(x)

! F #(t+1)((x" z)+)
F #(t+1)(x)

for any z

*) F #(t+1)(x)F #t((x" z)+) ! F #t(x)F #(t+1)((x" z)+) for any z.

Note that the last inequality is satisfied if the function Rt(x) = F #(t+1)(x)/F #t(x) is increasing in x,
which happens in the continuous case if and only if

R't(x) =
f#(t+1)(x)F #t(x)" f#t(x)F #(t+1)(x)

[F #t(x)]2
! 0

or equivalently, if (11) is satisfied. For the discrete case, Rt(x) is increasing in x if and only if

F #(t+1)(x" 1)F #t(x) # F #(t+1)(x)F #t(x" 1)

*) [F #(t+1)(x)" f#(t+1)(x)]F #t(x) # F #(t+1)(x)[F #t(x)" f#t(x)]

*) "F #t(x)f#(t+1)(x) # "F #(t+1)(x)f#t(x)

which is again implied by (11). It follows that

X(x,t) !
s.t.

X(x,t+1) ,

and therefore we conclude
X(x,t) !

s.t.
X(x,t!) (12)

for any t' ! t. Combining (10) and (12) gives for any 0 # x' # x and 1 # t # t'

X(x,t) !
s.t.

X(x,t!) !
s.t.

X(x!,t!) .

Furthermore, the log-concavity of F #t implies that f#t(x)/F #t(x) is decreasing in x. Also, equation
(11) implies that f#t(x)/F #t(x) is increasing in t. "

4. Analysis of the single period problem. In this section, we study the single period problem
and show that a threshold-type policy is optimal. Our hope is that it will become clear in the analysis why
log-concavity of the unrecorded demand distribution is needed. Specifically, without the monotonicity
properties discussed above even the single period formulation may fail to have a simple optimal solution.

Recall that the single-period cost derived in Section 2.2 is given by

Cn(sn,un) = K · 1(x=0 or !n=1) + E[C inv
n (Xn + qn)],

C inv
n (y) = bE[Dn " y]+ + pE[Un " (y "Dn)+]+ + hE[y "Dn " Un]+.

We define

y# ! argmin
y

C inv
n (y) (13)

Q(x, t) ! E[C inv
n (X(x,t))], (14)
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where X(x,t) denotes a random variable having the same distribution as the actual inventory level Xn

given that the recorded inventory is Xr
n = x and the number of period since the last inventory correction

occurred is Tn = t; note that when t = 0 there is no need to have an expectation, since X(x,0) = x
and C inv

n (X(x,0)) are both constants. Under a reasonable technical condition, as we shall see later, the
function C inv

n (y) is quasiconvex, which combined with the monotonicity properties of the conditional
distribution of Xn given (Xr

n, Tn) = (x, t), allow us to derive an optimal threshold-type policy.

Proposition 4.1 Suppose that the distribution F of the unobserved demand U is (discretely) log-concave
and Cinv

n is quasiconvex. For the single-period problem, if it is optimal to count in state (x, t), then it is
also optimal to count in state (x', t') where x ! x' ! 0 and 1 # t # t'. In addition, the inventory ordering
policy is a base-stock policy.

Proof. If inventory is stocked-out, that is, x = 0, then an audit is performed, the fixed cost K is
incurred, and an order can be placed, so there is no audit decision to make. We now analyze the case
when x > 0. Suppose that the current state is (x, t) with x > 0, t ! 1. If an order is placed, then by
the quasi-convexity of C inv

n , the optimal replenishment policy is to order up to y#, i.e., qn = (y# "Xn)+.
The inventory on hand, after the audit is performed and an order (if applicable) is received, is then
Yn = max{Xn, y#}, and its corresponding inventory related expected cost is Q(Yn, 0) (note that Yn is
random until after the audit). Therefore, the total expected cost for this period (including the fixed cost)
is

K + E[Q(Yn, 0)] = K + E
1
C inv

n (max{X(x,t), y#})
2
.

(The above expression becomes K + Q(y#, 0) = K + C inv
n (y#) if x # y#.) By comparison, if the manager

does not count, the expected cost is

Q(x, t) = E
1
C inv

n (X(x,t))
2
.

Thus, counting is optimal if and only if

0 # Q(x, t)" {K + E[Q(Yn, 0)]}

= E
1
C inv

n (X(x,t))
2
"

3
K + E

1
C inv

n (min{X(x,t), y#})
24

= E
15

C inv
n (X(x,t))" C inv

n (y#)
6
· 1(X(x,t)<y")

2
"K.

Note that the function
h(u) =

7
C inv

n (u)" C inv
n (y#)

8
· 1(u<y") "K

is decreasing in u. And since by Theorem 3.1 X(x,t)!s.t. X
(x!,t!), then

E
1
h(X(x,t))

2
# E

1
h(X(x!t!))

2
.

Thus, we obtain that if it is optimal to count in state (x, t), then it is also optimal to count in state (x', t')
for any x ! x' ! 0 and 1 # t # t'. "

We point out that the decision to count is based on the comparison of Q(x, t) with K + E[Q(Yn, 0)].
That is, the point at which we are indi!erent between counting and waiting satisfies the equation

Q(x, t) = K + E[Q(Yn, 0)],

where the expectation on the right hand side is taken to be conditional on (Xr
n, Tn) = (x, t). If we were

to restrict our attention to states with x # y#, then E[Q(Yn, 0)] = C inv
n (y#) would be a constant, that is,

it would not depend on x and t. In this case, the threshold could be characterized by

st = sup{0 # x # y# : Q(x, t) > K + C inv
n (y#)}. (15)

This observation leads us to consider a type of policy that can be characterized by only two parameters,
(i) the value l for which if Q(x, t) > l we decide to count (corresponding to l = K + C inv

n (y#) in (15)),
and (ii) the order up to level S (corresponding to S = y# in Proposition 4.1).

Definition 4.1 For any value l > 0, define the thresholds

st(l) ! sup{y ! 0 : Q(w, t) > l, for all w % [0, y]}. (16)

We say that a policy is (l, S) if it counts whenever the current state (x, t) satisfies x # st(l), and once
that the actual inventory level is revealed, orders up to S.
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Notice that for the single period problem, an (l, S) policy may not be optimal for the following reason.
If the on-hand inventory level before ordering is smaller than y#, then the inventory level after auditing
and ordering would be deterministically y#. However, this is not the case if the on-hand inventory level
exceeds y# — in such case, the after-ordering inventory level Yn is a random variable that depends on both
the inventory record, x, and the number of periods since the last correction, t. Thus, in the equation
identifying the indi!erence between counting and waiting, i.e., Q(x, t) = K + E[Q(Yn, 0)], both sides
are functions of x and t. Therefore, this equation may have multiple solutions. Nonetheless, in the
multiperiod version of the problem, it is reasonable to assume that the starting inventory will be zero,
and therefore K + E[Q(Yn, 0)] will always be a constant (since Yn will always be equal to the order up
to level S) and the optimality of an (l, S) policy is plausible. We will see that this is indeed the case for
many practical examples in the next section.

We end this section by giving su"cient conditions for the quasiconvexity of C inv
n , the main assumption

of Proposition 4.1. We point out that these conditions are not necessary. In other words, C inv
n is

quasiconvex in most practical cases even when these conditions fail, and therefore Proposition 4.2 is
given only for analytical completeness.

Proposition 4.2 The function Cinv is quasiconvex if either (a) "h # p # b, or, (b) the pmf/pdf of the
recorded demand is log-concave.

Proof. We define the function u(y) = by"+ pE[Un" y+]+ + hE[y"Un]+, and note that C inv
n (y) =

E[u(y "D)].

u(y) =

9
"by + pE[Un] if y < 0
pE[Un " y]+ + hE[y " Un]+ if y ! 0.

Function u(y) decreases linearly on ("', 0). It can also be verified that u is di!erentiable on ("', 0) +
(0,') (regardless of whether U is continuous or discrete), and

u'(y) =

9
"b, if y < 0
"p + (h + p)P (Un < y), if y > 0.

Clearly, u is linearly decreasing on ("', 0). Also, on (0,'), u is either convex, if p ! 0, or increasing,
if p # 0. It follows that u(y) is always quasiconvex. Moreover, u(y) is convex provided "h # p # b. For
this case it follows immediately that C inv

n (y) = E[u(y "D)] is convex (under no additional assumptions
on D), and therefore quasiconvex. If u(y) is quasiconvex, but not convex, note that a function u(s) is
quasiconvex if and only if u$(s) ! u(s) " u(s + () changes sign from positive to negative at most once
for all ( > 0. In particular,

C inv
n (y)" C inv

n (y + () = E[u(y "D)" u(y + ("D)] = E[u$(y "D)]

changes sign at most once, and in the same order as u$ whenever D has a log-concave pmf/pdf, because
this implies that p(y, w) = g(y " w) is Polya Type 2 (see [11], Theorem 3). "

5. Analysis of the infinite-horizon problem. We now consider the infinite-horizon discounted
cost formulation of the problem. Motivated by our analysis of the single period problem, we propose an
(l, S) policy for solving the multiperiod version. This policy is a threshold-type policy that is reasonably
simple for a manager to implement. Computing policy parameters is also easy since it requires searching
only a two-dimensional space; there is no need to actually solve the dynamic program. We show that
this class of policies is optimal under reasonable assumptions.

The multiperiod problem requires making comparisons between the curves Q(x, t) and Q(x, t') for
di!erent values of t and t'. The additional conditions that are required to prove the optimality of an
(l, S) policy refer to the way in which these curves cross, and are stated in the following assumption.

Assumption 5.1 (i) Q(x, t) is quasiconvex in x for each t ! 0, and (ii) Q(x, t)"Q(x, t + 1) ! 0 for all
x satisfying x ! arg minQ(·, t + 1).

Numerically, these assumptions are satisfied by many commonly used distributions, and constructing
examples where they do not hold seems to require that the unrecorded demand distribution be multi-
modal. Finding su"cient conditions for the quasiconvexity of Q(x, t) implies restricting our attention
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to the so-called Polya frequency functions (sequences). We refer the reader to the articles by [11] and
[12] for the definitions and properties of such functions. Densities (pmf’s) that are Polya frequency func-
tions (sequences) have log-concave distribution functions, but not necessarily the other way around. In
practice, most log-concave distributions give functions Q(x, t) that are quasiconvex in x, even if their
densities (pmf’s) are not Polya-type. Proposition 5.1 below gives a su"cient condition on the pdf/pmf
of the unrecorded demand that guarantees that Assumption 5.1 (i) holds. Part (ii) requires that, for any
recorded inventory level x exceeding the minimizer of Q(·, t + 1) for fixed t, the state (x, t) is preferable
to (x, t + 1) in terms of the single-period cost. Unfortunately, we were unable to prove that the su"cient
condition for (i) is also su"cient for (ii), although we conjecture that this is indeed the case.

Proposition 5.1 Suppose that Cinv
n is quasi-convex and that the pdf (pmf) of the unrecorded demands,

f , is a Polya frequency function (sequence) of order 3. Then, Q(x, t) is quasiconvex in x for each fixed
t ! 0.

Proof. Since f is a Polya frequency function (sequence) of order 3, then by Lemma 3 from [12], f#t

is a Polya frequency function (sequence) or order 3 for all t ! 1. This implies that pt(x, y) = f#t(x" y)
is Polya Type 3 in x and y. It can easily be verified that f#t(x" y)/F #t(x) is also Polya Type 3 in x and
y. Recall that a function v(x) is quasi-convex if and only if v(x)" ( changes sign at most twice for any
constant ( % R. It follows that if C inv

n is quasi-convex, then by Theorem 3 of [11],

v(x)" ( ! Q(x, t)" ( =
0 x

0
(C inv

n (y)" ()
f#t(x" y)

F #t(x)
dy

changes sign at most twice for any constant ( % R. Therefore, Q(x, t) is quasi-convex in x. "
Let J#(s1) = J#(x, t) denote the optimal discounted cost of the infinite-horizon dynamic program

when the state in the first period is s1 = (x, t). We define

S ! arg min
y

J#(y, 0). (17)

Then, note that if the inventory level immediately after counting is smaller than S, then the optimal
ordering policy is to order up to S. Thus, if the starting inventory is at most S, then neither the actual
inventory nor the recorded inventory level will ever exceed S. Based on this observation, we restrict the
domain of Xr

n (recorded inventory level) to [0, S]. We also define

l ! (1" $)J#(S, 0). (18)

Note that J#(S, 0) represents the present value of the total cost if the manager decides to count in the
current period and the current inventory is at most S. In this case, l represents the “average cost”
associated to the dynamic programming value function. The thresholds st(l) are defined according to
(16). We let st(l) =' if the set is empty.

Theorem 5.1 Suppose that the distribution F of the unobserved demand U is (discretely) log-concave
and Cinv

n is quasi-convex. Suppose further that Assumption 5.1 holds. Then, for the infinite-horizon
discounted-cost problem, the (l, S) policy, where S and l are given by (17) and (18), is optimal.

Proof. We start by proving that st"1(l) # st(l) # x#t for any t ! 1 such that st(l) is finite, where
x#t = arg minQ(·, t). Suppose that 0 < x # st"1(l), then we need to show that Q(x, t) ! l. To see that
st(l) # x#t simply recall that Q(x, t) is quasiconvex in x, so Q(·, t) crosses l before reaching its minimizer
whenever st(l) is finite. To see that st"1(l) # st(l) note that

Q(x, t) = E[C inv
n (Y (x,t))]

= E

,
Q(x" U, t" 1)

F #(t"1)(x" U)
F #t(x)

/
,

where U is distributed according to F . Since st"1(l) # x#t"1, then Q(·, t" 1) is decreasing on [0, st"1(l)],
so x" U # x # st"1(l) implies that

Q(x, t) ! Q(x, t" 1) ! Q(st"1(l), t" 1)
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and

Q(x, t) ! Q(st"1(l), t" 1)

! Q(st"1(l), t" 1)
:

since X(x,t) #
s.t.

X(st#1(l),t"1)

;

! l.

Therefore, st"1(l) # st(l) # x#t .

Define
s̄t(l) ! inf{y ! 0 : Q(w, t) > l for all w ! y}

and let (x, t) denote the current state, where x % (0, S]. We need to show that it is optimal to count
whenever x # st(l) and optimal not to count otherwise. We consider the following three intervals
separately.

Case x # st(l). Recall that J#(0, 0) denotes the optimal discounted cost of the infinite-horizon dynamic
program provided that the starting state is (0,0). (Here, it includes the stock-out cost K in the first
period.) In each period, if an inventory stock-out alert is issued, then the optimal dynamic programming
discounted cost from that period onward is J#(0, 0). In each period that inventory counting is conducted,
the manager orders inventory up to S, and thus the optimal dynamic programming discounted cost is

K + J#(0, 0)"K = J#(0, 0).

To see this recall that there is no per unit cost in the formulation of the problem, so once an order is
placed it does not matter how many units were purchased.

Now suppose that the current state is (Xr
n, Tn) = (x, t), and it satisfies x # st(l), i.e.,

Q(y, t) > (1" $)J#(S, 0) for all y # x.

Furthermore, from the observations made above, st"1(l) # st(l) for all t, so

Q(y, t') > (1" $)J#(S, 0) for all y # x and all t' ! t. (19)

If the manager counts in period n then the expected discounted cost from that period onward is J#(0, 0).
Suppose now that the manager decides to count until the next period, then the expected discounted cost
would be

Q(x, t) + $J#(0, 0).
In general, if ) ! 1 periods elapse before inventory is corrected (either through counting or stocking out),
the corresponding discounted cost is given by

%"1%

j=0

$jQ(Xr
n+j , Tn+j) + $%J#(0, 0).

Note that for each 0 # j < ), Xr
n+j # x and Tn+j = t + j ! t, so by (19) we have

%"1%

j=0

$jQ(Xr
n+j , Tn+j) + $%J#(0, 0) !

%"1%

j=0

$j(1" $)J#(0, 0) + $%J#(0, 0)

= J#(0, 0).

Therefore, we conclude that it was optimal to count in period n.

Case st(l) < x # min{s̄t(l), S}. In this case, we have Q(x, t) # l by the quasiconvexity of Q(·, t).
Then, it is clearly optimal not to count in the current period by the definition of l in (18).

Case min{s̄t(l), S} < x # S. We need to show that it is not optimal to count in state (x, t). We will
do so by constructing two di!erent policies, one that orders in the current state and another one that
waits until the next period to count and that has a smaller cost.

Consider a system that orders up to S in period n (call this system 1) and a system that waits until
period n + 1 to count (call this system 2). System 1 pays in period n

K + Q(S, 0),
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while system 2 pays Q(x, t). By Assumption 5.1 we obtain

Q(x, t) # Q(S, t) # Q(S, t" 1) # · · · # Q(S, 0).

We now need to show that system 2 does not incur a higher cost than system 1 from period n+1 onwards.
To do this let (x1, t1) denote the state in period n + 1 of system 1, and let (x2, t2) denote the state in
period n + 1 of system 2. We claim that system 2 can mimic system 1 from period n + 1 onwards by
ordering in period n + 1 a quantity q(X(x2,t2)) that has the property that

X(x2,t2) + q(X(x2,t2)) D= Y (x1,t1),

where Y (x1,t1) is the amount of on hand inventory in period n + 1 in system 1, after orders have been
received, and by updating the recorded inventory process and the number of periods since the last count
just as system 1 does (we will prove this claim rigorously). To be more explicit, let !n+1 be a binary
variable indicating whether system 1 counts or stocks-out in period n + 1, and let

(Y r
n+1, T

'
n+1) =

9
(x1, t1), if !n+1 = 0,

(S, 0), if !n+1 = 1,

denote the state of system 1 in period n + 1 after orders have been received. Note that

Y (x1,t1) =

9
X(x1,t1), if !n+1 = 0,

S, if !n+1 = 1,

Then, the future cost from period n + 2 onwards for both systems is

C# = E[J#(Y r
n+1 "D,T 'n+1 + 1) · 1(Y (x1,t1)>D+U) + J#(0, 0) · 1(Y (x1,t1)$D+U)].

It follows that from period n onwards, system 1 pays
9

K + Q(S, 0) + $[Q(x1, t1) + $C#], if !n+1 = 0,

K + Q(S, 0) + $[K + Q(S, 0) + $C#], if !n+1 = 1,

while system 2 pays

Q(x, t) + $[K + E[Q(Y (x1,t1), 0)] + $C#]

=

9
Q(x, t) + $[K + Q(x1, t1) + $C#], if !n+1 = 0,

Q(x, t) + $[K + Q(S, 0) + $C#], if !n+1 = 1.

We then have that system 2 saves
9

(1" $)K + Q(S, 0)"Q(x, t), if !n+1 = 0,

K + Q(S, 0)"Q(x, t), if !n+1 = 1.

Since Q(x, t) # Q(S, 0) (see above), it follows that system 2 incurs a smaller cost than system 1, so we
conclude that it was better not to count in period n.

We end the proof by showing how q(X(x2,t2)) is constructed. Define

q(z) ! H"1
1 (H2(z))" z,

where H2(u) = P (X(x2,t2) # u), H1(u) = P (Y (x1,t1) # u), and H"1
i (s) = inf{u ! 0 : Hi(u) ! s} is the

(right) inverse of Hi, i = 1, 2. To see that q(z) ! 0 for all z ! 0 note that

q(z) ! 0 *) H2(z) ! H1(z) *) P (X(x2,t2) > z) # P (Y (x1,t1) > z) *) X(x2,t2) #
s.t.

Y (x1,t1)

(see the definition of stochastic dominance, e.g. [16]) where the last equivalence is implied by our as-
sumption that X(x2,t2)#s.t. X

(x1,t1)#s.t. Y
(x1,t1). Moreover, for any uniform (0,1) random variable U ,

P
5
X(x2,t2) + q(X(x2,t2)) # u

6
= P

5
H"1

1 (H2(X(x2,t2))) # u
6

= P
7
H"1

1 (H2(H"1
2 (U))) # u

8

= P
7
H"1

1 (U) # u
8

= P
5
Y (x1,t1) # u

6
,
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or equivalently,
X(x2,t2) + q(X(x2,t2)) D= Y (x1,t1).

"
Theorem 5.1 shows the optimality of (l, S) policies under a certain set of assumptions that might

need to be verified numerically. Next we illustrate that (l, S) policies are optimal for the infinite-horizon
problem for many choices of parameters. To do so, we have conducted extensive numerical experiments
(not all of them shown here). For the experiments presented below, we use Poisson distributions for both
D and U . The starting state is fixed at (x, t) = (0, 0). Let $ = 0.95, b = 0.9 and h = 0. We vary the
values of p, E[D], E[U ] and K as follows:

p % {"0.75,"0.25, 0.0, 0.25, 0.75, }
E[D] % {2.0, 4.0, 6.0, 8.0}
E[U ] % {0.0, 1.0, 2.0, 3.0}

K % {0.0, 1.0, 2.0, 3.0}.

In Tables 1, 2, and 3, we report the optimal discounted costs for our experiments. We note that in our
experiments we modify the single-period cost in Equation (8) by subtracting the constant pE[U ] in order
for the objective function cost to correspond to the sum of holding, shortage and pilferage costs. In all
of the experiments, the (l, S) policy is shown to be optimal for all inventory levels smaller than S; the
optimal parameters are given in the tables. Figures 1 and 2 show the sensitivity of the thresholds st(l)
to the expected value of the legitimate demand, E[D], and unrecorded demand, E[U ], respectively. They
show that the threshold st(l) is increasing in t, the number of periods since the last inventory correction.
The threshold st(l) is also increasing in E[D] and E[U ], except in the case where there is no unobservable
demand, i.e., E[U ] = 0.

6. Conclusion In this paper, we analyze a periodic-review, single-item inventory control problem
where inventory records may not match actual inventory level due to shrinkage. Hence, the manager audits
inventory as part of replenishment decisions or when a stock-out occurs. Her objective is to determine
a joint audit and replenishment policy so as to minimize the expected total inventory cost for an infine
horizon. First, we show that the su"cient statistics to determine an optimal policy for this system is
given by the pair (Xr

n, Tn) — the recorded inventory level and the number of periods since last inventory
audit. This two-dimensional state space enables us to formulate and solve the problem using an exact
dynamic program. Next, we characterize the evolution of inventory record and actual inventory; and also
study the single period problem. Doing so enables us to characterize the optimality of a simple policy,
namely the (l, S) policy. Under this policy, at the beginning of the review period n, the inventory manager
audits inventory when Xr

n and Tn are such that the single-period expected inventory cost E[C inv
n (Xn)]

before audit exceeds the threshold l defined in (18). Note that Xn is the actual inventory level, which
is a random variable that depends on (Xr

n, Tn). After the audit, the inventory manager reconciles the
di!erence, i.e., Xn is realized and Xr

n is set equal to Xn. At this point, if the inventory record is less
than S as defined in (17), the manager orders up to this base-stock level. Through a numerical study we
also demonstrate that computing the policy parameters (l, S) and the resulting cost is straightforward.

There are several opportunities for additional research on inventory control with inventory inaccuracies.
In the introduction, we highlighted three distinct error sources and two audit mechanisms. Each of
these cases corresponds to di!erent but related inventory problems, which model a variety of plausible
inventory systems. Hence, it would be necessary to characterize optimal (if not, close to optimal) audit
and replenishment policies for di!erent combinations of audit mechanisms and error sources. We hope
that understanding how to manage inventory systems with record inaccuracy for the case considered here
will also help develop e!ective audit and replenishment policies for other inventory systems.
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p E[D] E[U ] K = 0 K = 1 K = 2 K = 3
C# (l, S) C# (l, S) C# (l, S) C# (l, S)

0.00 2 0 5.50 (0.28, 4) 13.47 (0.72, 7) 17.74 (0.99, 9) 20.86 (1.19, 11)
1 3.99 (0.20, 4) 14.59 (0.78, 8) 19.51 (1.08, 11) 23.48 (1.32, 13)
2 2.91 (0.15, 4) 15.04 (0.80, 9) 20.85 (1.14, 12) 25.56 (1.43, 14)
3 2.16 (0.11, 5) 15.35 (0.82, 10) 21.95 (1.20, 13) 27.29 (1.51, 16)

4 0 7.69 (0.38, 7) 19.12 (1.01, 11) 25.21 (1.36, 14) 29.87 (1.64, 16)
1 6.04 (0.30, 7) 19.83 (1.04, 12) 26.77 (1.44, 15) 31.97 (1.75, 18)
2 4.66 (0.23, 7) 20.14 (1.06, 13) 27.73 (1.49, 16) 33.33 (1.82, 19)
3 3.61 (0.18, 7) 20.26 (1.06, 13) 28.40 (1.52, 17) 34.42 (1.87, 20)

6 0 9.22 (0.46, 9) 23.45 (1.22, 15) 30.94 (1.65, 18) 36.81 (1.99, 21)
1 7.64 (0.38, 9) 23.66 (1.23, 15) 31.99 (1.70, 18) 38.45 (2.07, 22)
2 6.24 (0.31, 10) 23.74 (1.24, 16) 32.64 (1.73, 18) 39.62 (2.13, 23)
3 4.94 (0.25, 10) 23.77 (1.24, 17) 32.94 (1.75, 19) 40.61 (2.18, 24)

8 0 10.59 (0.53, 12) 27.11 (1.41, 18) 35.70 (1.88, 21) 42.59 (2.28, 25)
1 8.90 (0.45, 12) 27.08 (1.40, 19) 36.18 (1.91, 21) 43.81 (2.34, 26)
2 7.40 (0.37, 12) 26.33 (1.37, 12) 36.41 (1.92, 22) 44.82 (2.39, 26)
3 6.12 (0.31, 12) 25.11 (1.31, 12) 36.48 (1.92, 23) 45.36 (2.42, 24)

Table 1: Experimental Results for the Infinite-Horizon Problems, Part I. Poisson D and U distributions.
$ = 0.95; b = 0.9; h = 0.1. Starting state (x, t) = (0, 0).Threshold for Counting: Smallest Recorded Inventory for which It is Optimal To Count

(No Data shown if it is optimal to count for all values under the order-up-to level S)

alpha=0.95; (b, h, p, K)=(0.9, 0.1, 0.25, 2); E[U]=2; Poisson D and U
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Figure 1: Threshold for Counting: Smallest Recorded Inventory for Which It Is Optimal to Count. No
data shown if it is optimal to count for all values under the order-up-to level S. Poisson D and U .
$ = 0.95; (b, h, p, K) = (0.9, 0.1, 0.25, 2); E[U ] = 2.
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p E[D] E[U ] K = 0 K = 1 K = 2 K = 3
C# (l, S) C# (l, S) C# (l, S) C# (l, S)

0.25 2 0 5.50 (0.28, 4) 13.47 (0.72, 7) 17.74 (0.99, 9) 20.86 (1.19, 11)
1 5.21 (0.26, 4) 15.59 (0.83, 9) 20.43 (1.12, 11) 24.26 (1.36, 13)
2 5.16 (0.26, 5) 17.24 (0.91, 10) 22.79 (1.24, 13) 27.21 (1.51, 15)
3 5.53 (0.28, 6) 18.79 (0.99, 11) 25.00 (1.35, 15) 29.87 (1.64, 17)

4 0 7.69 (0.38, 7) 19.12 (1.01, 11) 25.21 (1.36, 14) 29.87 (1.64, 16)
1 6.89 (0.34, 7) 20.60 (1.08, 12) 27.55 (1.48, 16) 32.74 (1.79, 18)
2 6.63 (0.33, 8) 21.74 (1.14, 13) 29.38 (1.57, 17) 35.02 (1.90, 20)
3 6.75 (0.34, 9) 22.80 (1.19, 15) 31.08 (1.65, 18) 37.12 (2.01, 21)

6 0 9.22 (0.46, 9) 23.45 (1.22, 15) 30.94 (1.65, 18) 36.81 (1.99, 21)
1 8.41 (0.42, 10) 24.37 (1.27, 16) 32.70 (1.73, 19) 39.05 (2.10, 22)
2 7.98 (0.40, 10) 25.20 (1.31, 17) 34.07 (1.80, 19) 41.01 (2.20, 24)
3 7.80 (0.39, 11) 26.08 (1.35, 18) 35.25 (1.86, 20) 42.85 (2.29, 26)

8 0 10.59 (0.53, 12) 27.11 (1.41, 18) 35.70 (1.88, 21) 42.59 (2.28, 25)
1 9.66 (0.48, 12) 27.76 (1.44, 19) 36.86 (1.94, 22) 44.43 (2.37, 26)
2 9.11 (0.46, 13) 28.01 (1.45, 13) 37.82 (1.99, 23) 46.10 (2.46, 27)
3 8.92 (0.45, 13) 27.89 (1.44, 14) 38.66 (2.03, 24) 47.50 (2.53, 25)

0.75 2 0 5.50 (0.28, 4) 13.47 (0.72, 7) 17.74 (0.99, 9) 20.86 (1.19, 11)
1 6.35 (0.32, 5) 17.11 (0.91, 9) 22.03 (1.20, 12) 25.75 (1.44, 14)
2 7.34 (0.37, 6) 19.98 (1.05, 11) 25.84 (1.39, 14) 30.18 (1.66, 17)
3 8.08 (0.40, 8) 22.42 (1.17, 12) 29.23 (1.56, 16) 34.19 (1.86, 19)

4 0 7.69 (0.38, 7) 19.12 (1.01, 11) 25.21 (1.36, 14) 29.87 (1.64, 16)
1 8.18 (0.41, 8) 21.78 (1.14, 13) 28.74 (1.54, 16) 34.02 (1.85, 19)
2 8.78 (0.44, 9) 23.97 (1.25, 14) 31.75 (1.69, 18) 37.54 (2.03, 21)
3 9.43 (0.47, 10) 25.91 (1.35, 16) 34.49 (1.82, 19) 40.77 (2.19, 23)

6 0 9.22 (0.46, 9) 23.45 (1.22, 15) 30.94 (1.65, 18) 36.81 (1.99, 21)
1 9.65 (0.48, 10) 25.50 (1.33, 16) 33.79 (1.79, 19) 40.22 (2.16, 23)
2 10.21 (0.51, 11) 27.37 (1.42, 18) 36.26 (1.91, 20) 43.25 (2.31, 25)
3 10.70 (0.54, 13) 29.14 (1.51, 20) 38.40 (2.02, 22) 46.09 (2.45, 27)

8 0 10.59 (0.53, 12) 27.11 (1.41, 18) 35.70 (1.88, 21) 42.59 (2.28, 25)
1 10.88 (0.54, 13) 28.89 (1.49, 20) 37.96 (2.00, 22) 45.52 (2.43, 27)
2 11.27 (0.56, 14) 30.17 (1.56, 14) 39.97 (2.10, 24) 48.25 (2.56, 28)
3 11.72 (0.59, 15) 30.70 (1.59, 15) 41.78 (2.19, 25) 50.60 (2.68, 27)

Table 2: Experimental Results for the Infinite-Horizon Problems, Part II. Poisson D and U distributions.
$ = 0.95; b = 0.9; h = 0.1. Starting state (x, t) = (0, 0).



W. Huh and M. Olvera and Ö. Özer: Inventory Decisions with Unrecorded Demands
Mathematics of Operations Research xx(x), pp. xxx–xxx, c!200x INFORMS 19

p E[D] E[U ]
K = 0 K = 1 K = 2 K = 3

C! (l, S) C! (l, S) C! (l, S) C! (l, S)
-0.25 2 0 5.50 (0.28, 4) 13.47 (0.72, 7) 17.74 (0.99, 9) 20.86 (1.19, 11)

1 7.77 (0.39, 4) 18.42 (0.97, 8) 23.55 (1.28, 10) 27.67 (1.53, 12)
2 8.97 (0.45, 3) 22.29 (1.16, 8) 28.74 (1.54, 11) 33.81 (1.84, 13)
3 9.50 (0.48, 3) 25.87 (1.34, 8) 33.53 (1.78, 11) 39.47 (2.12, 14)

4 0 7.69 (0.38, 7) 19.12 (1.01, 11) 25.21 (1.36, 14) 29.87 (1.64, 16)
1 10.01 (0.50, 6) 24.04 (1.25, 11) 30.97 (1.65, 15) 36.16 (1.96, 17)
2 11.60 (0.58, 6) 28.08 (1.45, 12) 35.69 (1.88, 15) 41.34 (2.22, 18)
3 12.72 (0.64, 6) 31.62 (1.63, 6) 39.80 (2.09, 15) 46.12 (2.46, 19)

6 0 9.22 (0.46, 9) 23.45 (1.22, 15) 30.94 (1.65, 18) 36.81 (1.99, 21)
1 11.60 (0.58, 9) 27.92 (1.45, 15) 36.26 (1.91, 18) 42.70 (2.29, 22)
2 13.58 (0.68, 9) 32.02 (1.65, 16) 40.93 (2.15, 18) 48.00 (2.55, 23)
3 15.03 (0.75, 8) 34.03 (1.75, 8) 44.95 (2.35, 18) 52.82 (2.79, 23)

8 0 10.59 (0.53, 12) 27.11 (1.41, 18) 35.70 (1.88, 21) 42.59 (2.28, 25)
1 13.12 (0.66, 11) 31.40 (1.62, 19) 40.50 (2.12, 21) 48.12 (2.56, 26)
2 15.06 (0.75, 11) 34.03 (1.75, 11) 44.82 (2.34, 21) 53.29 (2.81, 24)
3 16.62 (0.83, 11) 35.62 (1.83, 11) 48.73 (2.54, 22) 57.67 (3.03, 23)

-0.75 2 0 5.50 (0.28, 4) 13.47 (0.72, 7) 17.74 (0.99, 9) 20.86 (1.19, 11)
1 13.46 (0.67, 3) 25.65 (1.33, 6) 31.47 (1.67, 9) 35.97 (1.95, 11)
2 16.44 (0.82, 2) 33.29 (1.71, 3) 43.86 (2.29, 8) 49.94 (2.65, 11)
3 17.25 (0.86, 2) 35.66 (1.83, 2) 53.74 (2.79, 3) 62.87 (3.29, 11)

4 0 7.69 (0.38, 7) 19.12 (1.01, 11) 25.21 (1.36, 14) 29.87 (1.64, 16)
1 17.04 (0.85, 6) 31.98 (1.65, 11) 38.99 (2.05, 14) 44.24 (2.36, 17)
2 21.81 (1.09, 5) 40.33 (2.07, 5) 50.30 (2.62, 13) 56.68 (2.98, 16)
3 24.23 (1.21, 4) 43.20 (2.21, 4) 60.00 (3.10, 5) 68.21 (3.56, 14)

6 0 9.22 (0.46, 9) 23.45 (1.22, 15) 30.94 (1.65, 18) 36.81 (1.99, 21)
1 19.02 (0.95, 8) 36.14 (1.86, 14) 44.59 (2.33, 17) 51.14 (2.71, 21)
2 25.18 (1.26, 7) 44.16 (2.26, 7) 56.39 (2.92, 16) 63.87 (3.34, 20)
3 28.53 (1.43, 7) 47.52 (2.43, 7) 66.16 (3.41, 7) 74.83 (3.89, 17)

8 0 10.59 (0.53, 12) 27.11 (1.41, 18) 35.70 (1.88, 21) 42.59 (2.28, 25)
1 20.75 (1.04, 11) 39.46 (2.02, 11) 48.90 (2.55, 20) 56.71 (2.99, 25)
2 27.79 (1.39, 10) 46.76 (2.39, 10) 60.75 (3.14, 20) 69.45 (3.62, 21)
3 31.74 (1.59, 9) 50.74 (2.59, 9) 69.71 (3.59, 9) 80.40 (4.17, 21)

Table 3: Experimental Results for the Infinite-Horizon Problems, Part III. Poisson D and U distributions.
$ = 0.95; b = 0.9; h = 0.1. Starting state (x, t) = (0, 0).
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Threshold for Counting: Smallest Recorded Inventory for which It is Optimal To Count

(No Data shown if it is optimal to count for all values under the order-up-to level S)

alpha=0.95; (b, h, p, K)=(0.9, 0.1, 0.25, 2); E[D]=4; Poisson D and U
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Figure 2: Threshold for Counting: Smallest Recorded Inventory for Which It Is Optimal to Count. No
data shown if it is optimal to count for all values under the order-up-to level S. Poisson D and U .
$ = 0.95; (b, h, p, K) = (0.9, 0.1, 0.25, 2); E[D] = 4.


