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Technologies such as radio-frequency identification and global positioning systems can provide improved
real-time tracking information for products and replenishment orders along the supply chain. We call this

type of visibility order progress information. In this paper, we investigate how order progress information can be
used to improve inventory replenishment decisions. To this end, we examine a retailer facing a stochastic lead
time for order fulfillment. We characterize a replenishment policy that is based on the classical �Q�R� policy
and that allows for releasing emergency orders in response to the order progress information. We show that
the optimal structure of this policy is given by a sequence of threshold values dependent on order progress
information. In a numerical study we evaluate the cost savings due to this improved replenishment policy.
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1. Introduction
Today’s business environment is marked by strong
global competition, short product life cycles, and sub-
stantial uncertainty about consumer demand. This
environment highlights the necessity of having agile
and fast-reacting supply chains. Establishing visibility
of product flow across the supply chain is one means
to achieve supply chain agility. In particular, the abil-
ity to track in real time where and when a certain
item (product, case, pallet) is in the supply process is
essential. We call this type of visibility order progress
information (OPI).
One promising solution to enable this kind of

tracking is the sensor technology known as radio-
frequency identification (RFID), which utilizes small
transponders that can be affixed to a variety of sur-
faces on spare parts, entire products, containers, or
any kind of equipment. The tag usually contains a
small computer chip that holds a certain amount of
data (chipless tags are available as well). The tag
“broadcasts” the data contained in the chip when
it is interrogated by a (typically stationary) reader
device. This information can be used to enable com-
plete tracking of an item, thus potentially creating
complete visibility of items in manufacturing, distri-
bution, transportation, inventory, and retail environ-
ments. Clearly, there are other ways through which
OPI may be obtained. Some of the “low-tech” ways

would be barcode scanning or manual recordkeep-
ing. These means of obtaining OPI, however, may
often not be cost-effective because of, e.g., the labor
requirement of manually scanning barcodes. In a
study we performed for a large electronics manu-
facturer, it was estimated that a single barcode scan
(including picking up a handheld scanner, orienting
the scanner and the barcode, scanning, waiting for
confirmation, and replacing the scanner) would take
11 seconds, whereas RFID reads were performed in
essentially zero time. Other high-tech means of cap-
turing OPI include global positioning system (GPS)
modules or GSM/UMTS (universal mobile telecom-
munication system) network nodes as used in cell
phones. Drawbacks of these technologies over RFID
may include the cost of the hardware, considering
that many goods are already RFID-tagged (on the
case- or pallet-level) and thus RFID hardware is fre-
quently already present in supply chains. For the pur-
poses of this paper, we assume that OPI is made
available through some generic technology. Our policy
results do not depend on the method by which OPI
is acquired.
The concept of OPI can be visualized by imagin-

ing a product moving downstream along its supply
chain. When the product leaves the manufacturing
plant, it may first be transported to a manufac-
turer’s distribution center (DC), where repackaging
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and break-bulk processes may take place. Leaving
the manufacturer’s DC, the product may be des-
tined for international transportation, in which case
it will have to go through customs inspection. In
general, numerous transportation and inspection pro-
cesses take place between the manufacturer and the
final retail destination. OPI provides information on
how a given order is progressing in this supply pro-
cess at a given point in time. This information could
be readily obtained using RFID sensor technology
with reader devices placed at strategic locations along
the supply chain, for example, at in- and outbound
docks, loading and unloading points, inspection sta-
tions, customs, trucks, ships, and planes. Note that
if the entire supply process is completely determinis-
tic, then OPI would add no value; thus we focus on
supply systems in which order progress is subject to
uncertainty.
Clearly, having information on order progress

should have value, if this knowledge is used cor-
rectly. In our research we analyze how this additional
order progress information could be used in a sup-
ply system with stochastic replenishment lead time.
The questions that we aim to answer are “Given the
additional visibility that OPI can provide, how should
one act on it in an optimal fashion?” and “What value
is achieved from this use of OPI?” In particular, the
action that we examine here is emergency ordering.
In the following we consider a retailer facing

stochastic replenishment lead times. The retailer sells
a single product to end customers. Customer demand
occurs according to a known stationary stochastic pro-
cess. Unsatisfied demand is backlogged. The retailer
holds inventory of the product. He replenishes inven-
tory by ordering from an outside supplier. The overall
supply lead time is stochastic and known in distribu-
tion. A �Q�R� policy governs the inventory replenish-
ment activities.
In a conventional inventory management system,

order progress information is often not available. The
only known information pertaining to a particular
order is the time of its release and the distribution
of its lead time until it arrives at the retailer. We
assume that without OPI there is no cost-effective way
to ascertain the status or location of the order dur-
ing its lead time. Hence, traditional inventory control
policies such as �Q�R� cannot anticipate late orders
and adjust the order policy based on dynamic order
progress information.
We model the effects of increased visibility through

OPI by incorporating additional information about
the stochastic supply process. To do this, we divide
the supply process into N distinct stages that are
separated by milestones. This notion is particularly
relevant when there are multiple handoffs during

supply. The status of the order (i.e., the physical loca-
tion) is observed by means of some enabling tech-
nology at each milestone. Hence with OPI we know
whether the order has completed a certain supply
milestone and we know the updated distribution of
the remaining replenishment lead time beyond that
milestone.
To obtain order progress information, we assume

that it is captured and updated at N > 1 distinct
stages in the supply process. All outstanding orders
enter the system from stage 1 and progress through
each stage consecutively until they complete stage N .
When the retailer places an order, the order is first
placed in stage 1. When the order completes stage N ,
this indicates that the retailer received the order.
The basic concept is to use order progress infor-

mation to place an emergency order, based on where
the outstanding regular order is in the supply sys-
tem at any given time. This emergency order may
come from a separate supplier or from the same sup-
plier using an alternative transportation or replenish-
ment mode. Given the order progress information,
the retailer decides (1) when to order items and how
many items to order and (2) whether to emergency
order or not. For this problem, we define a dynamic
inventory control policy.
The remainder of the paper is as follows: §2 reviews

the literature, §§3 and 4 present our model and the-
oretical results, §5 presents numerical results, and §6
concludes the paper.

2. Literature Review
2.1. Tracking Technologies
RFID in nonmilitary applications has been in use for
several decades. The earliest applications focused on
very specific areas, for example, in livestock track-
ing (Beigel 2003). These applications were mostly
scientifically motivated, as the high cost of the first-
generation equipment prohibited larger-scale indus-
trial rollout. Recently, significant advances in the use
of RFID have been made in the retail supply chain
with companies such as Benetton, Marks & Spencer,
Gillette, Tesco, Wal-Mart, and Metro AG in Germany.
Their focus has been on tracking pallets and cases of
products and gaining additional visibility of logistics
and inventory processes (Roberti 2003, Romanow and
Lundstrom 2003, Wolfe et al. 2003). In a 2006 pilot
project, a Heineken brewery made use of combined
RFID tags and GPS receivers to track container-load
shipments of beer from the Dutch brewery location
to UK and U.S. sales locations (Swedberg 2006). We
refer the reader to Gaukler and Seifert (2007) for an
overview of applications of RFID in supply chains.
RFID today is also used extensively in military

applications to allow tracking and identification of
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containers (see DeLong 2003 for an overview). In
October 2003, the U.S. Department of Defense (DoD)
announced that its 43,000 suppliers would be required
to use RFID tags at the pallet/case level by 2005
(Green 2003). Savi Technology (acquired by Lock-
heed Martin in 2006) has a pilot project with NATO,
tracking assets and cargo using active tags. Savi Tech-
nology also implemented the in-transit-visibility pro-
gram for the DoD. In this implementation, cargo for
military operations is tracked and identified using
active tags (Alling and Wolfe 2004). More recently,
GPS receivers have been added by the DoD to track
the exact location of materiel in war theaters (Harrop
and Holland 2007).
On a global level, the Smart and Secure Trade-

lanes Initiative (SST) is a network of port operators in
Europe, Asia, and the Americas. Under SST, overseas
containers are outfitted with electronic locks and seals
as well as GPS tracking devices. The idea behind SST
is to create chain-of-custody data for containers. This
chain-of-custody information is then used to dynam-
ically decide on the level of screening required for
a given container at a given port or border crossing
(Savi Technology 2003).

2.2. Existing Research on Tracking Technologies
and Operations Benefits

The Auto-ID Center and its member institutions have
researched several supply chain aspects of RFID.
Within the Auto-ID Center, Jogesh (2000), using the
beer game model as a foundation, offers a simula-
tion approach to the value of information visibility
through RFID. Accenture, one of the partners of the
Auto-ID Center, has presented several papers offer-
ing qualitative insights into the benefits of RFID sen-
sor technology in supply chain management (Kambil
and Brooks 2002). IBM, also an Auto-ID Center
partner, offers further qualitative work on RFID
use in logistics and warehousing (Alexander et al.
2002). Independent from the Auto-ID Center, a group
of researchers at Helsinki University of Technol-
ogy has done further qualitative work on wireless
product identification and intelligent products (see
Karkkainen 2002). In military applications of RFID,
Doerr et al. (2003) have presented a cost-benefit and
simulation study of ordnance tracking via RFID.
Lee and Özer (2007) give a detailed overview of

current RFID research in operations management. For
example, Lee and Whang (2005) examine the bene-
fits of the SST Initiative by investigating queuing effi-
ciency at ports. Gaukler et al. (2007) model the bene-
fits and costs accruing from using item-level RFID in
the retail supply chain and provide results on incen-
tives and cost sharing aspects when implementing
RFID in existing supply chains. However, Gaukler
et al. do not model order progress information.

Lee and Özer (2007) also provide several references
to white papers and consulting reports. These ref-
erences and anecdotal evidence discuss the visibil-
ity that OPI-enabling technologies such as RFID and
GPS could bring to the supply chain. Several of these
references also offer estimates and claims regarding
the benefit of RFID. However, Lee and Özer (2007)
argue that most of these claims are not substantiated
using quantitative, model-based analyses. They point
out the need for quantitative research to determine
appropriate policies that use visibility information to
improve the management of supply chains. Along
these lines, we determine an optimal replenishment
policy that incorporates order progress information
obtained through OPI to better manage replenish-
ments. We also estimate the value of OPI when used
in this manner.

2.3. Inventory Control and Emergency Ordering
For our research, we build on the existing literature on
inventory control policies. The following are impor-
tant elements of this research: stochastic replenish-
ment lead times and an action in response to order
progress information, e.g., emergency ordering.
For stochastic lead-time problems, Hadley and

Whitin (1963) identify optimal inventory control poli-
cies under continuous review when orders can cross
for some special cases with restrictive assumptions.
Extensions and results for other special cases have
been derived by Kaplan (1970), Sphicas (1982), and
Zipkin (1986).
Song and Zipkin (1996) examine an inventory con-

trol model in which the supply system is governed
by a Markov process. They analyze a stochastic lead-
time supply system for which order crossing is not
allowed. They characterize an optimal inventory con-
trol policy that does not depend on order progress
information. However, this result depends on the
non-order-crossing assumption, and they do not con-
sider emergency ordering or expediting. The opti-
mal inventory control policy when order crossing is
allowed is not yet known (Porteus 1990).
Moinzadeh and Nahmias (1988) propose an approx-

imate control policy for a continuous-review system
in which the inventory manager has a choice of
two replenishment modes with different but deter-
ministic lead times. The authors state that an opti-
mal replenishment policy for this setting is not yet
known and propose a plausible extension to the tradi-
tional �Q�R� policy. Their results have been extended
by Moinzadeh and Schmidt (1991), who study an
�S − 1� S� policy under Poisson demand, and sub-
sequently by Moinzadeh and Aggarwal (1997), who
consider a two-echelon structure. Furthermore, Erkip
and Hausman (1994) examine a setting with low-
demand items and expediting.
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Allowing a separate, faster, and presumably more
costly mode of replenishment is an action that can
be taken in response to order progress information,
so the literature on dual replenishment is relevant
to the problem analyzed here. Recently, Threatte and
Graves (2001) reported on a dual-replenishment prob-
lem at the Polaroid Corporation. Polaroid simultane-
ously decides on production quantities and on the
transportation mode used for shipping. The authors
implement a deterministic, network-flow-based deci-
sion support heuristic in a static setting. They show
how their heuristic can be used in a dynamic setting.
Lawson and Porteus (2000) present a serial mul-

tiechelon inventory system with the possibility of
expediting orders from one stage to the next. The
underlying lead times between stages are determin-
istic, and there is a menu of expediting options to
choose from for the decision maker. Lawson and
Porteus identify top-down base-stock policies to be
the optimal control method in their setting. Two dif-
ferences between their work and ours are that (1) we
consider lead times to be stochastic and (2) they
assume that lead times vary by choice of the deci-
sion maker; that is, the decision maker can generate
any lead time he wants through expediting and de-
expediting. On the other hand, we treat lead times as
an exogenous variable inherent to the system struc-
ture that the decision maker cannot change, but he
can opt to emergency order.

3. Our Model
The underlying framework of our model is a �Q�R�
system. The �Q�R� policy releases replenishment
orders of size Q at cost A when the inventory posi-
tion at the retailer drops to the reorder level R. The
�Q�R� policy is a well-known and frequently imple-
mented continuous-review policy that is optimal if
replenishment lead times are deterministic and there
is a single-order setup cost. The �Q�R� policy is used
with stochastic lead times as well, but it is in gen-
eral not optimal in these settings (Hadley and Whitin
1963, Galliher et al. 1959). In addition to this �Q�R�
policy, we define an emergency ordering policy that
uses the outstanding order’s progress information. In
this emergency ordering policy, the retailer has the
option of releasing an additional emergency order of
size �Q at cost K�l�, with � > 0, which arrives after a
known deterministic lead time l > 0. The �Q�R� sys-
tem with specific values of Q and R is used to handle
all regular replenishment. Thus, we have a compound
replenishment policy that combines the �Q�R� policy
with the option of emergency ordering. The idea of
compound policies has, for example, been used by
Iglehart and Morey (1972) in exploring an inventory
system under imperfect stock information.

We assume that demand at the retailer is stationary
and that the cumulative demand follows a stochastic
process �Z�t�� t ≥ 0�. We let Z�t� t +�	 denote demand
in any time interval �t� t + �	, and let h�x��� be the
probability density function (pdf) of demand in that
interval. The sojourn time for a regular order in stage
b (i.e., from OPI capture point b to b + 1) is a gen-
eral independent random variable, Yb, 1≤ b ≤ N . The
overall replenishment lead time is therefore the con-
volution of N independent Yb variables. In the special
case of exponentially distributed sojourn times, the
overall lead time is Erlang with parameter N .
To derive the emergency ordering policy, we com-

pare the cost of emergency ordering with that of no
emergency ordering. To do so, we follow the heuristic
treatment in Hadley and Whitin (1963). This heuris-
tic treatment assumes that there is never more than
a single order outstanding and it results in the famil-
iar approximate solution for the �Q�R� policy with
QHW =√

2
A/H and FLT �RHW � = 1− QH/�B
�, where

 is the demand rate, FLT ��� is the distribution of lead-
time demand, and H and B are the holding and back-
logging costs, respectively. Hadley and Whitin derive
these solutions by building an expression for average
total inventory-related costs as a function of Q and R.
Then they use first- and second-order conditions to
obtain the optimal QHW , RHW . With the possibility of
emergency ordering, the problem structure does not
allow for an exact analysis of an average cost expres-
sion. Instead, we take a different approach: we first
derive the structure of an emergency ordering policy
analytically by evaluating the expected average costs.
Then, given the structure of this emergency ordering
policy, we calculate the average cost of the compound
replenishment policy numerically by simulating the
system under this policy.
Following Hadley and Whitin’s (1963) heuristic

treatment, for our analysis we assume that at most
one regular order is outstanding at any given time. In
other words, the reorder point R will not be reached
again until the regular outstanding order has arrived.
This assumption also guarantees that inventory posi-
tion will always be raised above the reorder point
when an order arrives. Unlike the Hadley and Whitin
setting, we have the option of releasing an emergency
order while a regular order is outstanding. Because we
allow for an emergency order that increases the inven-
tory position if released, our assumption is actually
less restrictive than Hadley and Whitin’s. In an exten-
sive numerical study (see §5), we observe that this
assumption is not restrictive. We call the time period
between successive arrivals of regular (i.e., nonemer-
gency) orders a cycle (albeit this cycle is not a renewal
cycle). Three basic scenarios of what can happen dur-
ing a cycle are (1) no emergency order is released dur-
ing the cycle, (2) an emergency order is released and
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Figure 1 Inventory Graph (l > 0, Emergency Order Arrives Before
Regular Order)
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Figure 2 Inventory Graph (l > 0, Emergency Order Arrives After
Regular Order)
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arrives before the regular order, or (3) an emergency
order is released but arrives after the regular order (see
Figures 1 and 2). Note that the probability of emer-
gency and regular orders arriving at exactly the same
time is zero; hence we ignore this case.
The emergency ordering policy that we derive

is near optimal if the following four assumptions
are met:

Assumption 1. Emergency orders are released infre-
quently.

Assumption 2. Emergency orders in the majority of
cases arrive before the regular order; otherwise, they arrive
close to the beginning of the following cycle.

Assumption 3. Only one emergency order is outstand-
ing at any one time.

Assumption 4. Emergency orders see nonnegative net
inventory upon arrival.

We will outline below where each of these assump-
tions is used. We remark that these assumptions are
not particularly restrictive. The first three assump-
tions would hold in most cases because emergency
ordering comes at a cost premium, both in terms
of setup and variable per-unit cost. Hence, the vast
majority of resupply goes through the regular chan-
nel according to the underlying �Q�R� policy. Fur-
thermore, an emergency order generally will only be
beneficial if its deterministic lead time is sufficiently
smaller than the stochastic remaining lead time of the
regular order. Similarly, the fourth assumption will
hold if backorder costs are sufficiently higher than
holding costs; in that case, an optimal emergency
ordering policy will ensure the release of emergency
orders such that backorders before the arrival of the
emergency order are unlikely. We argue that in most
realistic cases, target service levels are high, and thus
the backorder costs are significantly larger than hold-
ing costs. Our numerical study also confirms that for
service levels of 90% and 95%, this assumption is met.

Notation
y: inventory position (=inventory on hand + on

order− backlog);
N : number of stages;
b: current stage in supply process, 1≤ b ≤ N ;
Z�t� t + �]: demand during time interval �t� t + �	;
h�x���: pdf of demand during time interval

�t� t + �	;
Yb: random variable denoting the sojourn time of

stage b;
Xb�t : random variable denoting the remaining lead

time until the end of the cycle, given that the regular
order has spent t time units at stage b;

w���: pdf of Xb�t ;
f �x � b� t�: pdf of demand during the remaining reg-

ular order lead time, given that the regular order has
spent t time units at stage b;

l: deterministic emergency order lead time, l ≥ 0;
K�l�: fixed cost of releasing the emergency order;

may depend on the lead time (shorter = more
expensive);

�: fraction of regular order size used for emergency
order;

H : holding cost per unit per time;
B: backlogging cost per unit;
A: fixed cost of releasing regular order, A < K�l�.
To obtain the holding and backorder costs over a

cycle, we need to calculate the probability that an
emergency order (if released when the regular order
has spent exactly t time units at stage b) will arrive
after the regular order arrives. Let Yb � t denote the ran-
dom variable that has cumulative distribution func-
tion (cdf) Pr�Yb ≤ t+x � Yb > t�. Then Pr�Yb � t ≤ x� is the
probability that the remaining lead time in the current
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stage b is less than x, given that the order has spent
t time units there. We define Xb�t to be the random
variable that denotes the remaining lead time of the
regular order, given that the current stage is b and
the order has spent t time units at that stage. Then
Xb�t is the convolution of N − b + 1 independent ran-
dom variables: Xb�t = Yb � t ⊗ Yb+1 ⊗ · · · ⊗ YN . Let w���
denote the pdf of Xb�t . (Numerical calculations for
convolutions of arbitrary distributions can be compu-
tationally burdensome. It is considerably easier, how-
ever, if all sojourn time distributions are regenerative,
as in the case of the normal distribution, for exam-
ple.) Hence the probability that the emergency order
(released while first order has been at stage b for t
time units) will arrive after the regular order arrives
is pb� t�l� = Pr�Xb� t < l�.
The total remaining demand before the outstand-

ing regular order arrives (that is, before the end of
the cycle), given that the outstanding regular order
is in stage b and that it has spent t time units in
stage b so far, is Z�t′� t′ + Xb�t	, where t′ denotes the
current point in time. The total remaining demand
before the outstanding regular order arrives has pdf
f �x � b� t� = ∫ �

u=0 h�x�u�w�u�du, and its cdf is F �x � b� t�.
Note that for the special case of exponentially dis-
tributed sojourn times, there is no dependence on the
length of time spent in a particular stage; hence the
subscripts t are superfluous in this case.
For the evaluation of the emergency ordering pol-

icy, we initially assume that the values of Q and R of
the underlying policy have been determined exoge-
nously. Given these values, we derive the optimal
emergency ordering policy, that is, when to release an
emergency order.
Let s denote the inventory position at the begin-

ning of the cycle, defined as the time when the pre-
vious regular order is received (see Figure 1). Note
that if the previous cycle did not have an emergency
order outstanding, then in expectation, s �= R + Q − D,
where D is the expected demand over the lead time
of the regular order. If the previous cycle had an
emergency order outstanding, then this definition of
s represents the inventory position at the beginning
of the cycle approximately. (There is an additional
emergency order of size �Q that increases the inven-
tory position, but because an emergency order was
released, demand must have been larger than D,
decreasing the inventory position. Hence these two
effects tend to cancel each other out. Using this approx-
imation is justified because by Assumption 1—and our
numerical study will show this as well—the occur-
rence of emergency orders is relatively rare.) The aver-
age inventory in a cycle is approximately (beginning
net inventory+ ending net inventory)/2.
To determine the ending net inventory in the cycle,

consider any point in time t in stage b during which

the regular order is outstanding; let y be the current
inventory position at that point in time. If an emer-
gency order will not be released, and exactly j addi-
tional demands arrive before the end of the cycle,
the ending net inventory in the cycle will be y −
j − Q. Then the average net inventory in this cycle
is given by �s + �y − j − Q��/2 = 1

2 y + s − Q − j	.
Hence, if an emergency order is not released, then
the expected average inventory-holding cost over the
cycle is �HQ/�2
��

∫ y+s−Q

0 �y + s − Q − j�f �j � b� t� dj .
(Note that if there was an emergency order outstand-
ing from the previous cycle, then the current cycle’s
beginning net inventory is not equal to the inven-
tory position. However, the approximation of average
inventory in this case works well if Assumption 2 is
satisfied.)
The expected backlog cost over the cycle, if an

emergency order is not released, is

B
∫ �

y−Q
�j − y + Q�f �j � b�dj�

Backorder costs are assessed based on the net inven-
tory immediately before the regular order of size Q
arrives. This is done to allow for correct accounting
of all holding and backorder costs: If backorder costs
were based on the net inventory after the regular
order has arrived, then this would mean that the first
Q stockouts that occurred during the cycle while the
regular order was outstanding would not be counted
as stockouts because they would be covered once the
regular order arrives.
Hence when the regular order has spent exactly t

time units in stage b, the total expected inventory-
related cost over the cycle, if an emergency order is
not released, is

C0�y� b� t� = HQ

2


∫ y+s−Q

0
�y + s − Q − j�f �j � b� t� dj

+ B
∫ �

y−Q
�j − y + Q�f �j � b� t� dj� (1)

If an emergency order is released, and the emergency
order arrives after the regular order, then the current
cycle is not affected. The total expected inventory-
related costs are the same as in (1).
If an emergency order is released, and it arrives

before the regular order, then the expected average
inventory during this cycle is

s + �y − j − Q + �Q�

2
= 1

2
y + s − Q + �Q − j	

if exactly j additional demands arrive before the end
of the cycle. Hence the expected average inventory
holding cost over the cycle is

HQ

2


∫ y+s−Q+�Q

0
�y + s − Q + �Q − j�f �j � b� t� dj�
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The expected number of backorders over the cycle,
if an emergency order is released, is approximately∫ �

y−Q+�Q
�j − y + Q − �Q�f �j � b� t� dj . This expression is

exact when the net inventory at the time of arrival of
an emergency order is nonnegative (Assumption 4).
(If backorders have been incurred at the time of the
arrival of the emergency order, those would not be
counted towards the backordering cost. Our hypoth-
esis is that this assumption is met for high fill rates.)
Our numerical study reveals that an emergency order
rarely sees backorders upon arrival, if backordering is
sufficiently more costly than holding inventory (that
is, when service levels are high).
Thus, if the emergency order is released when the

regular order has spent exactly t time units at stage b,
then the expected total inventory-related cost over the
cycle is

C1�y� b� t� l���

= K�l� + pb� t�l�

[
HQ

2


∫ y+s−Q

0
�y + s − Q − j�f �j � b� t� dj

+ B
∫ �

y−Q
�j − y + Q�f �j � b� t� dj

]
+ �1− pb� t�l��

[
HQ

2


∫ y+s−Q+�Q

0
�y + s − Q + �Q − j�

· f �j � b� t� dj + B
∫ �

y−Q+�Q
�j − y + Q − �Q�f �j � b� t� dj

]
(2)= K�l� + pb� t�l�C0�y� b� t� + �1− pb� t�l��

· C0�y + �Q�b� t�� (3)

Note that because the holding cost H is defined per
unit of time, we have divided it by the expected num-
ber of order cycles per year. However, the expected
number of order cycles per year depends on the num-
ber of times that emergency orders are released. We
approximate the expected number of order cycles
per year by 
/Q, which corresponds to the limiting
case where no emergency orders are released. Thus,
this approximation tends to work best if emergency
orders are released infrequently, and/or if emergency
order sizes are small (i.e., � is small) compared with
the regular order size (Assumption 1). If emergency
orders are released frequently or are of large size, this
approximation would cause the compound replenish-
ment policy to underestimate holding costs and thus
tend to overorder. The numerical study in §5 con-
firms that emergency orders are released infrequently,
which helps validate this approximation. The back-
logging cost B, on the other hand, is incurred in full
every time a stockout occurs.

K�l� is an arbitrary positive function that satisfies
dK�l�/dl < 0; that is, a shorter deterministic emergency
order lead time is more costly. Note that it is easy

to add a unit cost of purchasing/emergency order-
ing to the model. To do this, define K�l���Q� �= K0 +
�c�Q, where �c is the unit purchasing cost difference
between regular and emergency orders (that is, the
emergency order premium per unit). We note that both
C0�y� b� t� and C1�y� b� t� l� are continuous, convex,
and coercive (that is, lim�y�→� C1�y� b� t� l� = �) in y.
Next we show that the emergency ordering policy

has a threshold structure. Under this policy, the man-
ager releases an emergency order if the outstanding
order has spent t time units at stage b and the inven-
tory position y ≤ ȳb� t�l�, and does nothing otherwise.
This emergency ordering policy and the underlying
�Q�R� policy combine to form a compound replen-
ishment policy.

Theorem 3.1. Given Assumptions 1–4 and exoge-
nously specified Q, R, l, and �, then a near-optimal
compound replenishment policy has a threshold structure.
Policy parameters are ȳb� t�l� for each stage b and sojourn
time t, where S �= �y � C1�y� b� t� l� − C0�y� b� t� ≥ 0� and

ȳb� t�l� =
{
infy�S� if S 
= ��

� otherwise�

If the outstanding order has spent t time units in stage b
and the inventory position y ≤ ȳb� t�l�, then release an
emergency order. Otherwise, do nothing.

Proof. This and all subsequent proofs are available
in Appendix A.
Next we determine some properties of the com-

pound replenishment policy.

Theorem 3.2. The following statements hold�
(1) ȳb� t�·� is weakly decreasing as K�l� increases.
(2) If Yb has increasing failure rate �IFR�, ȳb� t�l� is

weakly decreasing as t increases. Moreover, if Yb has IFR,
then as t approaches infinity, ȳb� t�l� → ȳb+1�0�l�. If Yb has
decreasing failure rate �DFR�, ȳb� t�l� is weakly increasing
as t increases. If Yb has constant failure rate �CFR�, ȳb� t�l�
is invariant in t.
(3) If � is a decision variable that can be optimized

in every cycle, then there exists a unique solution �∗ =
argmin� C1�y� b� t� l���, because C1�·��� is strictly con-
vex in �. The expected cost associated with the policy is
�weakly� lower than for exogenously specified �, and the
thresholds ȳ�

b� t are �weakly� higher than under exogenous
�; i.e., ȳ�

b� t ≥ ȳb� t .

Part 1 of the preceding theorem states an intuitive
sensitivity result. Part 2 relates the behavior of the
thresholds to the distribution types of the sojourn
times. In particular, we observe that for exponential
sojourn times, the thresholds are independent of t.
Part 3 states that there is an optimal size of the emer-
gency order that the decision maker can choose. This
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Figure 3 Threshold Trace of an Order
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optimal size depends on the current inventory posi-
tion and the current stage of the regular order, that
is, the OPI. When using this optimal emergency order
size instead of the exogenously specified emergency
order size, the likelihood that an emergency order will
be released becomes larger.

4. Discussion of the Compound Policy
Figure 3 shows a sample threshold trace of an order.
In this sample, there are three stages to the supply
chain. The first stage has a Weibull sojourn time, the
second stage sojourn time is exponential, and the third
stage is normally distributed. The horizontal axis is a
combined time and stage axis. Time elapses from left
to right, and at the marked intervals the order pro-
gresses from one stage to the next. The trace shows
from left to right the policy thresholds ȳb� t�l� as a func-
tion of the sojourn time t. (Note that the threshold
traces in the sample graph are simplifications; except
for the exponential lead-time case, the trace within a
stage will, in general, not be a straight line.) For exam-
ple, while the regular order is in the first stage, the
thresholds (ȳ1� t) are increasing over time because the
sojourn time distribution has DFR (Weibull). Hence,
for the thresholds in the first stage, ȳ1� t ≥ ȳ1� t′ for t ≥ t′.
As the order progresses to the next stage of the sup-
ply chain, the threshold drops (ȳ2�0 < ȳ1� t for all t).
For the second stage, the sojourn time distribution has
CFR, so elapsed time has no effect on the thresholds
(ȳ2� t = ȳ2� t′ for all t� t′). The threshold drops again as
the order progresses to the third stage, and thresholds
decrease as time elapses in that stage because of the
IFR sojourn time (ȳ3� t ≤ ȳ3� t′ for t ≥ t′).
In practice, it may not be feasible to compute

thresholds for each stage b and each sojourn time t
ahead of time. However, this computation may not
be needed in practice for most cases: For CFR and
IFR sojourn times, emergency orders are only released
at the time of either a “move” (the regular order

transfers from stage b to b + 1) or a “demand” (cus-
tomer demand decreases the inventory position). For
CFR sojourn times this is true because time spent in
a stage does not affect the emergency order release.
For IFR sojourn times this is true because the thresh-
olds within a stage are decreasing as t increases, and
thus it is impossible that an emergency order will be
released at time t > 0 unless a demand has happened.
Therefore, for CFR and IFR sojourn times, it is suffi-
cient to calculate the thresholds in real-time whenever
a move or a demand happens.
For DFR sojourn times, however, an emergency

order release could be optimal at any time point, not
just at the time of a move or demand. Thus, it will
be necessary to use heuristics to decrease the compu-
tational burden in this case. One potential heuristic
is to restrict the policy to release emergency orders
only at certain sojourn times; for example, for the set
of time points T = �0� ∪ �t � t = min�0��b ± i�b��, i =
0�1�2� � � � �m and where �b, �b are the mean and the
standard deviation of the sojourn time distribution
in stage b, respectively. Then it is only necessary to
calculate thresholds for the subset T instead of all t.
Alternatively, we could use the near-optimal case for
a CFR distribution as a heuristic. This heuristic entails
calculating for each stage the threshold for t = 0 and
using that threshold throughout the time the regular
order is in that stage.
These thresholds together with the �Q�R� policy

define a compound policy that uses order progress
information. Under this compound policy, the retailer
observes the inventory position at any point in time.
If no regular order is outstanding, and if the inventory
position is less than or equal to R, he places a regular
order of size Q. If a regular order is outstanding, the
retailer monitors the outstanding regular order’s loca-
tion in the supply system (that is, the last OPI capture
point b at which the regular order was registered). If
the inventory position is less than ȳb� t�l�, the retailer
places an emergency order of size �Q.
Thus we have characterized a near-optimal emer-

gency ordering policy for any underlying �Q�R�
policy. Note that the values Q and R that were “opti-
mal” for the case without OPI are not necessarily the
Q and R that yield the optimal dynamic inventory
control policy with emergency ordering. However, we
know that the policy as described in Theorem 3.1 is
near optimal for any given Q and R, and hence we
know that the policy structure is also near optimal for
the optimal choice Q∗, R∗. The optimal Q∗, R∗ can be
obtained by a search over the feasible set of Q and R.

Theorem 4.1. (1) If Q, R are kept constant, the ex-
pected maximum benefit from emergency ordering is
bounded by the expression

B


Q

(∫ �

R
xfLT �x�dx − RFLT �R�

)
− �K�l� − A��
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where fLT ��� and FLT ��� are the pdf and cdf, respectively, of
the lead-time demand.
(2) If Q is kept constant, the optimal R∗ under the emer-

gency ordering policy must be less than or equal to the
reorder point RHW in the optimal �Q�R� policy.

Thus we recognize that the emergency-order capa-
bility is essentially a substitute for safety stock. To
find the optimal reorder point R∗ for the compound
policy, a search algorithm can be used.
Note that we compute the average cost associated

with the compound policy numerically by discrete-
event simulation. Section 5 contains the results of
our numerical study. Simulation is used because at
this time, we do not see a straightforward analytical
approach for constructing an average cost expression
for our extended problem statement, even for the sim-
plest case of exponential sojourn times. Observe that
if the emergency order is released in stage i, then the
cycle cost is C1�ȳi� b = i�. If the emergency order is
never released, then the cycle cost is C0�ys�0� b = 1�,
where ys�0 is the inventory position with which the
cycle started. To obtain the expected cycle cost, we
need to compute the probability that the emergency
order is released at stage i. The probability that the
emergency order is released at stage i is equivalent
to the probability that the inventory position hits ȳi

at stage i and that the emergency order has not been
released in stages prior to i. If the inventory position
at the start of stage i is given by ys� i, then this is equiv-
alent to the probability that there are at least ys� i − ȳi

demands before a move to the next stage occurs. The
difficulty here is to find the distribution of the ys� i, in
particular the ys�0, because this will be influenced by
whether there is an emergency order outstanding at
the beginning of the cycle.

5. Numerical Study
The goal of the numerical study is to illustrate the
potential cost savings resulting from the use of the
compound policy that uses order progress infor-
mation as opposed to the traditional �Q�R� policy.
Throughout this numerical study, we assume that the
sojourn times are given by independent exponential
random variables, and hence there is no dependence
of the thresholds on time t.
We use a simulation-based optimization approach.

First, given exogenous parameters that describe a
sample supply chain, we compute the Hadley and
Whitin (1963) Q and R of the �Q�R� policy and
the threshold values ȳb for the compound policy.
Then we simulate both the traditional �Q�R� policy
and the compound policy using discrete event sim-
ulation, and compare the total average costs. (For
our simulations, we use the software package Arena
(http://www.arenasimulation.com), which is based

Table 1 Experiment Factorial Design

Daily demand E-order release Sojourn time
variability [CV] E-order size [�] cost �K � per stage [�]

0.2, 0.35, 0.5 0.1, 0.5 20, 30, 40 1, 3

on the SIMAN simulation language.) Each experiment
is run for two years of simulated time, and there are
4,000 independent replications for each experiment.
Computation of one threshold on a 1.6 GHz Celeron®

processor takes about an hour, and running the sim-
ulation takes about 15 minutes on the same machine.
A factorial experimental design has been used, cov-

ering all permutations of the parameters listed in
Table 1 for backlog penalty B = 9, for an initial total
of 36 experiments. To investigate the impact of higher
fill rates, 18 more experiments have been conducted
using a higher backlog penalty (B = 19). Note that we
only investigate scenarios with moderate-to-high fill
rates because for low-backorder penalties our model-
ing Assumption 4 is likely to be violated, and thus
the compound policy that we derived would be inap-
propriate. Three more experiments covering the case
of � = 6 have been conducted, bringing the total
to 57 experiments. In this table, CV refers to the
coefficient of variation of demand. Daily demand is
assumed to follow a normal distribution with mean
10 units per day, and standard deviation 2 (CV= 0�2),
3.5 (CV= 0�35), or 5 (CV = 0�5). The simulation trun-
cates the demand random variable at zero so that neg-
ative demand does not occur. Common parameters to
all experiments are the holding cost (h, $1 per unit per
year), the cost for releasing a regular order (A, $10),
the deterministic lead time of the emergency order (l,
1 day), and the number of stages in the supply chain
(three stages).
Beyond these 57 experiments, further experiments

have been carried out to explore several additional
aspects such as the sensitivity of cost savings to the
sojourn times and the exploration of a plausible emer-
gency ordering policy without OPI. These experi-
ments are described in subsequent sections.
We report the following quantities from the simu-

lation runs:
CT : the long-run total average cost of running the

traditional �Q�R� policy without emergency ordering.
This cost includes the holding cost, backlogging cost,
and the cost of releasing the orders;

CTB: the long-run average costs associated with not
being able to satisfy demand immediately and having
to backlog under the �Q�R� policy;

CC : the long-run total average cost of running the
compound policy with OPI. This cost includes the
holding cost, the backlogging cost, and the cost of
releasing the orders; and
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CCB: the long-run average costs associated with not
being able to satisfy demand immediately and having
to backlog under the compound policy with OPI.
To justify our modeling Assumptions 1–4, we also

report:
�1: the fraction of inventory cycles that saw more

than one regular order outstanding;
�2: the fraction of simulation runs (4,000 runs per

experiment) that have more than one occurrence of a
regular order outstanding;

�3: the fraction of inventory cycles that saw more
than one emergency order outstanding;

�4: the fraction of simulation runs that have
more than one occurrence of an emergency order
outstanding;

�5: the fraction of all orders that are emergency
orders; and

�6: the fraction of emergency orders that see a
backlog upon arrival.
To evaluate the inventory-control policy perfor-

mance, we use the following performance measures:
the total cost savings, in percent, �S = �CT − CC�/CT ;
and the percent reduction in backlogging cost, �B =
�CTB − CCB�/CTB.

5.1. Validation of Modeling Assumptions
The simulation study (see data in Tables 5 and 6 in
Appendix B in the Online Supplement at http://www.
poms.org/journal/supplements/) validates Hadley
and Whitin’s (1963) modeling assumption that no
more than one regular order is outstanding. In all
experiments, values of �1 and �2 were either zero or
very close to zero. This observation suggests that for a
reasonable range of parameter values, it is unlikely to
have more than one order outstanding in the resupply
channel.
The study also demonstrates the validity of our

modeling assumptions. The data on �3 and �4 sug-
gest that to have more than one emergency order out-
standing at the same time is extremely rare (validat-
ing Assumption 3). Likewise, the data on �5 show
that emergency orders are a fairly rare (“emergency,”
as it were) occurrence, with the percentage of emer-
gency orders among all orders being <2% when � = 1,
<10% when � = 3, and <15% when � = 6 (validating
Assumption 1). Finally, the data on �6 show that when
a moderately high backlog penalty (B = 9, which cor-
responds to approximately a 90% fill rate) is present,
then emergency orders are released early enough that
they rarely see backlogs upon arrival. When the back-
log penalty is even higher (B = 19, 95% fill rate),
then no emergency order sees a backlog (validating
Assumption 4). We did not collect statistics to validate
Assumption 2. However, we argue that this assump-
tion is not restrictive because an emergency order
generally will only be beneficial if its deterministic

Table 2 Average Total Cost Savings (�S) and Backorder Cost Reduction
(�B) from Use of Compound Policy

Overall (� = 1�3) (%) When � = 1 (%) When � = 3 (%)

�S �B �S �B �S �B

CV= 0�2 1�93 91�88 1�43 95�5 2�18 90�06
CV= 0�35 1�91 91�39 1�2 95�07 2�26 89�55
CV= 0�5 1�5 91�46 0�13 97�69 2�02 88�35
B = 9 1�64 95�53 0�92 96�08 2�36 94�98
B = 19 2�05 83�67 n/a1 n/a1 2�05 83�67
K = 20 1�97 92�28 1�08 97�75 2�41 89�54
K = 30 1�78 91�54 0�89 96�13 2�23 89�25
K = 40 1�59 90�91 0�79 94�37 1�98 89�18
� = 0�1 1�9 87�32 0�9 95�12 2�9 79�52
� = 0�5 1�23 98�09 0�95 97�05 1�52 99�12

1We did not perform experiments where B = 19 and � = 1.

lead time is sufficiently smaller than the stochastic
remaining lead time of the regular order.

5.2. Sensitivity of Cost Savings to Parameters
The results of all 57 experiments are presented in
Appendix B in the Online Supplement. In this section,
we aggregate some of the individual results to obtain
insights about which parameters most influence the
cost savings from using the compound policy.
Table 2 shows the performance measures using

average statistics. This table is divided into three
major columns, namely the aggregation over all data
(column designated “Overall”) and the aggregation
over all data where either � = 1 or � = 3. The rows
denote the experiments that have been aggregated.
For example, the row “CV= 0�2” and column “Over-
all, �S” report the average total cost percentage sav-
ings across all data where CV = 0�2. It is important
to note that one loses some degree of precision when
aggregating results over several experiments. How-
ever, the aggregation performed here allows the iden-
tification of some general trends in the sensitivity to
the parameter values.
Several observations can be made from Table 2.

Increasing the mean sojourn time � appears to result
in increased cost savings. Intuitively, longer sojourn
times within stages provide more opportunities for
emergency ordering to decrease costs. Note that the
overall cost savings aggregate the savings from (1)
the contribution of OPI and (2) the opportunity to
emergency order. We revisit the issue of the contri-
bution of OPI in a separate section below. Overall
cost savings are very small if � = 1. This is not sur-
prising, considering that the overall lead time of the
regular order in this case has a mean of three days,
and the emergency order has a lead time of one day.
Hence there is not much opportunity for emergency
ordering in this case. We also observe from the tables
in Appendix B in the Online Supplement that sav-
ings in backlogging cost range up to 99%. Emergency
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Figure 4 Cost Savings vs. Sojourn Time �
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ordering results in a decreased number of backlogged
items, at the expense of carrying more inventory. In
addition, the compound policy performs best when
the emergency order release cost K is small, as one
would expect.
Note that the model can be used to quantify

changes in the system parameters. From a managerial
perspective, the model can, for example, be used to
quantify the impact of reducing the emergency order-
ing cost premium. For example, according to Table 2,
reducing the emergency order premium from $40 to
$20 will on average yield a �1�97 − 1�59�/1�59 = 24%
improvement in overall cost savings. Also note that
the smallest value of K that we consider in our exper-
iments is still twice as large as the release cost for the
regular orders.
Cost savings are not overly sensitive to changes

in demand variability and backorder penalty. From
the experiment data, we observe that increasing the
backorder penalty decreases the number of back-
logged units and at the same time increases the on-
hand inventory. Thus there is a counteracting tradeoff
between the cost saved due to fewer backorders and
the cost incurred due to more emergency orders and
higher on-hand inventory. It is not necessarily true
that the compound policy performs better relative to
the �Q�R� policy when backlog penalties are higher.
We conjecture that for high backlog penalty, the �Q�R�
policy already carries a higher level of safety stock
than for lower backlog penalties.
Figure 4 illustrates cost savings as a function of

�. For this graph, B = 9 and � = 0�5. The overall
cost savings increase with the sojourn time. Like-
wise, the data collected on the fraction of emergency
orders among all orders (�5) show that as the sojourn
time increases, the likelihood of releasing emergency
orders increases as well. Hence we conclude that the
compound policy appears to perform best if sojourn
times are fairly large to allow for an opportunity for
emergency ordering.
Although we do not report detailed data here,

we also observe that emergency orders tend to be
released more frequently in earlier stages than later
stages. This seems to confirm our intuition; because in

later stages the regular order is already fairly “close”
to arriving, an emergency order should have less
opportunity to provide significant benefit.

5.3. The Value of Order Progress Information
The overall cost savings reported so far include two
components: (1) the savings due to OPI and (2) the
savings due to being able to emergency order. To
fairly assess the value of having order progress infor-
mation, we compare the performance of the proposed
compound policy against an emergency ordering pol-
icy that does not use order progress information.
One such emergency ordering policy is to set another
reorder point Re, which is less than R. Whenever
the inventory position falls below R, the system
places a regular order of size Q. If the net inventory
(=onhand− backlogs) falls further below Re, the sys-
tem places an emergency order of size �Q (at release
cost K). (Because the release of the emergency order
is dependent on net inventory, care is taken to only
allow one emergency order to be outstanding at any
given time.)
To enable an unbiased comparison and to isolate

the effects of order progress information, we run sim-
ulations of this non-OPI policy for different values of
Re < R (that is, we search over values of Re). Note
that for exponential sojourn times, Re ≥ ȳN − Q. This
is because by definition ȳN is the OPI-optimal thresh-
old when the remaining regular order lead time is less
than or equal to the sojourn time of the last stage.
Hence, for longer remaining regular order lead times,
the threshold can never be lower than ȳN . We sub-
tract the order size Q because Re is expressed as a
net inventory level. Therefore, we search over values
of ȳN − Q ≤ Re < R. We compute total average costs
for each simulation run and select the optimal Re. We
compare the average cost of this policy with the aver-
age cost attained by the compound policy. (A sim-
ilar emergency ordering policy, the (Q1�R1�Q2�R2)
policy, has been introduced by Moinzadeh and Nah-
mias (1988) for deterministic lead-time problems.) The
difference then gives us the value of order progress
information.
Table 3 shows the parameter sets for which we

obtained the Re of the plausible emergency ordering
policy without OPI. It turns out that for these param-
eter sets, >80% of cost improvements are attributable
to OPI. The absolute cost difference between the emer-
gency ordering policy without OPI and the tradi-
tional �Q�R� policy without emergency ordering is
very small. This means that the accuracy of the com-
parison is somewhat compromised, because Arena
Output Analyzer, which is the program we used to
statistically evaluate the simulation outputs, rounds
its point estimates to the nearest integer. However,
the results clearly show that the majority of benefits
accrues due to OPI.
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Table 3 Value of OPI: Average Cost of Compound Policy (CC) vs.
Emergency Ordering Policy Without OPI (CRe )

CV 0.2 0.2 0.35 0.35 0.5 0.5
B 9 9 9 9 9 9
� 1 3 1 3 1 3
� 0.5 0.5 0.5 0.5 0.5 0.5
K 30 30 30 30 30 30
Q 282 309 267 308 240 292
R 87 256 92 258 128 266
CC 678 938 685 944 747 953
CT 687 958 694 961 748 982
Re 10 69 0 70 0 65
CRe 686 955 693 959 748 980

We remark that in a previous numerical study we
tested lower emergency order release costs K = 11
and K = 15, while keeping the regular order release
cost at A = 10 (see Gaukler 2005 for details). Similar
to here, we observed that part of the overall savings
were due to emergency ordering and not solely due
to OPI. In these previous experiments, OPI accounted
for between 47% and 66% of total cost savings. This
underlines the role that the additional cost of releas-
ing emergency orders plays in determining the bene-
fits of OPI.

5.4. Effects of Changes to the Reorder Point R
We noted earlier that the optimal reorder point under
the emergency ordering policy is weakly lower than
Hadley and Whitin’s (1963) reorder point RHW under
the �Q�R� policy. Table 4 shows the expected cost if
RHW is varied for two particular parameter sets. Here,
CV = 0�2, � = 3, and � = 0�1. These examples indi-
cate that the major cost savings contribution comes
from the emergency ordering option and OPI. The
additional cost savings from using the optimal reorder
point is fairly incremental at an additional 0.4–0.5
percentage-point cost savings. Figure 5 illustrates this
observation. We conclude that the vast majority of
cost savings can be achieved by the compound policy
using the �Q�R� policy’s reorder point RHW .

Table 4 Effect of the 	Q�R
 Reorder Point: Average
Cost of Compound Policy Using RHW vs.
Using Optimal Reorder Point R∗

CV 0.2 0.2
B 19 9
� 3 3
� 0.1 0.1
K 20 20
Q 309 309
RHW 284 256
ȳ1 496 465
ȳ2 447 419
ȳ3 385 362
R∗ 270 244
CC	R∗
 976 933
CC	RHW 
 981 936
�S	R∗
 (%) 4.31 2.61
�S	RHW 
 (%) 3.82 2.19

Figure 5 Cost Comparison of Inventory Control Policies
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5.5. Insights from the Numerical Study
In general, the results from the numerical study indi-
cate that a compound inventory control policy using
OPI is most beneficial if the lead time for the reg-
ular orders is long (high �). This observation sug-
gests that employing such a policy would likely not
be very beneficial for last-mile or regional replen-
ishment operations such as replenishing individual
stores from a regional warehouse. In this case, the
regular order lead time would likely be short. On
the other hand, having a compound inventory policy
using OPI would likely have large benefits in a global
supply chain setting, where replenishment activities
span multiple countries or continents. In this case, the
regular order lead time is long and uncertain. Hence,
OPI would likely have a large impact in this case.

6. Conclusion
In this paper we explore an inventory control policy
in an OPI-enabled supply chain environment that is
characterized by near-complete visibility of the items
in the system. In particular, we address a retailer who
faces a stochastic replenishment order lead time and
who obtains order progress information as the replen-
ishment orders pass through OPI capture points.
The inventory control policy that we propose for

this system builds upon the foundation of the well-
known �Q�R� policy and adds the capability of releas-
ing emergency orders based on an observed system
state. An observed system state is defined as the visi-
bility, afforded by OPI, of the location of an outstand-
ing regular replenishment order in the supply process,
as well as the current inventory level. We character-
ize an improved compound inventory control policy
and show that the structure of this policy is given by
a sequence of threshold values for each stage of the
supply process.
Through a numerical study, we compare the com-

pound policy to the traditional �Q�R� policy. The
numerical study verifies that our analytical model
is valid under realistic assumptions on the backlog-
ging penalty cost. The overall cost savings are mainly
driven by the mean sojourn time � of the regular
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order in each stage. For the parameter sets in our
study, these cost savings can be mainly attributed to
order progress information. Furthermore, the com-
pound policy resulted in an up-to-99% reduction in
the average backlogging cost. Our numerical study
suggests that the compound policy will likely be
most beneficial in a global supply chain setting
where replenishment lead times are long and uncer-
tain. Reduced benefits are anticipated for last-mile or
regional replenishment operations.
Several research questions regarding order progress

information remain open. One possibility is to explore
the impact of missing data from OPI capture stations
due to misreads: If only a subset of the read stations in
the channel have “seen” the order, what policy needs
to be followed? Another important aspect is the influ-
ence of the density of OPI capture points on the cost
savings: How “granular” should OPI be, assuming
there is a cost to higher granularity?
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Appendix A. Proofs

A.1. Proof of Theorem 3.1
Proof. Define

D�y�b� t� l�

�= C1�y� b� t� l� − C0�y� b� t�

= K�l� + �1− pb� t�l��

×
[

HQ

2


∫ y+�Q+s

0
�y + �Q + s − j�f �j � b� t� dj

+ B
∫ �

y−Q+�Q
�j − y + Q − �Q�f �j � b� t� dj

− HQ

2


∫ y+s

0
�y + s − j�f �j � b� t� dj

− B
∫ �

y−Q
�j − y + Q�f �j � b� t� dj

]
�

This function is monotonically increasing in y:

�D�y� b� t� l�

�y

= �1− pb� t�l��
�

�y

[
HQ

2


∫ y+�Q+s

0
�y + �Q + s − j�f �j � b� t� dj

+ B
∫ �

y−Q+�Q
�j − y + Q − �Q�f �j � b� t� dj

− HQ

2


∫ y+s

0
�y + s − j�f �j � b� t� dj

− B
∫ �

y−Q
�j − y + Q�f �j � b� t� dj

]

= �1− pb� t�l��

[
HQ

2

F �y + �Q + s� − B�1− F �y − Q + �Q��

− HQ

2

F �y + s� + B�1− F �y − Q��

]
> 0�

The inequality is because the cdf F �x� is monotonically
increasing in x.

If D�y�b� t� l� > 0 for all y, then C1��� > C0��� for all y, and
ȳb�t�l� = −�. If D�y�b� t� l� < 0 for all y, then ȳb�t�l� = �.
If D�y�b� t� l� changes sign, then it crosses zero only once
because of the monotonically increasing property. �

A.2. Proof of Theorem 3.2
Proof. Part 1: If K�l� increases (and l remains the same),
C1�y� b� t� l��� will increase for all y. Therefore, D�y�b� t� l�
will increase for all y, and thus ȳb�t�l� must decrease by
definition.

Part 2: The remaining time in stage b at time t is given
by the expression

Pr�“remaining time in stage b at time t > x”�

= Pr�Yb > t + x � Yb > t�

= 1− G̃b�t + x�

1− G̃b�t�

and

�

�t

1− G̃b�t + x�

1− G̃b�t�

= g̃b�t��1− G̃b�t + x�� − �1− G̃b�t��g̃b�t + x�

�1− G̃b�t��
2

� (A1)

where g̃b�·� and G̃b�·� are the pdf and cdf, respectively, asso-
ciated with the random variable Yb .

The sign of (A1) is given by g̃b�t��1 − G̃b�t + x�� − �1 −
G̃b�t��g̃b�t + x�. The remaining time is getting stochastically
smaller if and only if

g̃b�t��1− G̃b�t + x�� − �1− G̃b�t��g̃b�t + x� < 0

⇔ g̃b�t�

1− G̃b�t�
<

g̃b�t + x�

1− G̃b�t + x�
for all x > 0�

This is equivalent to the condition that as t increases,
g̃b�t�/�1− G̃b�t�� increases, which is precisely the defini-
tion of an IFR distribution. Thus, if Yb is IFR, the remain-
ing time is getting stochastically smaller as t increases, and
hence ȳb� t�l� is weakly decreasing as t increases. Analo-
gously, we can show that if Yb is DFR, the remaining time
is getting stochastically larger as t increases (ȳb� t�l� weakly
increasing), and if Yb is CFR (i.e., exponential), the remain-
ing time is stochastically invariant in t (ȳb� t�l� invariant).

Part 3: The expected cost per cycle if the emergency order
is released becomes min� C1�y� b� t� l���, and the optimal �∗

(at a given inventory position y and stage b) is then given
by �∗ = argmin� C1�y� b� t� l���, and the optimal emergency
order size is �∗Q.

�2

��2
C1�·��� = �1− pb� t�l��

�2

��2
C0�y + �Q�b� t�

= HQ2

2

f �y + s + �Q�Q + BQf �y + �Q − Q�Q�
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which is nonnegative, and hence C0�y� b� t� and C1�·���
are convex in �. The function C1�·� is parameterized
by some optimal �∗. In particular, ȳ�

b� t is now given
as the solution to D��ȳ�

b � b� t� l� = 0, where D��y� b� t� l� =
min�C1�y� b� t� l���	 − C0�y� b� t�. Hence, ceteris paribus, the
expected cost when � is a decision variable is lower or
equal to the expected cost in the case where � is exoge-
nously determined. For every y, D��y� b� t� l� ≤ D�y�b� t� l�
due to the minimization step. This, in turn, means that
when the emergency order size is made a decision variable,
the threshold ȳb� t increases (weakly); i.e., ȳ�

b� t ≥ ȳb� t . �

A.3. Proof of Theorem 4.1
Proof. To prove Part 1, note that from Hadley and Whitin
(1963, Equations 4–9), the expected cost of the (Q�R) policy
without emergency ordering is given by the sum of holding,
order release, and backlogging costs: � = 
A/Q + H�Q/2+
R−��+�B
/Q��

∫ �
R xfLT �x�dx−RFLT �R��. The expected max-

imum benefit of the emergency ordering policy materializes
if all backlogging cost was saved and no additional hold-
ing and release costs were incurred, minus the additional
marginal cost of releasing the emergency order.

To prove Part 2, recall that RHW in the traditional policy is
chosen optimally, yielding minimum inventory-related costs
by balancing the cost of stock-outs against the cost of car-
rying inventory. As R is increased (with Q constant), the
probability of stocking out decreases, but also the holding
cost increases, thus departing from the optimal balance. The
traditional (Q�R) policy may be viewed as a subset of the
emergency ordering policy described above; both policies
are identical if the emergency ordering policy never trig-
gers an emergency order (i.e., all ȳb� t�l� = −�). Moreover,
the emergency ordering policy (the values of the ȳb� t thresh-
olds) is independent of R.

Emergency ordering does not change the fundamental
economics of the situation. It can never be optimal to have
R∗ > RHW and Q∗ = QHW in the emergency ordering policy
because then inventory-related costs would be larger. The
holding and backlogging cost parameters (H� B) under the
emergency ordering policy are the same as under the (Q, R)
policy, and the unit-order release cost is higher under emer-
gency ordering (K > A). If K = A, then under emergency
ordering it will be optimal to attain the same probability of
stocking out (i.e., backordering) as was optimal in the (Q, R)
policy. If K > A, it will be optimal to attain a higher proba-
bility of stocking out (all else being equal), since on average
it will become more costly to release an order (if emergency
orders are released). The emergency ordering decreases the
probability of stocking out. Therefore, to bring the proba-
bility of stocking out back to its optimal level, R∗ < RHW

necessarily. �
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