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Abstract—It is becoming prohibitively expensive and time con-
suming, as well as tedious and error-prone, to perform debugging
manually. Among the debugging activities, fault localization has
been one of the most expensive, and therefore, a large number of
fault-localization techniques have been proposed over the recent
years. This paper presents a crosstab-based statistical technique
that makes use of the coverage information of each executable
statement and the execution result (success or failure) with re-
spect to each test case to localize faults in an effective and efficient
manner. A crosstab is constructed for each executable statement,
and a statistic is computed to determine the suspiciousness of the
corresponding statement. Statements with a higher suspiciousness
are more likely to contain bugs and should be examined before
those with a lower suspiciousness. Case studies are performed on
both small- (the Siemens and Unix suites) and large-sized pro-
grams (space, grep, gzip, and make), and results suggest that the
crosstab-based technique (CBT) is more effective (in terms of a
smaller percentage of executable statements that have to be ex-
amined until the first statement containing the fault is reached)
than other techniques, such as Tarantula. Further studies using the
Siemens suite reveal that the proposed technique is also more effec-
tive at locating faults than other statistically oriented techniques,
such as SOBER and Liblit05. Additional experiments evaluate the
CBT from other perspectives, such as its efficiency in terms of
time taken, its applicability to object-oriented languages (on a very
large Java program: Ant), and its sensitivity to test suite size, and
demonstrate its superior performance.

Index Terms—Crosstab, debugging aids, software fault localiza-
tion, statistical methods, testing and debugging.

I. INTRODUCTION

SOFTWARE today is larger and more complex than it has
ever been, and software/program1 debugging is becoming

increasingly more difficult to perform. Fault localization is con-
sidered to be one of the most expensive program debugging
activities [27], and manual fault localization has proven to be
prohibitively time consuming and tedious. This has fueled the
demand for fault-localization techniques that can automatically
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1In this paper, “fault” and “bug” are used interchangeably. In addition, “pro-

gram” and “software” are also used interchangeably.

(or at least semiautomatically) lead programmers to the loca-
tions of faults in software, with minimum human intervention.
To meet this demand, there has consequently been a surge in
the development of fault-localization techniques [1], [2], [5],
[14], [17]–[19], [24], [29]–[32], [37], [40], [41], each of which
tries to address the fault-localization problem, effectively and
efficiently, in its own way.

Several fault-localization techniques rely on a dynamic anal-
ysis of a program in the form of program traces, which are col-
lected during program execution. The information from these
traces can then be processed by various means in order to rank
code based on its likelihood of containing bugs.1 In [14], [30],
etc., the authors make use of various heuristics and apply them to
program traces (in the form of statement coverage) to rank state-
ments2 in order of their relative suspiciousness. This ranking
can then be examined (in that same order), until a fault is found,
thereby narrowing the programmer’s search domain. However,
such techniques are still based on experience or intuition, and
must rely on personal judgment, which can be quite subjective
in nature, as different people may not share the same intuitions.
This is compounded by the fact that intuitions may be program
dependent and may not generally apply everywhere. Along more
objective lines, several statistically based techniques do exist,
such as the ones proposed in [16]–[18], etc., which rely on
the instrumentations and evaluations of predicates in programs
to produce a ranking of suspicious predicates, which can be
examined in order to find faults. However, these techniques are
constrained by the overhead involved in the instrumentation and
sampling of predicates.

In light of such limitations, we propose a cross tabulation
(hereafter referred to simply as “crosstab”) analysis-based
technique for fault localization. Similar to other heuristics-
based techniques, our crosstab-based technique (hereafter
referred to as CBT) also uses the coverage information of each
statement and the execution result (success or failure) with
respect to each test case. However, it is different from the
heuristic-based techniques, in that it is based on a well-defined
statistical analysis, whereas the heuristic-based techniques are
not. At the same time, since CBT only employs the coverage
information of each statement, it does not require any additional
instrumentation of code to evaluate predicate outcomes, etc. In
our technique, a crosstab is constructed for each statement and
a statistic is computed to determine the suspiciousness of the
corresponding statement. All the statements can, therefore, be
ranked in descending order of their suspiciousness. Statements
toward the top have a higher suspiciousness than those toward

2Only executable statements are considered. See Section III-C for more de-
tails. Hereafter, we refer to “executable statements” simply as “statements.”
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the bottom and, correspondingly, a higher likelihood of
containing bugs. Statements are examined top–down until a
bug-containing statement is found.

The underlying assumption is that a programmer can and will
correctly identify a faulty statement when examining one (see
Section VIII-E for more details). Should a bug span multiple
statements, then the examination stops once the first statement
containing the bug is reached. This is because our objective is
not to find all the statements that have to be fixed for a given
bug, but just to find one of these faulty statements as the start-
ing point to initiate the bug-fixing process. In no way does this
imply that techniques, such as CBT, are only limited to faults
that span one statement. Note that multiline faults are different
from multiple faults present in the same program (which are
discussed in Section VII). By a fault that spans multiple state-
ments, we mean that a single fault might correspond to multiple
locations in the code. Consider the case, where the clauses of
an “if–else” construct are accidentally swapped. In this case,
the fault manifests itself in the “if” portion of the construct as
well as in the “else” portion of the construct, i.e., two locations
corresponding to the same fault.

The effectiveness of CBT for fault localization is evaluated
across several case studies: two suites of small programs (seven
in the Siemens [26] and ten in the Unix suites [28]), and four
relatively larger programs (space, grep, gzip, and make) [10]
in the C language and a very large program in Java (Ant [10]).
The effectiveness is also compared to that of Tarantula [14]
as the latter is popular and well known, and has already been
shown to be more effective than several other fault-localization
techniques, such as set union, set intersection, nearest neigh-
bor, and cause transitions on the Siemens suite [14]. The cri-
teria for the comparison between two fault-localization tech-
niques are described in detail in Section III-C. A comparison of
fault-localization effectiveness between CBT and other statisti-
cally oriented fault-localization techniques, such as Liblit05 [17]
and SOBER [18], is conducted as well on the Siemens suite.
Studies are also performed to evaluate CBT from other per-
spectives, such as its efficiency in terms of time taken and its
sensitivity to test suite size. In addition, experiments demon-
strate how the crosstab-based fault-localization technique may
easily be applied to programs with multiple faults are also
included.

The remainder of this paper is organized as follows:
Section II gives an overview of work related to what is pre-
sented in this paper. Section III explains our methodology in
detail along with an illustrative example and the main criterion
for the comparison of fault-localization techniques. Section IV
presents the results of empirical studies conducted to observe
the application of our methodology to various programs. A com-
parison of the effectiveness between CBT and Tarantula is also
included. Section V provides a comparison between CBT and
two other statistical fault-localization techniques—SOBER and
Liblit05. This is followed by Section VI, which explores other
criteria to evaluate the effectiveness of CBT, which in turn is
followed by a discussion on fault localization for programs with
multiple bugs in Section VII. Section VIII contains further dis-
cussion and the threats to the validity of the approach and results

presented in this paper. Our conclusions and directions for future
research appear in Section IX.

II. RELATED WORK

Several different studies have proposed, and reported results
on, various fault-localization techniques. Similar to ours, Taran-
tula is a fault-localization technique [14], which also makes use
of coverage and execution result information to compute the
suspiciousness of each statement, as shown in (8) (see Section
VIII-C). Renieris and Reiss [24] propose a nearest neighbor
debugging technique that contrasts a failed test with another
successful test, which is most similar to the failed one in terms
of the “distance” between them. The execution of a test is rep-
resented as a sequence of basic blocks that are sorted by their
execution times. If a bug is in the difference set between the
failed execution and its most similar successful execution, it is
located. For a bug that is not contained in the difference set, the
technique continues by first constructing a program dependence
graph, and then, including and checking adjacent unchecked
nodes in the graph step by step until the bug is located. The set
union and set intersection techniques are also reported in [24].
The former computes the set difference between the “program
spectra” of a failed test and the union spectra of a set of suc-
cessful tests. It focuses on the source code that is executed by
the failed test, but not by any of the successful tests. The latter
is based on the set difference between the intersection spectra
of successful tests and the spectra of the failed test. It focuses
on statements that are executed by every successful test but not
the failed test case.

In [5], Cleve and Zeller report a program state-based debug-
ging technique, cause transition, to identify the locations and
times, where a cause of failure changes from one variable to
another. This is an extension of their earlier work with delta
debugging [37], [38]. An algorithm named cts is proposed to
quickly locate cause transitions in a program execution. A po-
tential problem of the cause transition technique is that its cost is
relatively high; there may exist thousands of states in a program
execution, and delta debugging at each matching point requires
additional test runs to narrow down the causes.

Zhang et al. [40] present a technique such that for a given
failed test, their technique requires multiple executions against
that test. In each execution, the outcome of one predicate is
switched, and this process continues until the program produces
the correct output as a result of the switch; this predicate is a
critical predicate. Bidirectional dynamic slices of such critical
predicates are then computed to help programmers to locate the
bugs.

Liblit et al. propose a statistical debugging technique
(Liblit05) that can isolate bugs by instrumenting predicates at
particular points [17]. Feedback reports are generated by these
instrumented predicates. For each predicate P, the algorithm
first computes Failure(P), the probability that P being true im-
plies failure, and Context(P), the probability that the execution
of P implies failure. Predicates that have Failure(P) – Con-
text(P) ≤ 0 are discarded. The remaining predicates are prior-
itized based on their “importance” scores, which indicate the
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relationship between predicates and program bugs. Predicates
with a higher score are examined first to help programmers find
bugs. Liu et al. propose the SOBER technique to rank suspi-
cious predicates [18]. First, π(P), which is the probability that
predicate P is evaluated to be true in each run is computed as
n(t)/(n(t) + n(f)), where n(t) is the number of times P is eval-
uated to be true in a specific run and n(f) is the number of
times P is evaluated as false. If the distribution of π(P) in failed
runs is significantly different from that in successful runs, then
P may be fault-relevant and this relevance is quantified by a
ranking score. All instrumented predicates are then ranked in
order of their scores and examined in order of fault-relevance. A
comparison among Liblit05, SOBER, and CBT is provided in
Section V.

As opposed to directly assessing the suspiciousness of indi-
vidual program entities, Zhang et al. instead focus on the prop-
agation of infected program states among the entities in [39].
In [25], the original Tarantula technique [14] is extended by
making use of the Ochiai coefficient [1] to evaluate the quality
of fault localization with respect to multiple coverage types,
namely, statements, branches, and data dependencies. Their
study shows that no single coverage type performs best for
all studied faults, and that different kinds of faults are best
localized by different coverage types. A new coverage-based
approach to fault localization that leverages each coverage type
via combination is also presented in [25], and because data de-
pendencies can be expensive to monitor, the effects of replacing
data dependence coverage with an approximation inferred from
branch coverage are also investigated. For the purposes of the
CBT technique presented in this paper, only statement-based
coverage is considered to be an input to CBT, and the effects
of using multiple coverage types with CBT is deferred to future
study.

Wong et al. propose a set of coverage-based heuristics for
fault localization in [30] and address two issues: first, how can
each additional failed test case aid in locating program faults,
and second, how can each additional successful test case help
in locating program faults. They propose that with respect to a
piece of code, the contribution of the first failed test case that
executes it in computing its likelihood of containing a fault is
larger than or equal to that of the second failed test case that
executes it, which in turn is larger than or equal to the third failed
test case, etc. This principle is also applied to the contribution
provided by the successful tests.

III. CROSSTAB-BASED TECHNIQUE

Having summarized the state of the art in the area of
fault localization, we now present our proposed methodology.
We first describe CBT in detail, followed by an example to
walk the reader through how CBT is to be applied. Then,
we present the primary criterion used to evaluate the effec-
tiveness of the technique, which also serves as a means to
compare various fault-localization techniques to one another.
Other evaluation criteria are also presented and discussed in
Section VI.

TABLE I
NOTATIONS USED IN THIS PAPER

TABLE II
CROSSTAB FOR EACH STATEMENT

A. Overview

Consider a statement ω in the program that is being debugged.
We define the following notations in order to facilitate further
discussion regarding the CBT (see Table I).

The crosstab analysis is used to study the relationship be-
tween two or more categorical variables [7]–[9]. A crosstab, as
shown in Table II, is constructed for each statement such that
the crosstab has two columnwise categorical variables—covered
and not covered; and two rowwise categorical variables—
successful and failed.

For each crosstab so constructed, we now conduct a hypothe-
sis test3 to check for a dependence relationship. The null hypoth-
esis is “program execution result is independent of the coverage
of statement ω.”

A chi-square test can determine whether this hypothesis
should be rejected. The chi-square statistic is given by

χ2(ω) =
(NCF(ω) − ECF(ω))2

ECF(ω)
+

(NCS(ω) − ECS(ω))2

ECS(ω)

+
(NUF(ω) − EUF(ω))2

EUF(ω)
+

(NUS(ω) − EUS(ω))2

EUS(ω)

(1)

where ECF(ω) = NC (ω) × NF /N , ECS(ω) = NC (ω) ×
NS /N , EUF(ω) = NU (ω) × NF /N , and EUS(ω) =
NU (ω) × NS /N . The intuition behind (1) and its relevance to
fault localization is explained in detail in Section VIII-C. Under
the null hypothesis, the statistic χ2(ω) has an approximately
chi-square distribution [7]. Given a level of significance σ, we
can find the corresponding chi-square critical value χ2

σ from
the chi-square distribution table. If χ2(ω) > χ2

σ , we reject

3There is a significant difference between the way a hypothesis test is tra-
ditionally applied and the way it is made use of for our purposes. Instead
of the “dependence”/“independence” relationship, we are more interested in
the “degree of association” between the execution result and the coverage of
each statement. As a result, the suspiciousness of each statement does not de-
pend on whether the hypothesis test is accepted or not. See (2)–(4), as well as
Section VIII-A.
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the null hypothesis, i.e., the execution result depends on the
coverage of ω. Otherwise, we accept the null hypothesis, i.e.,
the execution result and the coverage of ω are “independent.”
Note that the “dependence” relationship indicates a high
association between the variables, whereas the “independence”
relationship implies a low association. Instead of the so-called
“dependence”/“independence” relationship, we are more
interested in the degree of association between the execution
result and the coverage of each statement. This degree can be
measured based on the standard chi-square statistic. However,
such a measure increases with increasing sample size. As a
result, the measure by itself may not give the “true” degree of
association. One way to address this is to use the coefficient of
contingency computed as follows:

M(ω) =
χ2(ω)

/
N

√
(row − 1)(col − 1)

(2)

where row and col are the number of categorical variables in
all rows and columns, respectively, of the crosstab [7]. This
coefficient lies between 0 and 1. When χ2(ω) = 0, M(ω) has
the lower limit 0 for complete independence. In the case of
complete association, the coefficientM(ω) can reach the upper
limit 1 when row = col. In addition, a larger coefficient implies a
higher association between the execution result and the coverage
of ω [7], [15]. From (2), if N, row, and col are fixed (which is
true in our case as row = col = 2), then M(ω) increases with
increasing χ2(ω). Under this condition, the chi-square statistic
χ2(ω) for statement ω gives a good indication of the degree of
the association between the execution result and the coverage
of ω.

Next, we need to decide whether it is the failed or the success-
ful execution result that is more associated with the coverage
of the statement. For each statement ω, we compute PF (ω) and
PS (ω) as NCF(ω)/NF and NCS(ω)/NS , which are the fractions
of all failed and successful tests that execute ω. From Table II
and [7] and [15], if we have NCF (ω) × NUS (ω) > NCS (ω) ×
NUF (ω), then the coverage of ω is positively associated with
the failed execution. This implies that if PF (ω) is larger than
PS (ω), then the association between the failed execution and
the coverage of ω is higher than that between the successful
execution and the coverage of ω. Let us define a statistic

ϕ(ω) =
PF (ω)
PS (ω)

=
NCF(ω)/NF

NCS(ω)/NS
. (3)

If ϕ(ω) = 1, we have χ2(ω) = 0, which implies the execution
result is completely independent of the coverage of ω. In this
case, we say the coverage of ω makes the same contribution to
both the failed and the successful execution result. If ϕ(ω) > 1,
the coverage of ω is more associated with the failed execution.
Otherwise, the coverage of ω is more associated with the suc-
cessful execution. Depending on the values of χ2(ω) and ϕ(ω),
statements of the program being debugged can be classified into
one of the following classes.

1) Statements with ϕ > 1 and χ2 > χ2
σ have a high degree

of association between their coverage and the failed exe-
cution result.

2) Statements with ϕ > 1 and χ2 ≤ χ2
σ have a low degree of

association between their coverage and the failed execu-
tion result.

3) Statements with ϕ < 1 and χ2 > χ2
σ have a high degree

of association between their coverage and the successful
execution result.

4) Statements with ϕ < 1 and χ2 ≤ χ2
σ have a low degree

of association between their coverage and the successful
execution result.

5) Statements with ϕ= 1 (under this situation 0 = χ2 < χ2
σ ),

whose coverage is independent of the execution result.
Statements in the first class are most likely to contain program

bugs (i.e., have the highest suspiciousness) followed by those
in the second, the fifth, and the fourth classes, respectively.
Statements in the third class are least likely to contain bugs (i.e.,
have the least suspiciousness). As discussed earlier, the larger
the coefficient M(ω), the higher the association between the
execution result and the coverage of ω. Hence, for statements in
the first and the second classes, those with a largerM are more
suspicious. On the other hand, for statements in the third and
the fourth classes, those with a smallerM are more suspicious.
Formally, the suspiciousness of a statement ω can now be defined
by a statistic ζ as follows:

ζ(ω) =

⎧
⎪⎨

⎪⎩

M(ω), if ϕ(ω) > 1
0, if ϕ(ω) = 1
−M(ω), if ϕ(ω) < 1.

(4)

The larger the value of ζ, the more suspicious the statement ω.
Having formally defined the suspiciousness function, we make
additional observations prior to proceeding. First, since for our
purposes, we know that the values of row and col in (2) are both
always 2, (2) simplifies to

M(ω) =
χ2(ω)

N
. (5)

Second, we note that in our context, we are not as concerned
with the absolute suspiciousness assigned to a statement, as
much as we are with how statements are assigned suspicious-
ness in a more relativistic sense, i.e., the suspiciousness of one
statement relative to the other. Assuming a ranking of statements
is generated based on assigned suspiciousness, then dividing the
assigned suspiciousness of each statement by the same constant
(with the exception of things like zero and infinity) does not
affect the ranking at all. The position of each statement with
respect to the other is maintained. Thus, the normalization of
the chi-square statistic in our context is immaterial (other than
the fact that it squashes the assigned suspiciousness between 0
and 1) vis-à-vis the final ranking, and the corresponding fault-
localization results. Thus, the normalization term N in (5) can
be safely dropped, eliminating the need for the coefficient of
contingencyM(ω) and essentially reducing (4) to

ζ(ω) =

⎧
⎪⎨

⎪⎩

χ2(ω), if ϕ(ω) > 1
0, if ϕ(ω) = 1
−χ2(ω), if ϕ(ω) < 1.

(6)
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TABLE III
COVERAGE AND EXECUTION RESULTS OF THE EXAMPLE IN SECTION III-B

Thus, it is (6) and not (2) and (4), which is finally used for the
purposes of CBT. However, in situations where normalization
is a must, (2) in conjunction with (4) may equivalently be used
in place of (6) without altering the fault-localization results.

B. Illustrative Example

We now use a numerical example to explain how CBT can be
used to compute the suspiciousness of each statement. Without
resorting to complex notation, we assume Table III gives the
statement coverage and execution results of the program being
debugged. For example, the column labeled with s1 shows how
the statement s1 is covered with respect to each test case. An
entry 1 implies s1 is covered by the corresponding test and an
entry 0 means it is not. The column labeled with r indicates
whether the program execution succeeds or fails with respect to
the corresponding test case. An entry 1 implies a failed execu-
tion, and an entry 0 means a successful execution. Of the 36 test
cases, there are nine failed tests (e.g., t1) and 27 successful tests
(e.g., t2).

We then construct the crosstab for s1 , as shown in
Table IV. We have ECF(s1) = NC (s1) × NF /N = 25 ×
9/36 = 6.25, ECS(s1) = NC (s1) × NS /N = 25 × 27/36 =
18.75, EUF(s1) = NU (s1) × NF /N = 11 × 9/36 = 2.75, and
EUS(s1) = NU (s1) × NS /N = 11 × 27/36 = 8.25. Using (1),
the chi-square test statistic for s1 is as follows:

χ2(s1) =
(NCF(s1) − ECF(s1))2

ECF(s1)
+

(NCS(s1) − ECS(s1))2

ECS(s1)

+
(NUF(s1)−EUF(s1))2

EUF(s1)
+

(NUS(s1)−EUS(s1))2

EUS(s1)

=
(9 − 6.25)2

6.25
+

(16 − 18.75)2

18.75
+

(0 − 2.75)2

2.75

+
(11 − 8.25)2

8.25
= 5.2800.

If we choose the level of significance as 0.05, the chi-square

TABLE IV
CROSSTAB FOR STATEMENT s1

TABLE V
STATISTICS FOR STATEMENTS IN TABLE III

critical value is 3.841. Since χ2(s1) is larger than 3.841, the null
hypothesis for s1 should be rejected. Similarly, we can compute
χ2 for other statements. For example, we have χ2(s2) = 4.4954,
χ2(s3) = 0.1481, and χ2(s4) = 1.3333. Together, we conclude
the execution result has a higher association with the coverage of
s1 and s2 , but a lower association with s3 and s4 . From Table IV,
we computePF (s1) = 100% andPS (s1) = 59.26%, which give
ϕ(s1) = 1.6875 [see (3)]. For statements s2 , s3 , and s4 , their ϕ
values are ϕ(s2) = 0.3529, ϕ(s3) = 0.8571, and ϕ(s4) = 0.6000.
Finally, from (6), we have ζ(s1) = χ2(s1) = 5.28, ζ(s2) =
–χ2(s2) = –4.4954, ζ(s3) = –χ2(s3) = –0.1481, and ζ(s4) =
–χ2(s4) = –1.333.

Table V lists the values of χ2 , ϕ, and ζ for all the statements
in Table III. Sorted in descending order of suspiciousness, state-
ment s8 should be examined first to locate bugs, followed by s1 ,
s5 , s10 , s9 , s6 , s3 , s7 , s4 , and s2 .
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C. Evaluation Criteria

Renieris and Reiss [24] assign a score to every faulty ver-
sion of each subject program, which is defined as the percent-
age of the program that need not be examined to find a faulty
statement in the program or a faulty node in the corresponding
program dependence graph. This score or effectiveness measure
is later adopted by Cleve and Zeller [5] and is defined as 1 −
(|N |/|PDG|), where N is the set of all nodes examined and PDG
is the set of all nodes in the program dependence graph. Instead
of the program dependence graph, the Tarantula fault localizer
directly uses the program’s source code. Therefore, in order to
make their effectiveness computations comparable with those of
the program dependence graph, Jones and Harrold [14] consider
only executable statements to compute their score. They omit
from consideration source code, such as blank lines, comments,
function, and variable declarations. They also combine multiline
statements into one source code line so that they are only counted
once. Thus, the comparison is now a fair one—only statements
that can be represented in the program dependence graph are
considered [14]. Since the crosstab fault localizer also operates
directly on the program source, we follow the same strategy and
consider only executable statements in all of our experiments.

However, while Jones and Harrold [14] define their score
to be the percentage of code that need not be examined to
find a fault, we feel it is more straightforward to present the
percentage of code that has to be examined to find a fault.
This modified score is hereafter referred to as EXAM and
is defined as the percentage of executable statements that have
to be examined until the first statement containing the bug is
reached. We note that the two scores are equivalent and it is easy
to derive one from the other. A similar such modification is made
by Liu et al. [18]; they define their effectiveness (T-score) as T =
(|Vexamined |/|V |) × 100%, where |V| is the size of the program
dependence graph and |Vexamined | is the number of statements
examined in a breadth first search before a faulty node is reached.

Thus, the effectiveness of different fault-localization tech-
niques can be compared based on EXAM. For a faulty
version U,4 if the EXAM assigned to U by technique α is
smaller than that assigned by technique β (i.e., technique α can
guide the programmer to the fault inU by examining less code
than technique β), then α is more effective than β to locate the
bug inU. Stated differently, we can also say α performs better
than β. In the case of multiple faulty versions, the EXAM
score can still be utilized by comparing the number of faulty
versions on which one technique yields a smaller EXAM
score than another. While the EXAM score is the primary
measure of effectiveness for the technique presented; other
criteria have also been taken into consideration and these are
further discussed in Section VI.

IV. EMPIRICAL STUDIES

So far, the focus of this paper has been to distinguish CBT
from other fault-localization techniques that might be based on

4In our study, each faulty version is executed against all the corresponding
available test cases.

intuition, with respect to the statistical foundation of CBT. In
this section, we also empirically compare CBT with Tarantula on
six sets of programs—the Siemens suite, the Unix suite, space,
grep, gzip, and make.

Note that both Tarantula and CBT produce ranked lists of
statements that have been sorted in order of their suspiciousness
and it is possible that the same suspiciousness value may be as-
signed to multiple statements. Let us assume a bug-containing
statement and several correct statements share the same suspi-
ciousness. Then, in the best case, we examine the bug-containing
statement first, and in the worst case, we examine it last and have
to examine many correct statements before we discover the bug.
This results in two different levels of effectiveness—the “best”
and the “worst.” In all our experiments, we assume that for the
“best” effectiveness, we examine the faulty statement first, and
for the “worst” effectiveness, we examine the faulty statement
last. Data are presented for each of these two levels of effective-
ness. Hereafter, we refer to the best effectiveness of the Tarantula
technique as TBest and the worst effectiveness as TWorst. We
follow this naming convention for CBT as well, which denotes
the best crosstab-based effectiveness as CBest and the worst
crosstab-based effectiveness as CWorst.

A. Data Collection

For the Siemens suite, Unix suite, and space, all executions
are on a PC with a 2.13- GHz Intel Core 2 Duo CPU and 8 GB
physical memory. The operating system is SunOS 5.10 (Solaris
10) and the compiler used is gcc 3.4.3. For grep, gzip, and make,
the executions are on a Sun-Fire-280R machine with SunOS
5.10 as the operating system and gcc 3.4.4 as the compiler. Each
faulty version is executed against all its corresponding available
test cases. When comparing the outputs of the faulty and correct
versions of a program, any deviation from the correct output is
recorded as a failure, and a success is recorded if the test case
output is identical between the correct and faulty versions. To
collect coverage information, we instrument the programs using
a revised version of χSuds [35], which has the ability to record
which statements of the source code are executed by a test case
and how many times each of the statements is executed. In order
for a statement to have been covered by a test case, we require
that it must have been executed by the test case at least once.

B. Programs of a Relatively Smaller Size

Each program in this category has an LOC (lines of code—the
size of the program before any nonexecutable code is removed)
count of less than 1000, and therefore, is identified as “a program
of a relatively smaller size.”

1) Siemens Suite: The programs of the Siemens suite have
been employed by many fault localization related studies in
their experiments (such as [5], [14], [18], and [34]). All the
correct and faulty versions of the programs (written in the C
language) and test cases are downloaded from [26]. Table VI
gives a summary of this suite that includes the name of each
program, the number of faulty versions, LOC, the number of
executable statements, and the number of test cases. Further
details on the Siemens suite can be found in [12].
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TABLE VI
SUMMARY OF THE SIEMENS SUITE

Fig. 1. Effectiveness comparison on the Siemens suite.

Of the 132 faulty versions, three are not used in our study
because 1) none of the test cases downloaded can reveal the
fault in version 9 of “schedule2,” and 2) the faults in versions
4 and 6 of “print_tokens” are in the header files instead of in
the C files. Compared with a previous study [14], ten faulty
versions are excluded. Since the number of faulty versions and
the number of test cases in our study are slightly different from
those in [14], it is necessary to recalculate the effectiveness of
Tarantula using our test data and their ranking mechanism [(8)
as presented in Section VIII-C] to arrive at a fair comparison.

Fig. 1 gives the effectiveness of the Tarantula and the CBT.
For a given x value, its corresponding y value is the cumula-
tive percentage of the faulty versions, whose EXAM score
is less than or equal to x. The two curves CBest and CWorst
give the best and worst effectiveness of CBT, and the curves
labeled TBest and TWorst give the best and worst effectiveness
of Tarantula, respectively. Based on the figure, we observe that
not just is CBest better than TBest, but CWorst is also better than
TWorst. For this figure and for those that follow, zoom-ins are
provided as an enhanced perspective of the range of EXAM
scores from 0% to 10%. In addition, since the curves are dis-
played in different colors, it is better to view these figures in
color.

Data in Table VII provides a pairwise comparison between
the effectiveness of CBT and Tarantula to illustrate on how many
faulty versions one technique performs better than the other, the

TABLE VII
PAIRWISE COMPARISON ON THE SIEMENS SUITE

TABLE VIII
TOTAL NUMBER OF STATEMENTS EXAMINED FOR ALL THE 129 FAULTY

VERSIONS OF THE SIEMENS SUITE

TABLE IX
SUMMARY OF THE UNIX SUITE

same as the other, and worse than the other.5 For example, we
observe that CBest is better than TBest on 51 of the 129 faulty
versions and is equal to TBest on 76 of the faulty versions. CBest
performs worse than TBest on only two versions. Data has also
been provided to show the pairwise comparison between CWorst
and TWorst, as well as between CWorst and TBest. We observe
that CWorst only performs worse than TWorst on five versions.
On the other hand, CWorst performs better than TBest on 30 of
the 129 faulty versions.

Table VIII summarizes the comparison in terms of the total
number of statements that need to be examined in order to
locate all of the faults studied. We observe that CBest leads to
the discovery of all of the faults by examining a fewer number
of statements than TBest. The same is true when we compare
CWorst and TWorst. An important point is that the statements
examined by CBest may not be a subset of those examined by
TBest. The same applies between CWorst and TWorst.

Taking the three modes of comparison (see Fig. 1, and
Tables VII and VIII) into account, we conclude that CBT per-
forms better than Tarantula on the Siemens suite.

2) Unix Suite: A suite of ten Unix programs written in C
is also among the small-sized programs studied. Since these
programs have been so thoroughly used, they can serve as a
reliable basis to evaluate the behavior of fault-injected programs
derived from them. Table IX provides a summary of this suite.

5“Performs better” implies “examining less code to locate the first statement,
which contains the bug,” “performs the same” implies “examining the same
amount of code (but not necessarily the same code),” and “performs worse”
implies “examining more code.”
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Fig. 2. Effectiveness comparison on the Unix suite.

TABLE X
PAIRWISE COMPARISON BETWEEN CBT AND TARANTULA FOR THE UNIX SUITE

More descriptions of the test case generation, fault set, and
erroneous program preparation can be found in [28].

Fig. 2 gives the effectiveness of Tarantula and CBT for the
Unix suite, where all the legends, the horizontal axis, and the
vertical axis have the same meaning, as in Fig. 1.

As with the Siemens suite, the curves for CBest and TBest
indicate that CBT performs better than Tarantula in the best
case. The same observation can also be made when comparing
the two worst cases (CWorst and TWorst). Table X in a manner
similar to Table VII presents a pairwise comparison between
CBT and Tarantula on the Unix suite. We observe that CBest
is only worse than TBest for 1 out of a total of 172 faulty ver-
sions. For other faulty versions, CBest is always better than, or
at least equally as effective as TBest. In the case of the compar-
ison between CWorst and TWorst, we find that for the majority
of the faulty versions (62.21%), CWorst performs better than
TWorst. Moreover, CWorst is also better than TBest on 30 faulty
versions.

Similar to Table VIII, the total number of statements that must
be examined in order to locate all of the bugs in the Unix suite
is presented in Table XI. We observe that CBest is significantly
less than TBest and that CWorst is also significantly less than
TWorst, meaning that less effort is to be spent on locating the
bugs using CBT (as opposed to Tarantula) in either case. Once
again there may not be any subset relationship between the
statements examined by CBT and those by Tarantula.

Based on the data provided we conclude that CBT performs
better than Tarantula on the Unix suite.

TABLE XI
TOTAL STATEMENTS EXAMINED FOR ALL FAULTY

VERSIONS OF THE UNIX SUITE

C. Programs of a Relatively Larger Size

The programs in the Siemens and the Unix suites are small-
sized programs in the sense that they are all less than 1000 lines
of code. To further evaluate the effectiveness of CBT, we now
apply it to larger programs (in terms of the LOC), namely—the
space program, grep, gzip, and make.

The space program developed at the European Space Agency
provides an interface that allows the user to describe the con-
figuration of an array of antennas [4]. The correct version, the
38 faulty versions, and a suite of 13585 test cases used in this
study are downloaded from a software-artifact infrastructure
repository [10].

The source code of version 2.2 of the grep program is down-
loaded from [10], along with 18 faulty versions and a suite of
470 test cases. Compared with the study in [18], where none of
these bugs could be detected by any test case in the suite, we
are able to detect four bugs in our environment. Two additional
bugs injected by Liu et al. [18] are also used. Liu et al. [18]
argue that although faults are manually injected, they do resem-
ble realistic logic errors. An additional 13 bugs are injected by
us following the same approach, bringing the total number of
faulty versions to 19. See Section VIII-E for more discussions
on mutation-based fault injection.

Version 1.1.2 of the gzip program with 16 seeded bugs and 217
test cases are downloaded from [10]. Nine faults are excluded
from the study, since none of the test cases fails on them and
six test cases are discarded because they cannot be executed in
our environment. As stated earlier, we follow a similar approach
as described in [18] to inject 21 bugs in addition to the 7 (16
minus 9) usable original bugs. Thus, in total, 28 faulty versions
are used. Version 3.76.1 of make is downloaded from [10] along
with 793 test cases and 19 faulty versions of the program. Of
these, 15 faulty versions are excluded as they contain bugs,
which cannot be detected by any of the downloaded test cases
in our environment. Using the aforementioned fault-injection
approach, we generate an additional 27 bugs for a total of 31
faulty versions to be used.

A summary of these four programs is presented in Table XII.
A list of all additional bugs that have been seeded for the pur-
poses of the experiments are available upon request. As observed
from Table XII, we find that these programs are relatively larger
than those of the Siemens and Unix suites, and all of them have
an LOC count (and executable statement count) that numbers in
the thousands. This also allows us to observe the effectiveness
of CBT on larger programs.

Figs. 3–6 illustrate the effectiveness of CBT when compared
to Tarantula across the space, grep, gzip, and make programs,
respectively. Upon observation of the curves, we find that not
only is CBest better than TBest and CWorst better than TWorst,
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TABLE XII
SUMMARY OF THE SPACE, GREP, GZIP, AND MAKE PROGRAMS

Fig. 3. Effectiveness comparison on the space program.

Fig. 4. Effectiveness comparison on the grep program.

but on several occasions CWorst is also better than TBest (which
is especially true in the case of the space program).

Table XIII presents the pairwise comparison between CBT
and Tarantula, across the space, grep, gzip, and make programs.
We observe that when comparing CBest and TBest, there is
only one case, where CBest is less effective than TBest (on one
faulty version of space) and for all other faulty versions, CBest
is always more effective than or as effective as TBest. The same
is true when comparing CWorst and TWorst because only for

Fig. 5. Effectiveness comparison on the gzip program.

Fig. 6. Effectiveness comparison on the make program.

one faulty version of grep is CWorst ever worse than TWorst.
For all other faulty versions, CWorst is always better than or at
least as effective as TWorst. We also observe as with the smaller
sized programs that there are several faulty versions for which
CWorst even performs better than TBest.

The comparison between CBT and Tarantula in terms of the
total number of statements that need to be examined in order to
locate all of the faults is presented in Table XIV. Based on the
data, we observe that not only is CBest better than TBest and
CWorst better than TWorst for every program, but in the case
of the space and gzip programs, CWorst is actually better than
TBest. This means that even in the worst case, CBT can lead
programmers to all of the bugs by examining a fewer number of
statements than Tarantula can even in the best case. In every case,
there may not be a subset relationship between the statements
examined by CBT and those by Tarantula.

Based on the comparisons between the effectiveness of CBT
and Tarantula across both small- and large-sized programs, we
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TABLE XIII
PAIRWISE COMPARISON ON THE SPACE, GREP, GZIP, AND MAKE PROGRAMS

TABLE XIV
TOTAL NUMBER OF STATEMENTS EXAMINED FOR THE SPACE, GREP, GZIP, AND

MAKE PROGRAMS

can conclude that CBT is more effective than Tarantula in terms
of its fault-localization capabilities.

D. Relative Improvement Over Tarantula

While the comparisons presented in Sections IV-A and B
clearly indicate that CBT is more effective than Tarantula for
fault localization, another important question that needs to be
answered is—“Is the difference significant?” To address this, we
present a comparison between CBT and Tarantula that quantifies
the percentage improvement CBT has over Tarantula. A suitable
basis for such a comparison is the total number of statements
that each technique must examine in order to locate bugs for
all the faulty versions of each program, as well as all the faulty
versions of all programs. Such a comparison between CBT and
Tarantula is presented across all of the programs in Table XV.

Based on the data in Table XV, we find that in the best case,
consider all of the programs, the number of statements that
need to be examined by CBT (24 205) to locate all the bugs is
68.21% of the number of statements that have to be examined by
Tarantula (35 486). In the worst case, the percentage is 77.70%
(=40672/52346). It is important to point out here that when
we say CBest only requires the examination of 68.21% of the
number of statements that TBest requires the examination of,
this does not imply that the statements examined by CBest would
necessarily be a subset of those examined by TBest. This is also

TABLE XV
RELATIVE IMPROVEMENT OF CBT OVER TARANTULA

TABLE XVI
RESULTS OF THE WILCOXON SIGNED-RANK TEST

true in the case of CWorst and TWorst. Any comparisons drawn
here are only on the size of the sets of statements that need to be
examined by either technique, and not on the sets themselves.

Additionally, in order to better evaluate the performance of
CBT with that of Tarantula using sound statistics, we make use
of the Wilcoxon signed-rank test. The Wilcoxon signed-rank
test makes use of the sign and the magnitude of the rank of the
differences between pairs of measurements, where the formal
null hypothesis is that the population distribution of differences
is symmetrical about some value D0 (where D0 is usually set to
0) [22]. Translated into our context, essentially the null hypoth-
esis would be that the distribution of the differences between the
total number of statements that need to be examined, to locate
fault(s), by CBT and Tarantula is symmetric around 0, i.e., CBT
and Tarantula are equally effective. We evaluate the one-tailed
alternate hypothesis that Tarantula requires the examination of
more statements than CBT, i.e., CBT is more effective than
Tarantula.

Table XVI presents the results of the Wilcoxon signed-rank
test in terms of the resultant p-values (the entry in each cell)
and splits comparisons into those between CBest and TBest and
between CWorst and TWorst.

We find that all p-values are considerably small for each of the
tests, implying that the alternative hypotheses can be generally
accepted, which implies that CBT requires the examination of
fewer statements to locate faults than Tarantula.
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V. COMPARISON WITH TWO OTHER STATISTICAL

FAULT-LOCALIZATION TECHNIQUES

Liblit et al. [17] presented a technique for statistical debug-
ging (Liblit05) as did Liu et al. [18] (SOBER). Since our pro-
posed CBT is also categorically a statistical technique for fault
localization, we now compare these three techniques both qual-
itatively and quantitatively.

A. From a Qualitative Perspective

One of the biggest differences between the technique pro-
posed in this paper, and the SOBER and Liblit05 is that we rank
suspicious statements, whereas the other two rank suspicious
predicates that can then be examined in order of suspiciousness
to locate the faults. Yet another difference between these tech-
niques and CBT is in terms of the code-examination strategy
that the techniques employ. In the case of SOBER, if the bug
is not in the initial set of predicates to be examined, additional
predicates need to be included via a breadth-first search on the
program dependence graph of the program being debugged. In
contrast, such a search is not required by CBT as all statements
of the program are ranked only once based on their suspicious-
ness. Thus, in the case of CBT, code is examined along the final
ranking that is produced and not along dependencies as is done
in the case of SOBER and Liblit05. In fact CBT does not even
require any static dependency information between the program
elements in order to form its final ranking.

From a more statistical point of view, SOBER uses a hy-
pothesis test to indirectly quantify the difference between
fP (X|Correct)—the evaluation bias observed from the correct
executions and fP (X|Incorrect)—the evaluation bias observed
from the incorrect executions, where X is the random vari-
able representing the evaluation bias of predicate P. Instead
CBT uses a hypothesis test to provide a reference of “depen-
dence/independence” between the execution results and the cov-
erage of each statement. Additionally, the test statistic employed
in SOBER asymptotically conforms to a normal distribution un-
der the null hypothesis, and a transformation of the probability
density function of the normal distribution is used as the simi-
larity function to compute the fault-relevance ranking score for
each predicate P. On the other hand, our test statistic χ2 has an
approximately chi-square distribution, and we use a transforma-
tion of this statistic [see (2)] to measure the degree of association
for subsequent analysis to compute statement suspiciousness.

These stark differences between CBT and techniques, such
as SOBER and Liblit05, also serve to highlight the novelty of
our proposed approach, though we strongly emphasize that the
novelty of CBT is not just with respect to the aforementioned
techniques. For example, in no way was the SOBER technique
modified to produce the CBT technique and there is no link
between the two in terms of lineage. Any similarities that are
shared are purely coincidental or due to commonalities in prin-
ciples and intuition.

B. From a Quantitative Perspective

We also present a quantitative comparison among CBT,
SOBER, and Liblit05 based on data reported in [18] on the

Fig. 7. Effectiveness of CBT versus SOBER and Liblit05 on the Siemens
suite.

Siemens suite. It is important to note that both Liblit05 and
SOBER are sensitive to the number of predicates (the parame-
ter k) chosen to form the fault-localization report. In [18], the
results provided are based on the choice of k = 5, which empir-
ically evaluates to the best case. As stated by the authors, “too
few predicates (e.g., k = 1) may not convey enough information
for fault localization, while too many predicates (e.g., k = 9)
are in themselves a burden for developers to examine and, thus
neither of them leads to the best result.” This is one of the weak-
nesses of such fault localizers, as there is no explanation on how
to estimate the ideal value of k. It is only empirically with the
variation of the value of k that a good value of this parameter
can be established (relative to the bad values). In [18], Liu et al.
performed a quality comparison of the effectiveness of Liblit05
and SOBER across k values ranging from 1 to 9, and only via
such a comparison, it is established that k = 5 evaluates to the
best case (among the k-values evaluated).

Based on Fig. 1 provided in Section IV-B1 on the Siemens
suite, we find that CBT can identify 75 of 129 faults (i.e., 58.14%
of the faults) by examining no more than 10% of the code in the
best case. In contrast, SOBER in the best case identifies 52.31%
of the faults, and Liblit05 in the best case identifies 40% of the
faults by examining no more than 10% of the code. Addition-
ally, we are able to retrieve data from the curves in Fig. 4(b)
of [18] regarding the best case effectiveness of SOBER and
Liblit05. Since the exact numbers are not reported in [18], we
derive them directly from the curves. To minimize human error,
two Ph.D. students retrieved the data independently, and their
data was cross validated for accuracy against the curves. Fig. 7
presents the comparison among CBT, SOBER, and Liblit05 on
the Siemens suite.

Based on the curves, we observe that on the Siemens suite,
CBT is always better than Liblit05. In addition, except for when
20% of the code is examined and SOBER locates 73.85% of
the faults and CBT 72.87% of the faults, CBT performs better
than SOBER in terms of the fault-localization effectiveness (i.e.,
locating program bugs by examining less code).
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Such a comparison between CBT and SOBER is fair as in
each case, the best-case effectiveness of each technique has been
considered. A similar comparison has not been presented for
the “worst-case effectiveness” for two reasons: First, there is no
value of k that has been established as the worst case for SOBER
and Liblit05. The value, which truly conforms to the worst case
may not have even been considered by the authors in [18].
Second, while the authors do present figures corresponding to
the k-values 1 through 9 in [18], they restrict themselves to
only provide information on the percentage of faults located,
while examining a maximum of 20% of the code [18, Fig. 5].
Such a restriction by the authors makes it impossible for us to
fairly compare the worst case effectiveness of each technique,
as data on the amount of code that needs to be examined to
locate all the faults is not provided. To understand why this data
is required for a fair comparison, consider the case, where a
fault localizer A can locate 50% of the faults by examining only
20% of the code. Let us also consider a fault localizer B that can
only locate 10% of the faults by examining 20% of the code.
Seemingly, A is more effective than B. However, if we increase
the amount of code examined to 25%, we find that B can locate
80% of the faults, whereas A can only locate 55% of the faults.
Furthermore, B is able to locate all of the faults by examining
30% of the code, whereas A requires the examination of 90%
of the code to locate all of the faults. Thus, we had limited
ourselves to examining only 20% of the code, the comparison
between the fault localizers would clearly have been unfair.

We conclude that CBT does not just result in higher fault-
detection effectiveness than techniques, such as Tarantula, but
in other statistical fault-localization techniques, such as Liblit05
and SOBER, as well.

VI. EVALUATION ACROSS DIFFERENT PERSPECTIVES

The EXAM score is a useful way to compare two or more
fault-localization techniques with each other. However, there
may be other considerations that need to be kept in mind when
designing a fault localizer. In this section, we identify a few such
considerations, and evaluate CBT and Tarantula with respect to
each of them.

A. Applicability to Object-Oriented Languages

Theoretically, since CBT utilizes only coverage information
and test case execution results, it is indifferent toward the pro-
gramming language of the program being debugged. However,
since our subject programs thus far have all categorically been
C programs, we decided to apply CBT to a Java program to
verify the quality of the crosstab-based fault localization on
object-oriented programs as well.

Ant is a Java-based build tool supplied by the open source
Apache project, available at http://ant.apache.org. It is similar
to the tool make but uses a model wherein extensions are im-
plemented as Java classes rather than shell-based commands.
Configuration files are XML-based, calling out a target tree,
where various tasks get executed. Each task is run by an object
that implements a particular task interface. The source code for
version 1.6 beta of Ant as well as a set of six single-bug versions

Fig. 8. Effectiveness comparison on the Ant program.

TABLE XVII
PAIRWISE COMPARISON ON THE ANT PROGRAM

and 877 test cases are downloaded from [10]. After merging
multiline statements, etc., we record 45 701 lines of code spread
across different classes for the entire body of source. Clover [11]
is used to instrument the code and collect coverage information.
Of the 877 test cases, four of them cannot be executed in our
environment and two of them provide different outputs on in-
strumented (by Clover) and noninstrumented versions of the
same program. Hence, these six test cases are discarded, and
871 test cases are used in the experiment. In addition to the six
downloaded single-bug versions, as with the make, grep, and
gzip programs, we seed 17 other faults, which give us a total
of 23 faulty versions to work with. The test case executions are
run on a PC with a 2.13 GHz Intel Core 2 Duo CPU and 8 GB
physical memory, and the Java compiler version is 1.5.0_06.

Fig. 8 presents a comparison between CBT and Tarantula for
the Ant program based on the EXAM score (the zoom-in is
provided at the 1% level instead of the 10% level). We observe
that not only is CBest better than TBest and CWorst better than
TWorst, but CWorst is also better than TBest.

Tables XVII and XVIII provide the pairwise comparison and
the comparison in terms of the total number of statements re-
quired to locate all the faults between CBT and Tarantula, re-
spectively, on the Ant program. From Table XVII, we observe
that CBest is always more effective than, or at least as effective
as, TBest for all of the faulty versions, and the same is true of
the comparison between CWorst and TWorst. Additionally, we
observe that CWorst is also better than TBest for the majority of
the faulty versions. Based on Table XVIII, we observe that CBT
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TABLE XVIII
TOTAL NUMBER OF STATEMENTS EXAMINED FOR ALL THE 23 FAULTY

VERSIONS OF THE ANT PROGRAM

can lead the programmer to all of the faults by examining a fewer
number of statements than Tarantula, regardless of whether the
best or worse case is considered. In fact, even CWorst is better
than TBest, requiring the examination of only about 26.46%
(1578/5964) of the statements (that TBest does) to locate all the
faults. All the comparisons are based on the size of the sets of
statements that need to be examined instead of the sets them-
selves. There may not be any subset relationship between the
statements examined by CBT and those by Tarantula.

Based on the three modes of comparison (see Fig. 8, and
Tables XVII and XVIII), we conclude that CBT still performs
better than Tarantula even in the case of an object-oriented
programming language-based program, such as Ant. In fact,
based on the Ant data, we observe that not just is CBT better
than Tarantula when the best case is compared with the best, and
the worst with the worst; rather, often, the worst case of CBT is
still significantly better than the best case of Tarantula.

B. Timing Considerations

In addition to being effective by examining less code to find a
bug, it is important that each fault-localization technique also be
efficient. The time required to use a fault-localization technique
to identify suspicious code includes two parts. Part I involves
data collection. Part II uses the technique with the data collected
in Part I to actually prioritize which portion of the program
should be examined to locate the bugs. Both CBT and Tarantula
operate on the same set of data, namely, whether the program
execution fails or succeeds with respect to each test case, and
whether each statement is covered by this test case. The cov-
erage information is saved in an execution trace created by a
revised version of χSuds [35] as discussed earlier and the suc-
cess/failure information is saved in a separate text file. Part II
can be further subdivided into two parts. Part IIA is the time
taken to read in the coverage information and the execution re-
sults collected in Part I from files into memory and save them in
the same format as Table III. Part IIB is the computational time
to retrieve the necessary information from memory to compute
the intermediate values required by CBT and Tarantula, and the
suspiciousness of each executable statement. The time required
for Parts I and IIA is the same for both techniques. Hence, these
two parts are not included in the following comparison.

Table XIX gives the average computational time taken by
CBT and Tarantula with respect to all the faulty versions of
each program. The first step to obtain such data is to perform
the computation 100 times for each faulty version of a given
program. This way, any bias can be significantly reduced if not
eliminated entirely. The second step is to add all the computa-
tional times together, divide the sum by 100, and then divide
by the number of faulty versions of that program. For exam-
ple, the average computational time of the ten faulty versions

TABLE XIX
TIME-BASED PERFORMANCE ANALYSIS OF CBT AND TARANTULA

of “schedule2” is 0.002984 s for Tarantula and 0.002950 s for
CBT.

Based on the data provided in Table XIX, we observe that
the difference is almost always negligible. Sometimes CBT is
faster than Tarantula, and sometimes it is the other way around.
The maximum difference ever recorded is for the space program
when the computational time for CBT is 0.116 s less than that
of Tarantula. Thus, we observe that even though CBT is more
effective than Tarantula at fault localization, it does so without
sacrificing efficiency.

C. Sensitivity to Test Suite Size

It is impractical to assume that large comprehensive test sets
are always available, and therefore, it is important to investigate
how sensitive a fault-localization technique is to test suite size.
Such an experiment is performed in [18] using the SOBER
technique on the Siemens suite, where inadequate6 test suites are
simulated by sampling (without replacement) from the original
test suites. We also conduct such an experiment in a similar
manner on the programs of the Siemens suite, comparing the
effectiveness of CBT and that of Tarantula. Given a sampling
rate β (0 < β ≤ 1) and an original test suite size of N, we
randomly select N×β test cases without replacement to produce
a test suite Tβ (we refer to such a test suite as a β-sampled test
suite). If a Tβ does not contain at least one failed test case it is
discarded, and the process is repeated until a Tβ containing at

6Liu et al. [18] did not define the criterion with respect to which a test suite
may be adequate or inadequate. Being a controlled study, it is assumed that
the test suites downloaded for experiment represent “adequate” test suites. It is
also understood that the sampled test suite becomes more “inadequate” as the
sampling rate becomes smaller.
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Fig. 9. Effectiveness comparison on the Siemens suite when 10% of the test
suite is sampled.

Fig. 10 Effectiveness comparison on the Siemens suite when 5% of the test
suite is sampled.

least one failed test case is produced. Then, both Tarantula and
CBT are evaluated using only the information in Tβ .

We note that one β-sampled test suite may differ consider-
ably from another, and therefore, the fault-localization results
obtained using a test suite of a certain size may vary from the
results obtained from another test suite of the same size. In or-
der to reduce such bias, evaluations across any sampling rate are
conducted 100 times, and the results averaged. We choose sam-
pling rates of 10%, 5%, and 1%, respectively. Note that T100%
corresponds to using the original test suite in its entirety, and
therefore, the data for T100% is the same as what is presented in
Section IV-B1.

Figs. 9–11 show the comparison (by means of the EXAM
score) between CBT and Tarantula on the Siemens suite when
10%, 5%, and 1% of the test suite is sampled, respectively. From
the curves, we observe that in general CBT performs better than

Fig. 11. Effectiveness comparison on the Siemens suite when 1% of the test
suite is sampled.

TABLE XX
TOTAL STATEMENTS EXAMINED TO LOCATE ALL FAULTS

OF THE SIEMENS SUITE

Tarantula, and this becomes easier to see when we consider the
zoom-ins.

In terms of the total number of statements that need to be ex-
amined to find all of the faults, this comparison is presented in
Table XX. Note that there may be fractional values in the table,
whereas the number of statements that are examined should in-
deed be values of integer form. The fractional component arises
because, as pointed out earlier in this section, for each sampling
rate β, we generated 100 distinct β-sampled test suites and aver-
aged the results. From the table, we observe that irrespective of
the sampling rate and irrespective of whether the best or worst
case is considered, CBT always performs better than Tarantula
in that a fewer number of statements need to be examined by
CBT compared with Tarantula in order to locate all of the faults.
We reiterate that there may not be any subset/superset relation-
ship between the statements examined by CBT and those by
Tarantula.

We also make other interesting observations based on the
data. Intuitively, the less information a fault-localization tech-
nique has available to work with (in our case, coverage and
execution result for each selected test case), the poorer the
performance of the fault-localization technique is expected to
be. The curves presented in Figs. 9–11, as well as the data in
Table XX somewhat ratify this intuition. However, we notice
that for either technique, the worst case effectiveness seems to
decrease with a decreasing sampling rate (i.e., more statements
need to be examined to locate the faults if the sampling rate is
reduced), while this is not true for the best case effectiveness.
Indeed from Table XX, we find that CBest when 1% of the test
suite is sampled is better than CBest when 5% of the test suite is
sampled. The same is true for Tarantula because TBest at a 1%
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sampling rate is better than TBest at a 5% sampling rate. This
can introduce a misleading conclusion that a smaller sampling
rate is better than a larger sampling rate.

We conjecture that the reason for such observations is that be-
cause of having less information to work with, fault-localization
techniques are not able to distinguish statements from one an-
other well with low sampling rates. The same suspiciousness
value gets assigned to more statements [including faulty state-
ment(s)] than normal, resulting in more ties. More ties mean that
the best effectiveness may go up, while the worst effectiveness
may go down. To better illustrate this, consider the trivial situa-
tion, where we assign every statement the same suspiciousness,
thereby tying every statement in the fault-localization ranking.
Consider that our program has m statements, and therefore, in
the best case, we will only examine one statement to find the
fault, and in the worst case, we need to examine all of the m state-
ments. Thus, we have a very high best case effectiveness and a
very low worst. The ability of a fault-localization technique to
distinguish one statement from another in terms of its likelihood
of being faulty is crucial, and the effect to reduce the sampling
rate (i.e., reducing the size of the test suite) is to hamper the abil-
ity of techniques to distinguish statements from one another.

Finally, we note that even though the amount of code that
needs to be examined using CBT with a lower sampling rate (see
Table XX) is more than that which would need to be examined by
CBT with the entire test suite (see Table VIII), the effectiveness
of CBT does not really suffer all that much compared with the
reduction in sampling rate. This allows us to have confidence
in the robustness of CBT and its ability to perform well even
in harsh situations, where large-sized test suites may not be
available.

VII. PROGRAMS WITH MULTIPLE BUGS

Thus far, the discussion has been on programs that only con-
tain a single bug per faulty version and such an assumption has
also been made by several other fault-localization studies (such
as [5], [14], [18], and [24]). However, CBT can also be easily
applied to effectively locate faults for programs with multiple
bugs as well. In this section, we discuss how this might be done
and also present an illustrative case study.

When working with programs with multiple bugs, a typical
strategy is to locate and fix a single fault, and then rerun test
cases to detect subsequent failures, whereupon the next fault
is located and fixed. The process may continue until test case
failures are no longer observed, and we can deduce that there
are no more faults present in the program that can be detected
by the current test suite. This approach is followed in studies,
such as [36], where Yu et al. evaluate the effects of test suite
reduction on fault localization, and for programs with multiple
faults, they define their evaluation metric for fault localization
(which they term as “expense”) as the percentage of code that
must be examined (via a ranking) to locate the first fault,7 as
they argue that this is the first fault developers would fix.

7Even though it has been defined in a multibug setting, we note that the
“expense” score in [36] is very similar to the EXAM score used here.

Fig. 12. Effectiveness comparison between CBT and Tarantula for the multi-
bug versions of the Siemens suite.

Thus, CBT can also be applied to programs with multiple bugs
in such a manner, and in accordance, we conduct a comparison
between CBT and Tarantula using this strategy. As per [36], both
CBT and Tarantula are evaluated on the basis of the “expense”
required to find only the first fault in the ranking. Note that since
the rankings based on CBT may be quite different from those of
Tarantula, it is not necessary that the first fault located by CBT
be the same as the first fault located by Tarantula. Multibug
versions of the subject programs are created via a combination
of several of the single-bug versions that are available to us.
For example, a two-bug version of a program can be created
by seeding each of the faults of two single-bug versions of this
program into the correct version. The programs of the Siemens
suite have been used for the purposes of this comparison as there
are many single-bug versions available (see Section IV-B1),
which can be combined in a variety of ways to produce many
different multibug versions. A total of 75 multibug versions are
created based on combinations of the single-bug programs, and
these range from faulty versions with two bugs in them to those
with five bugs. Fig. 12 presents the comparison between CBT
and Tarantula using the strategy described in this section on the
multibug versions of the Siemens suite.

Based on the figure, we observe that CBest is better than
TBest and CWorst is better than TWorst, and this is especially
evident in the case of the zoom-ins. In fact, CWorst is often
comparable to TBest. This clearly demonstrates the superiority
of CBT over Tarantula when using theEXAM (or “expense”)
score as a means of comparison.

We also present the total number of statements that need
to be examined by CBT and Tarantula using this strategy in
Table XXI. Note that these numbers do not represent the total
number of statements that require examination (using either
technique) to locate all of the faults in all of the 75 multibug
programs, but rather the number of statements that must be
examined to find the first fault in all of the multibug programs.
Using the data in Table XXI as the means of comparison, we
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TABLE XXI
TOTAL NUMBER OF STATEMENTS EXAMINED FOR THE MULTIBUG VERSIONS OF

THE SIEMENS SUITE BY CBT AND TARANTULA

TABLE XXII
NUMBER OF STATEMENTS THAT NEED TO BE EXAMINED USING TARANTULA

AND CBT FOLLOWING THE ONE-BUG-AT-A-TIME STRATEGY

again observe that CBT is more effective than Tarantula in that
fewer statements need to be examined to find the first fault in
all multibug programs (irrespective of whether the best case or
the worst cases is considered).

It is important to point out that while the “expense” score
defined in [36] refers to the percentage of code that needs to
be examined in order to find only the first bug in a multibug
program (as this is the first fault that would be fixed), it is
really part of a bigger process that involves sequentially locating
and fixing all bugs (whose effects are observable) that may
reside in the subject program (as per the description provided
at the beginning of this section). This strategy is referred to as
the one-bug-at-a-time strategy, and the current expense score
assesses the fault-localization effectiveness with respect to just
the first step (or iteration) of the strategy. Since each iteration
of the process involves locating a particular fault, there is an
“expense” score associated with every iteration, and the number
of iterations would equal the number of faults. Essentially, the
cumulative number of statements examined to find a total of k
faults can be quantified as

∑k
i=1 |αi |, where |αi | is the number

of statements examined in the ith iteration. It follows that a
fault-localization technique can also be evaluated in terms of
its cumulative effectiveness (EXAM or “expense”) across all
iterations.

To further illustrate this via an example, we randomly select
a five-bug version8 (a program with five bugs in it) from among
the 75 multibug versions generated for the Siemens suite and
show how CBT is applied to locate all the bugs sequentially.
For comparison purposes, an evaluation based on Tarantula is
also provided. Table XXII presents the data corresponding to
this experiment and reports the number of statements examined
by either technique, for both the best and worst effectiveness,
across each iteration. From Table XXII, we observe that not
just cumulatively, but across each and every iteration, CBest is
always better or at least equal to TBest, and the same is true

8In the interests of promoting repeatability of experiments and reproducibility
of results, the five-bug version that we used is a version of print_tokens2 that
combines the faults in the first, fourth, sixth, seventh, and 10th faulty versions
into a single faulty version with all five bugs in it.

when we compare CWorst and TWorst. Furthermore, cumula-
tively CWorst also performs better than TBest. As per the data
corresponding to this five-bug example, we observe that even
if we follow a strategy, such as the one-bug-at-a-time strategy,
CBT still performs better than Tarantula.

In summary, this section illustrates both the use of the pro-
posed CBT on programs that may contain multiple faults, as
well as evaluates CBT against the Tarantula technique using
the EXAM (or “expense”) score and the one-bug-at-a-time
strategy. As shown, CBT is equally applicable to programs with
multiple bugs as well, and our data suggests that it still performs
better than Tarantula.

VIII. DISCUSSION

We now discuss some important concerns related to the CBT
and address the threats to validity.

A. Significance Level σ

The level of significance σ has an impact on how confidently
the null hypothesis can be rejected. A hypothesis may be rejected
with a significance level of σ = 0.05 but not when σ = 0.01.
However, in the case of the crosstab-based fault-localization
technique, the formula we used to compute the statement sus-
piciousness does not depend on σ, i.e., different values of σ
do not change the statement suspiciousness computed by us-
ing (6). As discussed earlier, instead of the so-called “depen-
dence”/“independence” relationship, we are more interested in
the degree of association between the execution result and the
coverage of each statement. Note that the “dependence” relation-
ship indicates a high association, whereas the “independence”
relationship implies a low association. In short, we only use
hypothesis testing to make the classification of different state-
ments more understandable (see five classes in Section III-A).
The actual ranking of the statements is still only based on their
suspiciousness computed as per (6), and therefore, the value of
σ that is set does not affect the effectiveness of our technique in
any way.

B. Chi-Square Test Versus Fisher’s Test

One assumption for using chi-square test is that the sample
size cannot be too small. If this is not the case, the Fisher’s test
should be used to determine whether the null hypothesis should
be rejected [7]. For the data in Table II, the Fisher statistic is
given by

F(ω) =
NS ! × NF ! × NC (ω)! × NU (ω)!

NCS(ω)! × NCF(ω)! × NUS(ω)! × NUF(ω)! × N !
(7)

where N ! = N × (N − 1) × · · · × 2 × 1. The Fisher’s test uses
the exact probability distribution of the observed NCS (ω),
NCF (ω), NUS (ω), and NUF (ω), whereas the chi-square test uses
the chi-square distribution to approximate the distribution of
the statistic χ2(ω). In this paper, we use the chi-square test in-
stead of the Fisher’s test for the following reasons. First, for
a large sample size (which is true of all our experiments), the
distribution of χ2(ω) is a close approximation of a chi-square



394 IEEE TRANSACTIONS ON SYSTEMS, MAN, AND CYBERNETICS—PART C: APPLICATIONS AND REVIEWS, VOL. 42, NO. 3, MAY 2012

distribution. Second, the computational complexity of χ2(ω)
[see (1)] is much less than that ofF(ω) [see (7)].

C. How Crosstab and Tarantula Work Differently

For a statement ω, its suspiciousness by Crosstab and
Tarantula are computed by (6) and (8), respectively,

τ(ω) =
X

X+Y
(8)

where X = (number of failed tests that execute ω)/(total number
of failed tests) and Y = (number of successful tests that execute
ω)/(total number of successful tests). From (1) [which is used
for the suspiciousness computation in (6)], for a 2 × 2 crosstab,
we have

χ2(ω) =
N 3(NF × NCS(ω) − NS × NCF(ω))2

NF × NS × NC (ω) × NU (ω)
. (9)

Let NF = a NS and NCF (ω) = b(ω) NCS (ω), where a
is a constant and b may change for different statements.
Then, we have τ(ω) = 1/ (1 + (a/b(ω))) and χ2(ω) =(
N 3(a − b(ω))2

)
/ (a(b(ω) + 1)(N/NCS(ω)) − (b(ω) + 1))).

We observe that τ (ω) is determined only by b(ω), but χ2(ω) is
determined by both b(ω) and NCS (ω). For any two statements
ω1 and ω2 , if τ (ω1) < τ (ω2), this implies b(ω1) < b(ω2).
However, this does not guarantee that ζ(ω1) < ζ(ω2) because
χ2(ω) also depends on NCS (ω), and we do not know whether
ϕ(ω)< 1 or ϕ(ω) > 1, which decides whether ζ(ω) is positive
or negative [as per (6)]. See the example in Section III-B, for s6
and s9 , we have τ(s6) = (4/9)/ ((4/9) + (10/27)) = 0.5455
and τ(s9) = (7/9)/((7/9) + (19/27)) = 0.5250 which im-
plies τ (s9) < τ (s6). However, for the same statements, we
have ζ(ω6) = 0.1558 and ζ(ω9) = 0.1846, which indicates
ζ(ω9) > ζ(ω6). This shows that τ (ω1) < τ (ω2) does not
necessarily imply ζ(ω1) < ζ(ω2). Stated differently, if a
statement has a smaller suspiciousness than another statement
based on Tarantula, it does not necessarily imply that the
same also holds for crosstab-based suspiciousness. As a result,
statement-rankings using Tarantula can be different from that
using CBT, and consequently, the effectiveness of these two
techniques will also be different. This is why in Section IV,
whenever a comparison between CBT and Tarantula is made in
terms of the number of statements that require examination to
locate all of the faults, the comparison is on the number and not
on the sets of statements themselves, i.e., there may not be any
subset/superset relationship between the statements examined
by CBT, and those by Tarantula. Data from our case studies
suggest that generally, our CBT is more effective than Tarantula
in terms of the number of statements that need to be examined.

D. Clustering-Based Strategies for Programs
With Multiple Bugs

In contrast with the one-bug-at-a-time strategy discussed in
Section VII, an alternative approach discussed by Jones et al.
[13] is to construct fault-focused clusters by grouping failed tests
together based on which fault(s) they are related to, and then, use
these clusters to localize specific faults simultaneously. Thus,

fault localization for programs with multiple bugs becomes a
two-step process as follows.

1) Group test cases that fail on a multibug program into
fault-focused clusters such that those in the same cluster
are related to the same bug.

2) Combine the failed test cases in each cluster with the suc-
cessful test cases, and apply fault-localization techniques,
such as Tarantula and CBT to locate the fault the cluster
is related to.

In terms of achieving such a clustering of failed executions,
Podgurski et al. [23] analyze execution profiles of failed test
cases and correlate each of them with program bugs. However,
different failed tests even with respect to the same bug can have
very different execution profiles. Since their clustering is based
on the similarity between execution profiles, the result does not
necessarily imply an accurate causation relationship between
certain faults and failed executions. This limitation may degrade
its fault-localization capability.

Liu and Han [19] propose to cluster failed execution traces
that suggest roughly the same fault location(s). They define the
corresponding clustering metric R-PROXIMITY to measure the
distance between failed traces. R-PROXIMITY is computed by
first using SOBER [18] to generate a predicate ranking for each
test case, and then, calculation of the agreement between the
different rankings using a weighted Kendall tau distance. Since
failed traces are clustered based on the fault locations that they
suggest, the results can provide clues as to the locations of the
faults associated with each cluster.

In contrast, this paper and the work proposed herein fo-
cuses on proposing and evaluating a fault-localization tech-
nique. Investigating clustering approaches and evaluating which
approach provides better fault-focused clusters than others is be-
yond the scope of this paper, and undesirably shifts the focus
off of CBT. This is why the one-bug-at-a-time strategy has been
used to evaluate CBT and Tarantula for programs with multiple
bugs (as per Section VII), and we defer our investigation of the
use of clustering techniques in the context of fault localization
for multibug programs to future work.

E. Threats to Validity

There may be several threats to the validity of this paper that
include, but are not limited to, the following.

An important threat to the construct validity concerns the use
of the EXAM score as a measure of the effort spent by a pro-
grammer to localize the faults. We note that this does not provide
a complete picture of effort spent, as programmers rarely exam-
ine statements one at a time and may spend varying amounts of
time examining different statements. In addition, for the results
presented in this paper, we assume that if a programmer ex-
amines a faulty statement, they will identify the corresponding
fault. At the same time, a programmer will not identify a non-
faulty statement as faulty. If such perfect bug detection does not
hold, then the number of statements that need to be examined
to identify a bug may increase. However, such a concern also
applies to other fault-localization techniques, and therefore, this
is a common limitation.
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As explained in Section IV, not every faulty version down-
loaded is usable by us. For example, if a faulty version does not
fail on any test case, then it is excluded from our experiments.
Additional faulty versions are generated using mutation-based
fault injection, which has shown to be an effective approach
to simulate realistic faults that can be used in software testing
research to yield trustworthy results [3], [6], [20]. Other re-
searchers such as those of [18] also argue that although these
faults are manually injected, they do resemble common logic
errors. Therefore, we believe that the seeding of faults in our
experiments was a necessary action and does not take away from
the correctness of our results in any way. Seeding more faults
allowed us to evaluate CBT against a larger number of faulty
versions, which is essential for such an empirical study. A com-
plete list of all injected faults for each of the studied programs is
available upon request. Examples of the mutant operators (also
referred to as “mutation operators” in the literature) used by us
to create faulty versions are “relational operator replacement”
(ROR) operator, “logical operator replacement” (LCR) operator,
etc., [21], [33].

As far as threats to external validity are concerned, it can be
argued by some that the evaluation of the effectiveness of CBT
is based on empirical data, and therefore, our results may not
be generalized for all programs. We do not argue with this but
rather emphasize that this is precisely the reason we decided
to observe the effectiveness of CBT across a large number of
programs. Furthermore, we decided to extend our experiments
to not just include C programs but also a Java program. Thus, our
study encompasses 22 programs—the Siemens suite, the Unix
suite, space, grep, gzip, make, and Ant. Each of these programs
varies in its size, purpose, number of faulty versions, number of
test cases, etc., which reinforces our belief in the applicability
of CBT to different programs.

IX. CONCLUSION AND FUTURE WORK

This paper presents a crosstab-based statistical fault-
localization technique (CBT) that uses the coverage information
of each executable statement (in terms of how many successful
tests and how many failed tests cover each statement, respec-
tively) and the execution result (success or failure) with respect
to each test case. Our CBT has been evaluated with respect to
22 programs (both C and Java)—the Siemens suite, the Unix
suite, space, grep, gzip, make, and Ant—and results clearly
demonstrate its superiority over the Tarantula fault-localization
technique. A comparison has also been made between CBT and
two other statistical fault-localization techniques—Liblit05 and
SOBER, and with respect to our data on the Siemens suite,
we find that CBT performs better than them. CBT has also
been evaluated for its computational efficiency in terms of time,
and results indicate that CBT offers significant improvement
over Tarantula in terms of its fault-localization effectiveness
without sacrificing computational efficiency. Additional exper-
iments have been performed to investigate the quality of fault
localization when large comprehensive test sets are unavailable,
and reveal that the crosstab is not extremely sensitive to test
set size and still performs well. Experiments are also performed

to demonstrate how the crosstab-based fault-localization tech-
nique may easily be applied to programs with multiple bugs as
well.

Our future work includes, but is not limited to, perform-
ing even more experiments on small and large-sized programs,
applying the CBT to industrial software that is in ongoing de-
velopment, and further enhancing the fault-localization process
for programs with multiple bugs. We also wish to assess the
impact of different coverage types, and different fault types, on
the quality of fault localization using our CBT.
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