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1 In this paper, we use ‘‘software” and ‘‘program”

‘‘bugs” and ‘‘faults” interchangeably.
Locating faults in a program can be very time-consuming and arduous, and therefore, there is an
increased demand for automated techniques that can assist in the fault localization process. In this paper
a code coverage-based method with a family of heuristics is proposed in order to prioritize suspicious
code according to its likelihood of containing program bugs. Highly suspicious code (i.e., code that is more
likely to contain a bug) should be examined before code that is relatively less suspicious; and in this man-
ner programmers can identify and repair faulty code more efficiently and effectively. We also address two
important issues: first, how can each additional failed test case aid in locating program faults; and sec-
ond, how can each additional successful test case help in locating program faults. We propose that with
respect to a piece of code, the contribution of the first failed test case that executes it in computing its
likelihood of containing a bug is larger than or equal to that of the second failed test case that executes
it, which in turn is larger than or equal to that of the third failed test case that executes it, and so on. This
principle is also applied to the contribution provided by successful test cases that execute the piece of
code. A tool, vDebug, was implemented to automate the computation of the suspiciousness of the code
and the subsequent prioritization of suspicious code for locating program faults. To validate our method
case studies were performed on six sets of programs: Siemens suite, Unix suite, space, grep, gzip, and make.
Data collected from the studies are supportive of the above claim and also suggest Heuristics III(a), (b)
and (c) of our method can effectively reduce the effort spent on fault localization.

� 2009 Elsevier Inc. All rights reserved.
1. Introduction

All software1 must be tested and it must be tested well. However,
when a test does reveal a fault1 in the software, the burden is on the
programmers to locate and fix the fault. The former task, fault local-
ization, is recognized to be one of the most expensive and time-con-
suming debugging activities (Vessey, 1985). Furthermore, the larger
and more complex code becomes, the longer it takes and the more
difficult it is for programmers to manually locate faults without
any help. One way to debug a program (specifically in the context
of fault localization) when its observed behavior deviates from its
expected behavior is to analyze its memory dump. Another way is
to insert print statements around code that is thought to be suspi-
cious such that the values of certain variables, which may provide
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interchangeably. We also use
hints towards the fault(s), are printed. The first approach suffers
from inefficiency and intractability due to the tremendous amount
of data that would need to be examined. The second approach places
the burden on programmers to decide where to insert print state-
ments as well as decide on which variable values to print. Clearly,
such choices have a strong impact on the quality of the debugging
as some choices are better and more meaningful than others. On
the other hand, it is impractical to place a print statement at every
location and display the value of every variable. Thus, this approach
too is ineffective. A better strategy is to directly have the test cases
lead the programmer to the location of the fault(s). This can be
achieved by analyzing how a program is executed by the failed and
the successful test cases in order to prioritize and rank the code
based on its likelihood of containing bugs. Code with a higher prior-
ity should be examined first rather than that with a lower priority, as
the former is more suspicious than the latter, i.e., more likely to con-
tain the bugs.

Static slicing (Lyle and Weiser, 1987; Weiser, 1982) and dy-
namic slicing (Agrawal et al., 1996; Agrawal and Horgan, 1990;
Korel and Laski, 1988) have been used to help programmers locate
faults. More recently, execution slice-based fault localization
methods have also been explored in several studies where an exe-
cution slice with respect to a given test case contains the set of
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Table 1
Notations used in this paper.
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code executed by this test.2 In Agrawal et al. (1995), a heuristic
using an execution dice obtained by subtracting the execution slice
of one successful test case from that of one failed test case is exam-
ined for its effectiveness in locating program faults. The tool vSlice,
as part of the Telcordia’s Visualization and Analysis Tool Suite (for-
merly vSuds), is developed to support this heuristic (Agrawal
et al., 1998; vSuds User’s manual, 1998). In Wong et al. (2005), more
sophisticated heuristics using multiple successful and multiple failed
test cases are applied to locate faults for software architectural de-
sign in SDL (a specification and description language (Ellsberger
et al., 1997)). In Wong and Qi (2006), execution slice and inter-block
data dependency-based heuristics are used to debug C programs. In
Wong and Li (2005), we report how execution slice-based fault local-
ization methods are used in an industrial setting for Java programs.
Other fault localization methods have also been proposed including
state-based (e.g., delta debugging (Zeller, 2002; Zeller and Hilde-
brandt, 2002), cause transition (Cleve and Zeller, 2005), and predi-
cate switching (Zhang et al., 2006)), spectrum-based (such as
Tarantula (Jones and Harrold, 2005) which uses the executable state-
ment3 coverage), statistical model-based (e.g., Liblit et al. (2005), SO-
BER (Liu et al., 2006) and Crosstab-based (Wong et al., 2008b)), and
artificial neural network-based (e.g., BP-based (Wong and Qi, 2009)
and RBF-based (Wong et al., 2008a)). However, none of these studies
distinguishes the contribution of one failed test case from another or
one successful test case from another. Thus, the objective of this pa-
per is to address how the contribution of each additional test case
(successful or failed) should be taken into account when computing
the suspiciousness of code.

In order to do so, we propose a code coverage-based fault local-
ization method. Given a piece of code (a statement in our case),4

we first identify how many successful and failed tests execute it.
We then explore whether all the failed test executions provide the
same contribution towards program debugging, and whether all
the successful test executions provide the same contribution. Our
intuition tells us that the answer should be ‘‘no”. Our proposal is that
if a piece of code has already been executed successfully by 994 test
cases, then the contribution of the 995th successful execution is
likely to be less than that of the second successful execution when
the code is only executed successfully once. In fact, for a given piece
of code, the contribution of the first successful test case is larger than
or equal to that of the second successful test case, which in turn is
larger than or equal to that of the third successful test case, and so
on. The same is also applied for failed test cases. Stated differently,
for successful and failed test cases alike, we propose that the contri-
bution of the kth successful (or failed) test case is always greater
than or equal to that of the (k + 1)th successful (or failed) test case.
A family of heuristics is proposed each successively building on
and addressing the deficiencies of previous heuristics. Each of them
is unique in how it regulates the contribution of successful and failed
test cases (see Section 2 for more details).

To demonstrate the feasibility of using our proposed method
and to validate the correctness of our claims, case studies are per-
formed on six different sets of programs: Siemens suite (Hutchins
et al., 1994), Unix suite (Wong et al., 1998), space, grep, gzip, and
UF Total number of failed test cases for B

US Total number of successful test cases for B

NF Total number of failed test cases with respect to B that execute S

NS Total number of successful test cases that execute S

cF,i Contribution from the ith failed test case that executes S

cS,i Contribution from the ith successful test case that executes S

GF Number of groups for the failed tests that execute S

GS Number of groups for the successful tests that execute S
nF,i Maximal number of failed test cases in the ith failed group
nS,i Maximal number of successful test cases in the ith successful group
wF,i Contribution from each test in the ith failed group
wS,i Contribution from each test in the ith successful group
vF/S UF/US

2 Given a program and a test case, an execution slice is the set of all the statements
executed by that test, whereas the corresponding dynamic slice with respect to the
output variables includes only those statements that are not only executed but also
have an impact on the program output under that test. A more detailed comparison
between static, dynamic, and execution slicing appears in Wong et al. (2005).

3 All the comments, blank lines, and declarative statements such as function and
variable declarations are excluded. When there is no ambiguity, we refer to
‘‘executable statements” as simply ‘‘statements” from this point on.

4 For a fair comparison with other fault localization methods such as Tarantula
(Jones and Harrold, 2005), the code coverage is measured in terms of ‘‘statements.”
However, it can also be measured in terms of other attributes such as blocks
decisions, c-uses and p-uses (Horgan and London, 1991).
,

make. These programs vary significantly in their size, function and
the number of faults and test cases available. For the discussion in
Section 2 and the studies reported in Section 3, each faulty version
contains exactly one fault. The same approach has also been used
by many other studies in fault localization (Cleve and Zeller,
2005; Jones and Harrold, 2005; Liblit et al., 2005; Liu et al., 2006;
Renieris and Reiss, 2003; Zhang et al., 2006). However, in Section 4
we demonstrate the proposed method can easily be extended to
handle programs with multiple faults as well. A tool (vDebug)
based on this process is also implemented as it is not only time-
consuming but also error-prone to manually prioritize code based
on its likelihood of containing program bugs. Results from our
study suggest that Heuristics III(a), (b), and (c) can perform better
than other methods in locating program faults, as they lead to the
examination of a smaller percentage of the code before the faults
are located.

The rest of the paper is organized as follows. Section 2 describes
our methodology. Case studies in which our method is applied to
six different sets of programs are presented in Section 3. Also in-
cluded is an introduction to our debugging tool vDebug. Section 4
explains how the method can be easily extended to handle pro-
grams with multiple bugs. Section 5 provides a discussion of cer-
tain relevant issues and in Section 6 we give an overview of
related work. Finally in Section 7 we offer our conclusions and rec-
ommendations for future research.
2. Methodology

Given a piece of code (a statement, say S, in our case) and a
specific bug, say B, suppose we want to determine how likely it
is that S contains the bug B. To facilitate the discussion in the rest
of the paper, we define the following notations with respect to S

and B.
From Table 1, we have NF 6UF, NS 6US, NF ¼

PGF
i¼1nF;i

and NS ¼
PGS

i¼1nS;i: Note that NF, NS, nF,i, and nS,i depend on S

(which statement is considered), whereas vF/S does not as its value
is fixed for a given bug. Below we present three heuristics to show
how the above information can be used to prioritize statements in
terms of their likelihood of containing a program bug.

2.1. Heuristic I

If the program execution fails on a test case, it is natural to as-
sume that, except for some special scenarios which will be dis-
cussed in Section 5, the corresponding bug resides in the set of
statements executed by the failed test. In addition, if a statement
is executed by two failed tests, our intuition suggests that this
statement is more likely to contain the bug than a statement which
is executed only by one failed test case. If we also assume every
failed test case that executes S provides the same contribution



Fig. 1. An example of Heuristic I.
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in program debugging (i.e., cF,i = cF,j for 1 6 i, j, 6NF), then we have
the likelihood that S contains the bug is proportional to the num-
ber of failed tests that execute it. In this way, we define the suspi-
ciousness of the jth statement as
XNFþNS

i¼1

Ci;j � ri where

Ci;j ¼ 1; if the ith test case executes the jth statement
Ci;j ¼ 0; if the ith test case does not execute the jth statement
ri ¼ 1; if the program execution on the ith test case fails
ri ¼ 0; if the program execution on the ith test case succeeds

8>>><
>>>:

ð1Þ
Let us use the example in Fig. 1 to demonstrate how Heuristic I
computes the suspiciousness of each statement. The left matrix
shows how each statement is executed by each test case. An entry
1 indicates that the statement is executed by the corresponding
test case and an entry 0 means it is not executed. For example,
the entry at the intersection of t2 and s3 is 0 implies s3 is not exe-
cuted by t2. The right matrix shows the execution result with an
entry 1 for a failed execution and an entry 0 for a successful execu-
tion. Referring to Fig. 1, program execution fails on test cases t1, t3,
t10, t15, and t18. To compute the suspiciousness of S10, we find that
it is executed by all five failed tests. From Eq. (1), the suspicious-
ness of S10 equals

P20
i¼1ðCi;10 � riÞ ¼ 5: Similarly, S1, S8 and S9
XNFþNS

i¼1

Ci;j � ri �
XNFþNS

i¼1

Ci;j � ð1� riÞ where

Ci;j ¼ 1; if the ith test case executes the jth statement
Ci;j ¼ 0; if the ith test case does not execute the jth statement
ri ¼ 1; if the program execution on the ith test case fails
ri ¼ 0; if the program execution on the ith test case succeeds

8>>><
>>>:

ð2Þ
also have the same suspiciousness of 5 because each of them is
executed by five failed tests, whereas S5 has a suspiciousness of
4 as it is executed by four failed tests, and S3, S6, and S7 have a
suspiciousness of 3 for three failed executions. As for S2 and S4,
their suspiciousness is zero because they are not executed by any
failed test.
2.2. Heuristic II

In Heuristic I, we only take advantage of failed test cases to
compute the suspiciousness of a statement. However, we also ob-
serve that if a statement is executed by a successful test case, its
likelihood of containing a bug is reduced. Moreover, the more suc-
cessful tests that execute a statement, the less likely that it con-
tains a bug. If we also assume every successful test case that
executes S provides the same contribution in program debugging
(i.e., cS,i = cS,j for 1 6 i, j, 6NS), then we have the likelihood that
S contains the bug is inversely proportional to the number of suc-
cessful tests that execute it. Combined with our observation on
the failed tests, we define the suspiciousness of the jth statement
as
This gives the suspiciousness of each statement as equal to the
number of failed tests that execute it minus the number of success-
ful tests that execute it.

Let us use the same matrices in Fig. 1 to demonstrate how Heu-
ristic II computes the suspiciousness of each statement. From Eq.
(2), the suspiciousness of S10 equals

P20
i¼1Ci;10 � ri �

P20
i¼1Ci;10�
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ð1� riÞ ¼ 5� 6 ¼ �1 .This is consistent with the fact that S10 is
executed by five failed and six successful tests. Similarly, S6 also
has the same suspiciousness of �1 because it is executed by three
failed tests and four successful tests. Fig. 2 illustrates the suspi-
ciousness computation based on Heuristic II.
2.3. Heuristic III

In the first two heuristics, we make no distinction between the
contributions from different successful or failed test cases. The
contribution provided by one failed test case is identical to that
of each of the other failed test cases; similarly, a successful test
case makes the same contribution as each of the other successful
test cases. However, as explained in Section 1, if S has been exe-
cuted by many successful test cases, then the contribution of each
additional successful execution to the suspiciousness of S is likely
to be less than that of the first few successful tests. Similarly, if S
has already been executed by many failed test cases, the contribu-
tion of each additional failed execution to the suspiciousness of S
is likely to be less than the contribution of the first few failed tests.
Hence, we propose that for a given statement S, the contribution
introduced by the first successful test that executes it in computing
its likelihood of containing a bug is larger than or equal to that of
the second successful test that executes it, which is larger than or
equal to that of the third successful test that executes it, and so on.
This implies that cS;1 � cS;2 � cS;3 � . . . � cS;NS : The same also ap-
plies to failed tests, i.e., cF;1 � cF;2 � cF;3 � . . . � cF;NF :

One significant drawback of Heuristic II is that it cannot distin-
guish a statement (say Sa) executed by one successful and one
failed test from another statement (say Sb) executed by 10 suc-
cessful and 10 failed tests. The suspiciousness of both Sa and
Sb computed by using Eq. (2) is zero as the first one is
1 � 1 = 0 and the second one is 10 � 10 which is also zero. This
is counter-intuitive because Sb should be more suspicious than
Sa, as the former is executed by more failed tests than the latter.
Fig. 2. An example
To overcome this problem, we propose that if the statement S is
executed by at least one failed test, then the total contribution
from all the successful tests that execute S should be less than
the total contribution from all the failed tests that execute S

(namely,
PNS

i¼1cS;i <
PNF

k¼1cF;k:) We assume failed tests that execute
S are divided into GF groups such that the first failed group has
at most nF,1 tests (the first nF,1 tests), the second failed group has
at most nF,2 tests from the remaining tests, the third has at most
nF,3 tests from the rest, and so on. These groups are filled in order
such that the test cases are assigned to each group starting from
the first to the last group. We propose that all the tests in the
same failed group have the same contribution towards program
debugging, but tests from different groups have different contri-
butions. For example, every test in the ith failed group has a con-
tribution of wF,i and every test in the jth failed group (i – j) has a
contribution of wF,j which is different from wF,i. The same also ap-
plies to the successful tests that execute S. With this in mind, the
suspiciousness of S can then be defined as

XGF

i¼1

wF;i � nF;i �
XGS

i¼1

wS;i � nS;i and
XNS

i¼1

cS;i <
XNF

k¼1

cF;k ð3Þ

Let us use the same matrices in Fig. 1 to demonstrate how Heuristic
III computes the suspiciousness of each statement. For illustrative
proposes, we set GF = GS = 3, nF,1 = nS,1 = 2, and nF,2 = nS,2 = 4. That
is, the first failed (or successful) group has at most two tests, the
second group has at most four from the remaining, and the third
has everything else, if any. We also assume each test case in the
first, second, and third failed groups gives a contribution of 1, 0.1
and 0.01, respectively (wF,1 = 1, wF,2 = 0.1, and wF,3 = 0.01). Similarly,
we set wS,1 = 1, wS,2 = 0.1, and wS,3 to be a small value defined as
a � vF/S where a is a scaling factor (please refer to Section 5.1 for
a discussion on a). Eq. (3) can be rewritten as

½ð1:0� nF;1 þ ð0:1Þ � nF;2 þ ð0:01Þ � nF;3� � ½ð1:0Þ � nS;1

þ ð0:1Þ � nS;2 þ a� vF=S � nS;3� ð4Þ
of Heuristic II.



Fig. 3. An example of Heuristic III.

5 Refer to the discussion on ‘‘Bugs due to a sequence of test cases” in Section 5.2.
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where nF;1 ¼
0; for NF ¼ 0
1; for NF ¼ 1
2; for NF � 2

8<
:

nF;2 ¼
0; for NF � 2
NF � 2; for 3 �NF � 6
4; for NF > 6

8<
:

nF;3 ¼
0; for NF � 6
NF � 6; for NF > 6

�
and

nS;1 ¼
0; for nF;1 ¼ 0;1
1; for nF;1 ¼ 2 and NS � 1

�

nS;2 ¼
0; for NS � nS;1

NS � nS;1; for nS;1 <NS < nF;2 þ nS;1

nF;2; for NS � nF;2 þ nS;1

8<
:

nS;3 ¼
0; for NS < nS;1 þ nS;2

NS � nS;1 � nS;2; for NS � nS;1 þ nS;2

�

From Eq. (4), when a = 0.01, the suspiciousness of S10 equals

½ð1:0Þ � 2þ ð0:1Þ � 3þ ð0:01Þ � 0� � ½ð1:0Þ � 1þ ð0:1Þ � 3
þ 0:01� 5=15� 2� ¼ 2:3� 1:3� 0:02=3 ¼ 0:993

and the suspiciousness of S2 equals ½ð1:0Þ � 0þ ð0:1Þ � 0þ ð0:01Þ
�0� � ½ð1:0Þ � 0þ ð0:1Þ � 0þ 0:01� 5=15� 12� ¼ �0:040: Fig. 3
gives the suspiciousness computation based on Heuristic III. We ob-
serve the following:

� Neither S2 nor S4 is executed by any failed test case, but S2 is
executed by 12 successful tests and S4 is only executed by 10
successful tests. The suspiciousness of S2 computed by Eq. (4)
is �0.040; that is less than �0.033, the suspiciousness of S4.
Similarly, S10, S8, S1 and S9 are all executed by five failed
tests, but by different numbers of successful tests (namely, 6,
8, 10 and 15, respectively). Their suspiciousness computed by
Eq. (4) is 0.993, 0.987, 0.980 and 0.963. Both cases are consistent
with our claim that ‘‘more successful executions imply less
likely to contain the bug.”
� All the statements, except S2 and S4, have at least one failed
test case and their suspiciousness computed by using Eq. (4) sat-
isfies

PNS
i¼1cS;i <

PNF
k¼1cF;k: This is also consistent with the require-

ment set by Heuristic III.

Note that in the case of Heuristic III, when we state that the con-
tribution of the kth successful (or failed) test case is larger than or
equal to that of the (k + 1)th successful (or failed) test case, we do
not refer to any test case in particular. Our suspiciousness compu-
tation is independent of the way in which the test cases have been
ordered. For explanatory purposes, let us assume that test cases are
independent of each other,5 this implies whether one test case is
executed before or after another does not change the coverage and
execution result in any way. Thus, the total number of successful
tests and the total number of failed tests are fixed regardless of
the execution order. This also implies that for the same grouping
mechanism (e.g., the first failed (or successful) group has at most
two tests (the first two), the second group has at most four from
the remaining, and the third has everything else, if any), the number
of test cases assigned to each failed group and each successful group
is fixed regardless of the execution order. Thus, our heuristic does
not rely on the order of test case execution and shall be applicable
regardless of execution plan.
3. Case studies

In this section we report our case studies using three Heuristics
(I, II and III) for effective fault localization across six different sets
of programs. We first provide an overview of the programs, test
cases and bugs used in our study. A debugging tool, vDebug, is ex-
plained subsequently. We then present an analysis of our results
and a comparison of our methods with Tarantula (Jones and Harr-
old, 2005) which has been shown to be more effective than other
fault localization methods such as set-union, set intersection, near-
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est-neighbor (Renieris and Reiss, 2003) and cause transition tech-
niques (Cleve and Zeller, 2005).
3.1. Programs, test cases, and bugs

3.1.1. Siemens suite
Several fault localization related studies (Cleve and Zeller, 2005;

Jones and Harrold, 2005; Renieris and Reiss, 2003) have employed
the programs from the Siemens suite in their experiments. The cor-
rect versions, 132 faulty versions of the programs and all the test
cases are downloaded from The Siemens Suite (2007). Of these
132 faulty versions, three have been excluded from our study: ver-
sion 9 of ‘‘schedule2” because all the tests pass on this version and
therefore there is no failed test; versions 4 and 6 of ‘‘print_tokens”
because the faults are in the header files instead of the C files and
we do not possess the coverage information with respect to header
files. A previous fault localization study (Jones and Harrold, 2005)
utilizing the Siemens suite excludes 10 faulty versions. Among
those excluded are versions 27 and 32 of ‘‘replace” and versions
5, 6, and 9 of ‘‘schedule” because the tool used (gcc with gcov) does
not collect the coverage information properly in the event of pro-
gram crash due to a segmentation fault. We are able to make use
of these faulty versions due to a revised version of vSuds (vSuds
User’s manual, 1998) which can collect and record runtime trace
information in spite of the above problem. We also use all of the
test cases downloaded from the web site which is constantly up-
dated. Therefore, the number of tests used in this study is slightly
larger than that reported in Jones and Harrold (2005). Version 10 of
‘‘print_tokens” and version 32 of ‘‘replace” are excluded from the
study in Jones and Harrold (2005) as none of the test cases fails
Table 3
Summary of the Unix suite.

Program Description Numb
versio

Cal Print a calendar for a specified year or month 20
Checkeq Report missing or unbalanced delimiters and .EQ/.EN pairs 20
Col Filter reverse paper motions from nroff output for display on a

terminal
30

Comm Select or reject lines common to two sorted files 12
Crypt Encrypt and decrypt a file using a user supplied password 14
Look Find words in the system dictionary or lines in a sorted list 14
Sort Sort and merge files 21
Spline Interpolate smooth curves based on given data 13
Tr Translate characters 11
Uniq Report or remove adjacent duplicate lines 17

Table 2
Summary of the Siemens suite.

Program Description Number of faulty versions

print_tokens Lexical analyzer 7
print_tokens2 Lexical analyzer 10
Replace Pattern replacement 32
Schedule Priority scheduler 9
Schedule2 Priority scheduler 10
tcas Altitude separation 41
tot_info Information measure 23

Table 4
Summary of space, gzip, grep and make.

Program Description Number o

space Provide a user interface to configure an array of antennas 38
grep Search for a pattern in a file 19
gzip Reduce the size of named files using the Lempel–Ziv coding 28
make Manage building of executables and other products from code 31
on them. However, as a consequence of using a larger test set we
are able to record failures on these versions and include them in
our experiments. Multi-line statements are combined as one
source code line, so that they are counted as one executable state-
ment, just as in Jones and Harrold (2005).

A summary of each program including the name and a brief
description, the number of faulty versions, LOC (the size of the pro-
gram before any non-executable code is removed), number of exe-
cutable statements and number of test cases is presented in
Table 2.

3.1.2. Unix suite
The Unix suite consists of 10 Unix utility programs. The faulty

versions used are created by the application of mutation-based
fault injection, which has been shown in a recent study (Andrews
et al., 2005) to be an effective approach to simulating realistic
faults that can be used in software testing research. The same set
of programs and test cases were also used in other studies (Wong
et al., 1998; Wong and Qi, 2009) but the number of faulty versions
used in this study differs from that reported in Wong et al. (1998)
because the execution environments are different and because this
study makes use of a revised version of vSuds as described in
User’s manual (1998). Table 3 gives a summary of this suite. More
descriptions of the test case generation, fault set, and erroneous
program preparation can be found in Wong et al. (1998).

3.1.3. space
Jones and Harrold (2005) reported that the space program has

6218 lines of executable code. However, following the same con-
vention as described in Jones and Harrold (2005), if we combine
er of faulty
ns

LOC Number of executable
statements

Number of test
cases

202 88 162
102 57 166
308 165 156

167 76 186
134 77 156
170 70 193
913 448 997
338 126 700
137 81 870
143 71 431

LOC Number of executable statements Number of test cases

565 175 4130
510 178 4115
563 216 5542
412 121 2650
307 112 2710
173 55 1608
406 113 1052

f faulty versions LOC No. of executable statements Number of test cases

9126 3657 13585
12653 3306 470

6573 1670 211
20014 5318 793



Fig. 4. Visualizing suspicious code for possible bug locations.

6 Since code is highlighted in different colors based on its suspiciousness, it is
etter to view Fig. 4 in color. The same also applies to other figures (Fig. 5–11)
ecause curves in these figures are displayed in different colors.
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multi-line statements as one source code line we have 3657 exe-
cutable statements. The correct version, the 38 faulty versions,
and a suite of 13585 test cases used in this study are downloaded
from http://sir.unl.edu/portal/index.html. Three faulty versions are
not used in our study because none of the test cases fails on these
faulty versions whereas eight faulty versions are excluded in Jones
and Harrold (2005) for various reasons.

3.1.4. grep
The source code of version 2.2 of the grep program is down-

loaded from http://sir.unl.edu/portal/index.html, together with a
suite of 470 test cases and 18 bugs. Compared with the study in
Liu et al. (2006), where none of these bugs can be detected by
any test case in the suite, four bugs are detected in our environ-
ment. Two additional bugs injected by Liu et al. (2006) are also
used. The authors of Liu et al. (2006) argue that although faults
are manually injected, they do mimic realistic logic errors. We fol-
low a similar approach to inject 13 additional bugs. With the addi-
tion of these faults, altogether, there are 19 faulty versions.

3.1.5. gzip
Version 1.1.2 of the gzip program with 16 seeded bugs and 217

test cases is also downloaded from http://sir.unl.edu/portal/in-
dex.html. Nine faults are excluded from the study since none of
the test cases fails on them and six test cases are discarded because
they cannot be executed in our environment. Once again we follow
a similar approach as described in Andrews et al. (2005) and Liu
et al. (2006) to inject 21 bugs in addition to the 7 usable original
bugs. In total, 28 faulty versions were used.

3.1.6. make
Version 3.76.1 of make is downloaded from http://sir.unl.edu/

portal/index.html, together with 793 test cases and 19 faulty ver-
sions of the program. Of these, 15 faulty versions are excluded as
they contain bugs which cannot be detected by any of the down-
loaded test cases in our environment. Using the above fault injec-
tion approach, we generate an additional 27 bugs for a total of 31
usable faulty versions.

Table 4 gives a summary of the space, grep, gzip and make pro-
grams. A list of all the additional bugs for grep, gzip and make is
available upon request.

Each of the programs used in our studies varies from the other
in terms of size, functionality, number of faulty versions and num-
ber of test cases. This allows us to better generalize the findings
and results of this paper. Currently, each faulty version contains
exactly one bug which may span multiple statements or even mul-
tiple functions. However, we emphasize that the method proposed
in this paper can be easily extended to handle programs with mul-
tiple bugs as well, and this is further discussed in Section 4.
3.2. vDebug: a debugging tool based on code coverage

Tool support would allow us to automate the fault localization
process as well as the suspiciousness computation of each state-
ment and the highlighting of suspicious statement(s). Recognizing
this, we developed vDebug: a debugging tool that supports the
method presented in Section 2.

Given a program and its successful and failed test cases, vDe-
bug displays the source code and its corresponding suspiciousness
in a user-friendly GUI as shown in Fig. 4.6 Each executable state-
ment is highlighted in an appropriate color with its suspiciousness
listed on the left. The numerical range associated with each color
in the spectrum at the top gives the suspiciousness range repre-
sented by that color. The most suspicious code is highlighted in
red, and the non-executable statements are not highlighted in any
color. Depending on the program under examination, different num-
bers of colors (up to seven) with different numerical ranges associ-
ated with each color are automatically decided upon by vDebug.
b
b

http://sir.unl.edu/portal/index.html
http://sir.unl.edu/portal/index.html
http://sir.unl.edu/portal/index.html
http://sir.unl.edu/portal/index.html
http://sir.unl.edu/portal/index.html
http://sir.unl.edu/portal/index.html
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In addition to the graphical user interface allowing program-
mers to visualize suspicious code for possible bug locations, vDe-
bug also provides a command-line text interface via shell scripts
for a controlled experiment like the one reported here. In the latter,
the bug locations are already known before the experiment, and
the objective is not to find the location of a bug but to verify
whether the bug is in the suspicious code identified by using our
method. Appropriate routines can be invoked directly to compute
the suspiciousness of each statement using the heuristics dis-
cussed in Section 2 and check whether such suspicious code indeed
Fig. 5. Effectiveness comparison between the He
contains the bug(s). The percentage of code that has to be exam-
ined before a given bug is detected (namely, the EXAM score de-
fined in Section 3.3) is also computed. It is this approach which
makes vDebug very robust for our case study.

3.3. Data collection

For the Siemens suite, Unix suite and space, all executions were
on a PC with a 2.13 GHz Intel Core 2 Duo CPU and 8 GB physical
memory. The operating system was SunOS 5.10 (Solaris 10) and
uristic I method and the Tarantula method.
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the compiler used was gcc 3.4.3. For grep, gzip and make, the exe-
cutions were on a Sun-Fire-280R machine with SunOS 5.10 as the
operating system and gcc 3.4.4 as the compiler. Each faulty version
was executed against all its corresponding available test cases. The
success or failure of a test case execution was determined by com-
paring the outputs of the faulty version and the correct version of a
program. During a test case execution vSuds has the ability to re-
cord which statements of the source code are executed by a test
case and how many times each of the statements is executed. In or-
der for a statement to have been covered by a test case we require
that it must have been executed by the test case at least once. If
not, then the statement is not covered by the test case. The revised
version of vSuds (vSuds User’s manual, 1998) can collect runtime
trace correctly even if a program execution was crashed due to a
segmentation fault. In our study, all the comments, blank lines,
declarative statements (e.g., function and variable declarations)
are excluded for analysis.

It is essential to point out that our focus is on finding a good
starting point from which programmers can begin to fix a bug,
rather than to provide the complete set of code that would need
to be corrected with respect to each bug. With this in mind, even
though a bug may span multiple statements, which may not be
contiguous, the fault localization process ceases when the first
statement corresponding to the bug is identified.

In Section 3.4, results of our method are compared with those of
Tarantula (Jones and Harrold, 2005) in order to evaluate the rela-
tive effectiveness of each method. For a fair comparison, we com-
pute the effectiveness of Tarantula using our test data and their
ranking mechanism. Note that statistics such as fault revealing
behavior and statement coverage of each test can vary under dif-
ferent compilers, operating systems, and hardware platforms. The
ability of the coverage measurement tool (revised vSuds versus
gcc with gcov) to properly handle ‘‘segmentation faults” also has
an impact on the use of certain faulty versions. We performed
Table 5
Pair-wise comparison between Heuristic I and Tarantula.

Heuristic I Best versus TBest Heu

Siemens More effective 110 27
Same effectiveness 18
Less effective 1

Unix More effective 101 67
Same effectiveness 70
Less effective 1

space More effective 21 1
Same effectiveness 11
Less effective 3

grep More effective 15 8
Same effectiveness 4
Less effective 0

gzip More effective 17 3
Same effectiveness 11
Less effective 0

make More effective 26 9
Same effectiveness 5
Less effective 0

Table 6
Total number of statements examined by Heuristic I and Tarantula.

Program Heuristic I Best TBest Heuristic I Best/TBest (%)

Siemens 208 2453 8.48
Unix 2462 3364 73.19
space 3566 3876 92
grep 19 5793 0.33
gzip 28 3110 0.9
make 31 16890 0.18
cross-checks against the original reported data on the Siemens
suite and the space program whenever possible in order to verify
the correctness of our computations. The other programs reported
in this paper had not also been studied by the authors of Jones and
Harrold (2005) and Jones et al. (2007).

Previous studies (Jones and Harrold, 2005; Renieris and Reiss,
2003) assigned a score to every faulty version of each subject pro-
gram, which was defined as the percentage of the program that
need not be examined to find a faulty statement in the program.
In this paper, we measure the effectiveness of a fault localization
method by a score EXAM which describes the percentage of
statements that need to be examined until the first bug-containing
statement is reached. Both of the two scores provide similar infor-
mation (in fact one score can easily be derived from the other), but
we find that the EXAM score is more direct and easier to under-
stand. Liu et al. (2006) used a score to represent the percentage of
code a developer needs to examine before the fault location is
found. However, it is different from EXAM score in that their
score is computed based on a program dependence graph, while
the EXAM score is computed based on the ranking of all state-
ments, although the two are comparable. The effectiveness of dif-
ferent fault localization methods can be compared based on
EXAM. For a faulty version X, if its EXAM score assigned by
method A is less than that assigned by method B (that is, method
A can guide the programmer to the fault in X by examining less
code than method B), then A is said to be more effective than B
for locating the fault in X. If there is more than one faulty version,
then A is more effective than B if A assigns a smaller EXAM score
to a greater number of faulty versions than B.

We note that the same suspiciousness value may be assigned to
multiple statements. Let us assume a bug-containing statement
and several correct statements both share the same suspiciousness.
Then, in the best case we examine the bug-containing statement
first and in the worst case we examine it last and have to examine
ristic I Worst versus TWorst Heuristic I Worst versus TBest

10
1 2

101 117
17

2 0
103 155

1
0 0

34 34
2

0 0
11 17

2
0 0

25 26
6

0 0
22 25

Heuristic I Worst TWorst Heuristic I Worst/TWorst (%)

7519 3311 227.09
6030 7629 79.04
33764 5094 662.82
12728 7812 162.93
8506 5032 169.04
40860 23468 174.11
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many correct statements before we discover the bug. This results
in two different levels of effectiveness – the ‘‘best” and the ‘‘worst”.
In all our experiments we assume that for the ‘‘best” effectiveness
we examine the faulty statement first and for the ‘‘worst” effective-
Fig. 6. Effectiveness comparison between the He
ness we examine the faulty statement last. Furthermore, data are
presented for each of these two levels of effectiveness. Hereafter,
we refer to the best effectiveness of the Tarantula method as TBest
and the worst effectiveness as TWorst. We follow this naming con-
uristic II method and the Tarantula method.
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vention for each of the heuristics applied to our method (Heuristic I
Best, Heuristic I Worst, and so on) and maintain this style for all of
the data presented.

3.4. Results and analysis

From Jones and Harrold (2005), we observe that for the seven
programs in the Siemens suite, the Tarantula method is more effec-
tive in fault localization than the set-union, set intersection, near-
est-neighbor, and cause-transitions methods (Cleve and Zeller,
2005; Renieris and Reiss, 2003). Refer to Section 6 for a description
of these methods. To avoid having too many curves in each figure
which reduces its readability significantly, we only focus on the
comparison between the effectiveness of the Tarantula method
and that of our method. If we can show that our method is more
effective in fault localization than the Tarantula method, then our
method is also more effective than the set-union, set intersection,
nearest-neighbor, and cause-transitions methods.

3.4.1. Heuristic I versus Tarantula
The comparison between the effectiveness of Heuristic I and

Tarantula is shown in Fig. 5. The two curves labeled as TBest and
TWorst give the best and the worst effectiveness of the Tarantula
method. The two labeled as ‘‘Heuristic I Best” and ‘‘Heuristic I
Worst” give the best and the worst effectiveness of our method
using Heuristic I. In the case of grep, gzip and make only one state-
ment needs to be examined per fault for ‘‘Heuristic I Best” which
explains the shape of the curves corresponding to these programs
in Parts (d), (e) and (f). We observe that the best effectiveness of
Heuristic I is in general better than the best effectiveness of Taran-
tula, but its worst effectiveness is in general worse than the worst
effectiveness of Tarantula. We also note that the gap between the
best and the worst curves of Heuristic I is too large. The actual
effectiveness of Heuristic I can be any value between ‘‘Heuristic I
Table 7
Pair-wise comparison between Heuristic II and Tarantula.

Heuristic II Best versus TBest Heu

Siemens More effective 1 1
Same effectiveness 10
Less effective 118

Unix More effective 40 77
Same effectiveness 72
Less effective 60

space More effective 8 12
Same effectiveness 10
Less effective 17

grep More effective 6 6
Same effectiveness 4
Less effective 9

gzip More effective 10 15
Same effectiveness 11
Less effective 7

make More effective 17 22
Same effectiveness 5
Less effective 9

Table 8
Total number of statements examined by Heuristic II and Tarantula.

Program Heuristic II Best TBest Heuristic II Best/TBest (%)

Siemens 6335 2453 258.26
Unix 5504 3364 163.61
space 25469 3876 657.09
grep 23806 5793 410.94
gzip 9087 3110 292.19
make 41734 16890 247.09
Best” and ‘‘Heuristic I Worst” which is very unstable. Therefore,
Heuristic I by itself is not a very good strategy for localizing pro-
gram bugs.

Data are also provided in Table 5 to show the pair-wise compar-
ison between the effectiveness of the Heuristic I method and the
Tarantula method to decide for how many faulty versions our
method outperforms another, equals another, and underperforms
another. For example, for the Unix suite, Heuristic I Best is more
effective (examining fewer statements before detecting the first
faulty statement) than TBest for 101 of the 172 faulty versions;
as effective as TBest (examining the same number of statements)
for 70 versions; and is less effective than TBest (examining more
statements) for one fault. Comparisons are also presented between
Heuristic I Worst and TWorst as well as between Heuristic I Worst
and TBest.

Table 6 presents the effectiveness comparison in terms of the
total number of statements that need to be examined to locate
all the faults. Corresponding to the observations from Fig. 5
and Table 5, we also note that Heuristic I Best is able to detect
the faults for each program by examining a fewer number of
statements than TBest. However, Heuristic I Worst is only able
to detect the faults by examining more statements than TWorst
for all of the programs except the Unix suite. As an example, in
the case of grep, Heuristic I Best is able to detect the faults by
examining just 19 statements whereas TBest does so by examin-
ing 5793 statements. In contrast Heuristic I Worst detects the
faults in grep by examining 12728 statements whereas TWorst
does so in 7812 statements.

Heuristic I only makes use of the failed test cases while comput-
ing the suspiciousness of statements. Based on the data we observe
that Heuristic I is unreliable by itself when applied to fault locali-
zation. We now present data on the same sets of programs based
on Heuristic II, which makes use of not just failed test cases but
also the successful ones.
ristic II Worst versus TWorst Heuristic II Worst versus TBest
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3.4.2. Heuristic II versus Tarantula
Fig. 6 gives the comparison between Heuristic II and Tarantula.

All the legends and naming conventions are the same as in Fig. 5.
We observe that the gap between ‘‘Heuristic II Best” and ‘‘Heuris-
tic II Worst” is much smaller when compared with the gap in
Fig. 5.

Data are also provided in Table 7, in a manner similar to that of
Table 5 to show the pair-wise comparison between the effective-
Fig. 7. Effectiveness comparison between the Heur
ness of the Heuristic II method and the Tarantula method. When
comparing Heuristic II Best to TBest, we observe that in general
the former is less effective than the latter for the majority of the
programs, the two exceptions being gzip and make. In the case of
the comparison between Heuristic II Worst and TWorst, we ob-
serve that Heuristic II Worst is better than TWorst for the Unix
suite, gzip and make; and that TWorst is better for the Siemens
suite, space and grep.
istic III(a) method and the Tarantula method.
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Table 8, similar to Table 6, presents the effectiveness compari-
son between Heuristic II and Tarantula in terms of the total num-
ber of statements that need to be examined to locate all the faults.
We find that for all of the programs, irrespective of whether the
best or worst cases are considered, Heuristic II performs worse
than Tarantula in terms of the number of statements that need
to be examined for the faults to be discovered.

The data above is strongly suggestive that Heuristic II as is can-
not be used for the purposes of fault localization. Heuristic II
should intuitively perform better than Heuristic I because the for-
mer also makes use of successful test cases (more information)
than the latter. However, this is not the case in our studies. The rea-
son is that while Heuristic I only considers failed test cases; Heuris-
tic II considers failed and successful test cases, but does not
calibrate the contribution provided by failed and successful test
cases in any way. Heuristic II simply computes the suspiciousness
of a statement as the difference between the number of failed test
cases that execute it and the number of successful test cases that
execute it (refer to Eq. (2) in Section 2). In such a scenario, even
if a statement is executed by some failed tests, it is still possible
to have a negative suspiciousness if the number of successful tests
that execute the statement is larger than the failed. Recall in Sec-
tion 2, to address this issue we propose that if a statement is exe-
cuted by at least one failed test, then the total contribution from all
the successful tests that execute the statement should be less than
that of the failed. Heuristic II has this deficiency and this paves the
way for Heuristic III.

3.4.3. Heuristic III
For Heuristic III, we emphasize that cF;1 � cF;2 � cF;3 � . . .

� cF;NF ; cS;1 � cS;2 � cS;3 � . . . � cS;NS and
PNS

i¼1cS;i <
PNF

k¼1cF;k (see
Table 1 for their definitions). Eq. (3) gives the generic formula for this
heuristic. However, prior to its application we need to assign values
Table 9
Pair-wise comparison between Heuristic III(a) and Tarantula.

Heuristic III(a) Best versus TBest Heur

Siemens More effective 43 43
Same effectiveness 70
Less effective 16

Unix More effective 57 101
Same effectiveness 107
Less effective 8

space More effective 17 21
Same effectiveness 14
Less effective 4

grep More effective 8 9
Same effectiveness 7
Less effective 4

gzip More effective 13 18
Same effectiveness 13
Less effective 2

make More effective 23 28
Same effectiveness 7
Less effective 1

Table 10
Total number of statements examined by Heuristic III(a) and Tarantula.

Program Heuristic III(a) Best TBest Heuristic III(a) Best/TBest (%)

Siemens 2177 2453 88.75
Unix 2804 3364 83.35
space 2287 3876 59
grep 5170 5793 89.25
gzip 1584 3110 50.93
make 14045 16890 83.16
to certain parameters such as GF, GS, wF,i and wS,i. In our studies, we
choose the same values as the ones used in the example in Section 2.
This means that the formula for Heuristic III used here is the same as
the one in Eq. (4) which is an instance of Eq. (3). To ensure thatPNS

i¼1cS;i <
PNF

k¼1cF;k; the contribution of each test in the third success-
ful group (i.e., wS,3) has to be regulated. There are different ways to
accomplish this. One way is to make wS,3 = a � vF/S where a is a scal-
ing factor and vF/S is the ratio of the number of failed tests and suc-
cessful tests for a given bug. A discussion on the impact of a and
vF/S on the effectiveness of fault localization appears in Section 5.1.
We perform our experiments using three values of a: 0.01, 0.001
and 0.0001. The results obtained from Heuristic III using these three
values are presented below and are respectively labeled as Heuristic
III(a), Heuristic III(b) and Heuristic III(c).

3.4.4. Heuristic III(a) versus Tarantula with a = 0.01
Fig. 7 shows the graphs obtained for Heuristic III(a) across the

six sets of programs in a fashion similar to that of Figs. 5 and 6.
We observe that in general the curves corresponding to Heuristic
III(a) Best and Heuristic III(a) Worst are either above or close to
those of TBest and TWorst, respectively. This shows considerable
improvement over Heuristics I and II.

Table 9, as before, shows the pair-wise comparison between
Heuristic III(a) and Tarantula. Based on this comparison we ob-
serve that for each of the programs under study, irrespective of
whether the best or worst effectiveness is considered, Heuristic
III(a) consistently outperforms Tarantula.

Table 10 compares Heuristic III(a) and Tarantula in terms of the
total number of statements that must be examined in order for all
of the faults to be detected. We observe that irrespective of
whether the best or worst effectiveness is considered, Heuristic
III(a) outperforms Tarantula on every program by examining fewer
statements. For the space program, the ratio of the number of
istic III(a) Worst versus TWorst Heuristic III(a) Worst versus TBest
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statements examined by Heuristic III(a) Best for locating all the
faults to that by Tarantula is just 0.59. Note that this does not im-
ply the set of statements examined by Heuristic III(a) is a subset of
those examined by Tarantula.
Clearly the performance of our method significantly improves
as a result of the calibration applied to the contributions of the
failed and successful tests. To better understand the role of a, we
now continue the experiment with a = 0.001.



Table 11
Pair-wise comparison between Heuristic III(b) and Tarantula.

Heuristic III(b) Best versus TBest Heuristic III(b) Worst versus TWorst Heuristic III(b) Worst versus TBest

Siemens More effective 66 65 43
Same effectiveness 57 57 12
Less effective 7 74

Unix More effective 80 6 124 38
Same effectiveness 89 45 13
Less effective 3 3 121

space More effective 18 22 14
Same effectiveness 14 11 1
Less effective 3 2 20

grep More effective 11 12 10
Same effectiveness 7 6 1
Less effective 1 1 8

gzip More effective 14 19 5
Same effectiveness 12 7 0
Less effective 2 2 23

make More effective 23 28 14
Same effectiveness 7 2 0
Less effective 1 1 17

Table 12
Total number of statements examined by Heuristic III(b) and Tarantula.

Program Heuristic III(b) Best TBest Heuristic III(b) Best/TBest (%) Heuristic III(b) Worst TWorst Heuristic III(b) Worst/TWorst (%)

Siemens 1439 2453 58.66 2335 3311 70.52
Unix 1701 3364 50.56 5072 7629 66.48
space 3503 3876 90.38 4580 5094 89.91
grep 3019 5793 52.11 4752 7812 60.83
gzip 1535 3110 49.36 3313 5032 65.84
make 10817 16890 64.04 16556 23468 70.55
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3.4.5. Heuristic III(b) versus Tarantula with a = 0.001
Heuristic III(b) continues the application of Heuristic III when

the value of the parameter a is 0.001. The curves presented in
Fig. 8 present the effectiveness curves for Heuristic III(b) and
Tarantula using the same conventions as previous figures have
done. As with Heuristic III(a) we observe that for both the best
and worst cases, the curve for Heuristic III(b) is either
above or close to that of Tarantula for all of the programs under
study.

Table 11 depicts the pair-wise comparison between Heuristic
III(b) and Tarantula. As with Heuristic III(a) we observe that Heu-
ristic III(b) outperforms Tarantula irrespective of whether the best
or worst effectiveness is considered across any of the programs in
our studies. In fact for the grep program, we note that not only
Heuristic III(b) Best but also III(b) Worst are more effective than
TBest for a greater number of faults. Furthermore, the effectiveness
of Heuristic III(b) is always better than or equal to that of Heuristic
III(a) for both the best and the worst cases based on a comparison
of Tables 11 and 10.

Table 12 shows the comparison between Heuristic III(b) and
Tarantula in terms of the total number of statements examined
by either method to detect the faults in each program. As with
Heuristic III(a) we note that irrespective of whether the best or
worst effectiveness is considered, Heuristic III(b) outperforms
Tarantula in terms of the number of statements examined.
Additionally, when compared to Heuristic III(a), with the
exception of the space program, Heuristic III(b) always exam-
ines a fewer number of statements than Heuristic III(a) to de-
tect the faults.

The reduction of a from 0.01 to 0.001 provides better results in
general. To establish whether this trend holds true for further
reductions in a, we now decrease the value of a to 0.0001.
3.4.6. Heuristic III(c) versus Tarantula with a = 0.0001
Fig. 9 displays the effectiveness comparison between Heuristic

III(c) and Tarantula. The curves for both the best and worst effec-
tiveness are provided following the same conventions as before.
We observe that in the case of Heuristic III(c), not only is the best
effectiveness better than that of TBest, but in several cases such as
grep and make, the worst effectiveness of Heuristic III(c) is compa-
rable to that of TBest.

Table 13 depicts the pair-wise comparison between Heuristic
III(c) and Tarantula. As with Heuristics III(a) and III(b), we observe
that Heuristic III(c) yields better performance than Tarantula inde-
pendent of whether we consider the best or the worst effectiveness
for all of the programs under study. Based on a comparison of Ta-
bles 13, 11 and 9, we find that the improvement in effectiveness
between Heuristics III(c) and III(b) is not as great as the improve-
ment between Heuristics III(b) and III(a). However, the effective-
ness of Heuristic III(c) is always better than or equal to that of
Heuristic III(b).

Table 14 compares Heuristic III(c) and Tarantula in terms of the
total number of statements that must be examined to detect the
faults in each program. We find as with Heuristics III(a) and (b),
that Heuristic III(c) Best is always better than TBest and that Heu-
ristic III(c) Worst is always better than TWorst. In fact for three out
of the six programs studied, the number of statements examined
by Heuristic III(c) Best for detecting all of the faults is less than half
of the number of statements examined by TBest. Note once again
that the set of statements examined by Heuristic III may not be a
subset of those examined by Tarantula.

For the purposes of evaluating Heuristic III, three values of a
have been considered and the corresponding data have been pre-
sented and analyzed. The data suggest that smaller values of a
provide an increase in effectiveness. However, the improvement
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in effectiveness between III(b) and III(a) seems to be larger than
that of III(c) and III(b) which is indicative that the gain obtained
by a reduction of a suffers from saturation and decreases along
with the value of a. A more detailed discussion appears in
Section 5.1.
4. Programs with multiple bugs

The case studies discussed so far are on programs which only
contain one bug per faulty version. However, the method proposed
in this paper can also be extended to perform fault localization on



Table 13
Pair-wise comparison between Heuristic III(c) and Tarantula.

Heuristic III(c) Best versus TBest Heuristic III(c) Worst versus TWorst Heuristic III(c) Worst versus TBest

Siemens More effective 68 67 43
Same effectiveness 55 55 13
Less effective 6 7 73

Unix More effective 80 124 38
Same effectiveness 89 45 13
Less effective 3 3 121

space More effective 18 22 14
Same effectiveness 14 11 1
Less effective 3 2 20

grep More effective 11 12 10
Same effectiveness 7 6 1
Less effective 1 1 8

gzip More effective 14 19 5
Same effectiveness 12 7 0
Less effective 2 2 23

make More effective 23 28 16
Same effectiveness 7 2 0
Less effective 1 1 15

Table 14
Total number of statements examined by Heuristic III(c) and Tarantula.

Program Heuristic III(c) Best TBest Heuristic III(c) Best/TBest (%) Heuristic III(c) Worst TWorst Heuristic III(c) Worst/TWorst (%)

Siemens 1396 2453 56.91 2292 3311 69.22
Unix 1655 3364 49.2 5026 7629 65.88
space 3478 3876 89.73 4555 5094 89.42
grep 2702 5793 46.64 4435 7812 56.77
gzip 1535 3110 49.36 3312 5032 65.82
make 8533 16890 50.52 14272 23468 60.81
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programs with multiple bugs as well. This can be achieved by first
grouping failed test cases into fault-focused clusters such that
those in the same cluster are related to the same fault (Jones
et al., 2007). Then, the failed tests in each cluster can be combined
with the successful tests in order to locate the fault that cluster is
related to. This also means that we can apply the method proposed
in this paper to locate these faults and therefore our method can be
extended to handle programs with multiple bugs as well. Addi-
tional clustering techniques can also be found in literature. For
example, Zheng et al. (2006) performed a clustering on failing exe-
cutions based on fault-predicting predicates. Liu and Han used two
distance measures to cluster failed test cases (Liu and Han, 2006).
Fig. 10. Effectiveness comparison between the Heuristic III(c) method and the
Tarantula method.
Podgurski et al. (2003) analyzed the execution profiles of failed test
cases and correlate each of them with program bugs. The result is a
clustering of failed executions based on the underlying bug respon-
sible for the failure.

For the purposes of demonstrating the application of our meth-
od on programs with multiple bugs, we perform a case study on a
multi-bug version of the grep program. A 5-bug version of the grep
program is created by combining the bugs in five single fault ver-
sions. As a result, we no longer have five different versions of the
grep program, but rather operate on a single version that contains
five bugs. Failed tests are manually grouped into five fault-focused
clusters. A more robust clustering technique will be developed in
our future study; however, that is beyond the scope of this paper.
Similar to the single fault versions, we discount non-executable
statements and combine multi-line statements leaving us with a
version with 3306 executable statements.

Without loss of generality, we apply Heuristic III(c) to illustrate
the application of the method. Data are presented in a fashion sim-
ilar to the study on single fault programs and following the same
conventions. Fig. 10 gives the comparison between Heuristic III(c)
and Tarantula for the multi-bug version of grep. It is clear that not
only is Heuristic III(c) more effective than Tarantula for both best
and worst cases but also that Heuristic III(c) Worst is more effec-
tive than TBest.

Tables 15 and 16 reveal that Heuristic III(c) yields better results
than Tarantula by having a higher effectiveness compared to
Tarantula both in terms of the pair-wise comparison and the total
number of statements that are required to be examined.
5. Discussions

In this section, we expand on some points relevant to our fault
localization method.



Table 15
Pair-wise comparison between Heuristic III(c) and Tarantula.

Heuristic III(c) Best
versus TBest

Heuristic III(c) Worst
versus TWorst

More effective 3 3
Same effectiveness 2 2
Less effective 0 0
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5.1. Impact of a and vF/S in Eq. (4) on the effectiveness of fault
localization

In practice, during testing we have many more successful tests
than failed tests. For example, a statement S containing a bug
when executed may only cause a small number of failures (say,
10 out of 1000 executions). We assume that no test case is used
more than once. Then, we have 10 failed tests and 990 successful
tests for S (NF = 10 and NS = 990). Suppose also the total number
of failed and successful tests for this bug is 10 and 990, respectively
(UF = 10 and US = 990).

If each failed and successful test make the same contribution to-
wards the debugging (as suggested by Heuristic II), the suspicious-
ness of S has a value of 10 � 990 = �980. This implies S has a very
low priority to be examined for locating the fault. Results of our
case studies reported in Section 3.4 have shown that this is not a
good heuristic. The main reason is that the contribution from the
successful tests is overweighted. To solve this problem, Heuristic
III as described by Eq. (3) is proposed.

To facilitate the discussion, we chose the same parameter values
as Eq. (4). That is, the failed and the successful tests are divided into
three groups each. Using the above example and following the same
way as described in Section 2 on how tests are divided, we have 2, 4
and 4 tests in the first, second, and third failed groups, respectively
(nF,1 = 2, nF,2 = 4, and nF,3 = 4). The total contribution from all
the failed tests that execute S is

PNF
i¼1cF;i ¼ ð1� 2þ 0:1� 4þ

0:01� 4Þ ¼ 2:44. Similarly, we have 1, 4, and 985 tests in the first,
second, and third successful groups, respectively (nS,1 = 1, nS,2 = 4,
and nS,3 = 985). The total contribution from all the successful tests
that execute S is

PNS
i¼1cS;i ¼ ð1� 1þ 0:1� 4Þþ‘‘contribution from

the third successful group” = 1.4 + ‘‘contribution from the third suc-
cessful group”. We observe that US is 99� of UF. Under this condi-
tion, one way to ensure

PNS
i¼1cS;i <

PNF
k¼1cF;k is to make the

contribution of each test in the third successful group less than
vF=S ¼

UF
US

of the contribution of each test in the third failed test. In

our case, the former is less than 10
990 ¼ 1

99 of the latter. Since the con-
tribution of each test in the third failed group is 0.01, the contribu-
tion of each test in the third successful group is 0:01� 1

99. As a result,PNS
i¼1cS;i ¼ ð1� 1þ 0:1� 4þ 0:01� 1

99� 995Þ ¼ 1:50, and the suspi-
ciousness of S is 2.44 � 1.50 = 0.94 in contrast to �980 computed
by using Heuristic II. We observe that the requirementPNS

i¼1cS;i <
PNF

k¼1cF;k is satisfied. In addition, S is ranked as a much
more suspicious statement by Heuristic III(a) than Heuristic II. This
is consistent with our intuition.

We can further reduce
PNS

i¼1cS;i by using a smaller a (the scaling
factor in Eq. (4)). In Heuristics III(b) and (c), a is set to 0.001 and
0.0001, respectively. The suspiciousness of S is 2:44� ð1� 1þ
0:1 � 4 þ 0:001 � 1

99 � 995Þ ¼ 1:030 and 2:44 � ð1 � 1 þ 0:1 � 4þ
0:0001 � 1

99 � 995Þ ¼ 1:039, respectively. In both cases, we havePNS
i¼1cS;i <

PNF
k¼1cF;k:
Table 16
Total number of statements examined by Heuristic III(c) and Tarantula.

Heuristic III(c) Best Heuristic III(c) Worst TBest

Number of statements 734 1192 1349
An interesting observation is that the smaller the a, the more
suspicious the statement S. As for which a is the optimal, it de-
pends on several factors such as the structure of the program,
the nature of the bug, and the test set used for testing the program.

Finally, we would like to emphasize that there are two funda-
mental principles for Heuristic III: (1) cF;1 � cF;2 � cF;3 � . . .

� cF;NF & cS;1 � cS;2 � cS;3 � . . . � cS;NS , and (2)
PNS

i¼1cS;i <
PNF

k¼1cF;k:

When we describe Heuristic III, we should refer to Eq. (3) rather
than Eq. (4) as the latter is just an instance of the former. However,
to apply this Heuristic in practice, we need to assign values to cer-
tain parameters. Different values can be used for different scenar-
ios as long as the above two principles are not violated. The values
selected for our case studies have been proven to be good since the
best (and worst) effectiveness computed by Heuristics III(a), (b),
and (c) with these parameters is better than the respective effec-
tiveness of Tarantula. Also, our experimental data show that smal-
ler values of a give a better effectiveness. However, the
improvement is reduced as we decrease a.

5.2. Additional considerations

5.2.1. Bugs due to missing code
One may argue that the method described in Section 2 cannot

find the location of a bug that is introduced by missing code. The
reason is that if the code that is responsible for the bug is not even
in the program, it cannot be located in any statement. Thus, there is
no way to locate such a bug by using the proposed method.
Although this might seem to be a good argument, it does not tell
the whole story. We agree that missing code cannot be found in
any statement. However, such missing code might, for example,
have an adverse impact on a decision and cause a branch to be exe-
cuted even though it should not be. If that is the case, the abnormal
execution path with respect to a given test can certainly help us
realize that some code required for making the right decision is
missing. A programmer should be aware that the unexpected exe-
cution of some statements by certain tests can indicate the omis-
sion of certain important code which would affect control flow.
Another example is that by examining why certain code is identi-
fied as high suspicious, we may also realize that some code in its
neighborhood is missing.

5.2.2. Bugs due to a sequence of test cases
Sometimes a program fails not because of the current test but

because of a previous test which fails to set up an appropriate exe-
cution environment for the current test, then we should bundle
these two test cases together as one single failed test. For example,
consider two test cases ta and tb which are executed successively in
this order. Assume also a bug in the program causes ta to incor-
rectly modify values at certain memory locations but does not re-
sult in a failure of ta. These incorrect values are to be referenced by
tb and are the only source of the failure for tb. Under this situation
we should combine ta and tb as a single failed test.

5.2.3. Limitation and threats to validity
There are several threats to the validity of the experiments and

their derived results which are presented in this paper. In this sec-
tion we discuss and address some of them.

We would also like to emphasize that like any other fault local-
ization methods, the effectiveness of our methods varies for differ-
ent programs, bugs, and test cases. While it is true that the
TWorst Heuristic III(c) Best/TBest (%) Heuristic III(c) Worst/TWorst (%)

1807 54.41 65.97



Fig. 11. Comparison of Heuristic III against SOBER and Liblit05 on the Siemens suite.
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evaluation of the methods presented here is based on empirical
data and therefore we may not be able to generalize our results
to all programs; it is for this reason that we observed the effective-
ness of the methods across such a broad spectrum of programs.
Each of the subject programs varies greatly from the other with re-
spect to size, function, number of faulty versions studied, etc. This
allows us to have greater confidence in the applicability of our fault
localization methods to different programs and the superiority of
the results. The coverage measurement tools (such as whether
the runtime trace can be correctly collected even if a program exe-
cution is crashed due to a segmentation fault) and environments
(including compilers, operating systems, hardware platforms,
etc.) are also expected to have an impact.

This paper also assumes perfect bug detection which may not
always hold in practice. Our fault localization methods provide a
programmer with a ranked list of statements sorted in order of
their suspiciousness which may then be examined in order to iden-
tify the faults in the statements. We assume that if a programmer
examines a faulty statement, the programmer shall consequently
also identify the corresponding fault. Additionally, the programmer
shall not identify a non-faulty statement incorrectly as faulty.
Should such perfect bug detection not hold, then the amount of
code that needs to be examined to detect the bug may increase.
However, such a concern applies equally to other fault localization
methods such as those discussed in Section 6.
6. Related studies

Many studies have reported different fault localization meth-
ods. In this section we focus on Tarantula (Jones and Harrold,
2005) and a few other related methods. In addition, we also com-
pare the effectiveness of our method with that of SOBER (Liu et al.,
2006) and Liblit05 (Liblit et al., 2005), two statistical debugging
methods published in the recent literature.
6.1. Tarantula and a few related fault localization methods

Similar to our method, Tarantula also uses the coverage and
execution results to compute the suspiciousness of each statement
as X/(X + Y) where X = (number of failed tests that execute the
statement)/(total number of failed tests) and Y = (number of suc-
cessful tests that execute the statement)/(total number of success-
ful tests). A recent study (Jones et al., 2007) applies Tarantula to
programs with multiple bugs. Refer to Section 4 for more details.

Renieris and Reiss (2003) propose a nearest-neighbor debug-
ging approach that contrasts a failed test with another successful
test which is most similar to the failed one in terms of the ‘‘dis-
tance” between them. In this approach, the execution of a test is
represented as sequence of basic blocks that are sorted by their
execution times. If a bug is in the difference set, it is located. For
a bug that is not contained in the difference set, the approach
can continue the bug localization by first constructing a program
dependence graph and then including and checking adjacent un-
checked nodes in the graph step by step until all the nodes in the
graph are examined.

Two methods based on the program spectra in Renieris and Re-
iss (2003) are the set-union method and the set intersection meth-
od. The set-union computes the set difference between the
program spectra of a failed test and the union spectra of a set of
successful tests. It focuses on the source code that is executed by
the failed test but not by any of the successful tests. Such code is
more suspicious than others. The set intersection method excludes
the code that is executed by all the successful tests but not by the
failed test.

Cleve and Zeller (2005) report a program state-based debugging
approach, cause transition, to identify the locations and times
where a cause of failure changes from one variable to another. This
approach is based on their previous research on delta debugging
(Zeller, 2002; Zeller and Hildebrandt, 2002). An algorithm named
cts is proposed to quickly locate cause-transitions in a program
execution. A potential problem of the cause transition approach
is that the cost of such an approach is relatively high; there may
exist thousands of states in a program execution, and delta debug-
ging at each matching point requires additional test runs to narrow
down the causes.

Abreu et al. (2007) investigate the diagnostic accuracy of spec-
trum-based fault localization as a function of several parameters
such as the quality and quantity of the program spectra collected
during test case execution. Their study of the Jaccard, the Tarantula
and the Ochiai similarity coefficients on the Siemens suite suggests
that the superior performance of a particular coefficient is largely
independent of test case design. Wang et al. (2009) propose an ap-
proach to address the problem of co-incidental correctness (when
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a fault is executed but a corresponding failure is not detected) in
the context of fault localization. The authors make use of control
flow and data flow patterns, which may appear when the execu-
tion of faults triggers failures, to refine code coverage which in turn
can strengthen the correlation between program failure and faulty
statement coverage. Thus, the study of Wang et al. (2009) seeks to
refine the inputs to coverage-based fault localization (CBFL) tech-
niques leading to more effective fault localization.
6.2. SOBER and Liblit05

We compare our method with two statistical debugging meth-
ods reported in recent publications. The first one is by Liblit et al.
(2005) who presented a statistical debugging algorithm for de-
ployed programs (referred to hereafter as Liblit05). The second is
by Liu et al. (2006) who proposed the SOBER model to rank suspi-
cious predicates. The major difference between our method, SO-
BER, and Liblit05 is that we rank suspicious statements, whereas
the last two rank suspicious predicates for fault localization. For
them, the corresponding statements of the top k predicates are ta-
ken as the initial set to be examined for locating the fault. As sug-
gested by Jones and Harrold (2005), Liblit05 provides no way to
quantify the ranking for all statements. An ordering of the predi-
cates is defined, but the approach does not expand on how to order
statements related to any bug that lies outside a predicate. For SO-
BER, if the bug is not in the initial set of statements, additional
statements have to be included by performing a breadth-first
search on the corresponding program dependence graph. However,
this search is not required using our method as all the statements
of the program are ranked based on their suspiciousness (Sec-
tion 2). This suspiciousness ranking for each statement can be
computed very efficiently once the number of successful and failed
tests that execute each statement has been determined.

Below, we present a quantitative comparison on the effective-
ness using the Siemens suite between our method, SOBER and Lib-
lit05. From Section 3.4 and Fig. 11, we observe that in the best case
Heuristic III(a) can identify 59.69%, and Heuristics III(b) and (c) can
each identify 68.22% of the bugs, respectively, by examining no
more than 10% of the code. According to the data reported in Liu
et al. (2006), of the 130 bugs in the Siemens suite, SOBER can help
programmers locate 52.31% and Liblit05 40% of the bugs, by exam-
ining at most 10% of the code in the best case.

Furthermore, we are able to retrieve data from the curves in
Fig. 4b of Liu et al. (2006) about the best case effectiveness of SO-
BER and Liblit05.7 Fig. 11 gives a comparison between Heuristics
III(a), (b), (c), SOBER and Liblit05 on the Siemens suite.

We make the following observations about the best case
effectiveness

� Heuristics III(a), (b) and (c) are all better than Liblit05.
� Heuristic III(a) is worse than SOBER when approximately 15% to

30% of the code is examined, but is better than or equal to SOBER
for all other percentages.

� Heuristics III(b) and (c) are both better than SOBER.
� Heuristics III(b) and (c) are better than Heuristic III(a).
� Heuristic III(c) is better than or equal to Heuristic III(b).

It is clear that with respect to the Siemens suite, Heuristics
III(a), (b) and (c) are more effective than SOBER and Liblit05 in
locating faults for almost all the cases.
7 Since the exact numbers are not reported in Liu et al. (2006), we had to get them
directly from the curves. To minimize any possible human error, two PhD students
retrieved the data independently. These data are then cross validated for their
accuracy against the curves.
7. Conclusions and future work

We propose a family of code coverage-based heuristics for fault
localization to help programmers effectively locate faults. Heuristic
I is straightforward and intuitive, but by itself is limited because it
only takes into account the contribution of failed tests. Heuristic II
is proposed to overcome this drawback by including the contribu-
tion of successful tests as well. However, it may assign undue
importance to this contribution. In light of this observation, Heu-
ristic III is proposed with two principles. First, while computing
the suspiciousness of a statement, the total contribution of the suc-
cessful tests should be less than that of the failed (namely,PNS

i¼1cS;i <
PNF

k¼1cF;k). Second, the contribution of the first successful
test case is larger than or equal to that of the second successful test
case, which in turn is larger than or equal to that of the third
successful test case and so on. The same is also applied for failed
test cases (namely, cF;1 � cF;2 � cF;3 � . . . � cF;NF & cS;1 � cS;2 �
cS;3 � . . . � cS;NS Þ Different values can be assigned to parameters
in Eq. (3). Three a’s (0.01, 0.001 and 0.0001) are used in Heuristics
III(a), (b) and (c), respectively. A discussion on the impact of a and
vF/S on the effectiveness of fault localization is presented in
Section 5.1.

Results from our studies on six sets of programs suggest that
Heuristics I and II are not good for fault localization, but Heuristics
III(a), (b) and (c) are effective. They can perform better than other
debugging methods (including set-union, set intersection, nearest-
neighbor, cause-transitions, Tarantula, Liblit05 and SOBER) in
locating program faults, as they lead to the examination of a smal-
ler percentage of the code than other methods before the faults are
located. A discussion of extending our method to programs with
multiple bugs is also reported in Section 4.

For future work, we would like to explore the benefits of apply-
ing the proposed fault localization heuristics in practice to large-
scale industry software. We are currently working with engineers
from companies such as Raytheon and Lockheed Martin Aeronau-
tics Company to study how real-world developers can benefit from
our method. We will also develop more robust clustering tech-
niques for grouping failed tests with respect to each fault. In addi-
tion, more studies examining the impact of a and vF/S on our
method are currently underway.
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