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Abstract- An approach is presented for finding information of 

interest in a free text document and then identifying and 

presenting related information of interest from other free text 

documents. The goal is to find specific related items of interest 

within documents whether the documents are of the same 
category or not. Information of interest is defined with respect to 
expanded entity phrases and their ontology mappings. Powerful 
techniques requiring minimal training are described for 

expanding an entity phrase to include attributes from 

components of a complex sentence; for measuring relatedness of 

same-name expanded entity phrases; and for detecting related 
expanded entity phrases through ontology inferences. A 

representative dataset is described and preliminary 

measurements of performance against ground truth are 
provided. 

Keywords - natural language processing; information of 
interest; entity extraction; relatedness 

I. INTRODUCTION 

The goal of the research is the extraction of information of 
interest from a selected free text document followed by the 
identification and visualization of related information of 
interest from a large set of free text documents. This 
identification of related snippets of information across large 
document sets brings great value to investigative and 
intelligence activities but it is very prohibitive to do manually. 

Infonnation of interest is taken to be a semantic collection 
of links between expanded entity phrases (entity phrases with 
attributes) derived from ontology classes and their properties. 
Relatedness between expanded entity phrases provides cross 
document links to entities of the same class, while functions on 
ontologies enable inference between entities of different 
classes. Relatedness measures include 1) Levenshtein 
measures between same-type slots within expanded entity 
phrases as in [1] and [2], 2) term-matching using a domain
specific Thesaurus-ontology linked structure, and 3) inferred 
relatedness using functions defmed on ontologies. 

II. STATEMENT OF THE PROBLEM 

The problem addressed is fmding information items of 
interest within free text documents that are highly related to 
items within a given free text document. A law enforcement 
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concept of operations example would be a detective writing 
an email about the modus operandi for a vehicle burglary that 
just occurred and quickly receiving information on emails from 
the historical archives that described crimes with a similar 
modus operandi. In Fig. 1, for example, a new document has 
been found to contain information related to information in 
historical document A and historical document C. Additionally 
the new document has been found to contain other information 
of interest related to infonnation in document B and document 
C. In this example, the degree of relatedness between these 
information items has been scored to indicate poorly related 
information with a score of 0.3, up to information that is 
deemed to be exactly the same, indicated by a score of 1.0. 

The left side of Table 1 summarizes the general 
characteristics of the data addressed by this research. The right 
side of Table 1 describes the specific detective and crime 
analyst email data used for initial evaluation. These sanitized 
are derived from sanitized law enforcement em ails sent by 
detectives and crime analysts from hundreds of law 
enforcement agencies in a region of the United States. 
Typically about 90% of the entity phrases are not of interest. 
Of those that are of interest, only 10% of the phrases are 
strongly related to one or more items in other documents. 
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TABLET. CHARACTERIZATION OF GROUND TRUTH DATA 

General Characteristics of Ground Truthrrest Data 
Characteristics 

Unstructured text Free text emails 

Informal in style Written quickly in conversational, colloquial style; 
few punctuation breaks; abundant use of 
capitalization; with attachments as well as inserted 

cut-and-paste content. 

Short documents Maximum of 400 words in length; 90% of emails < 

50 words in length 

Highly related Connections between entities are found in less than 

information of 1% of the emails. 

interest is sparse 

Contents are A detective broadcasts to all the other detectives, 

inquiry or typically in hopes that someone else can provide 
in formation- information related to their investigation or in hopes 
transfer oriented that someone else will benefit from the senders 

information. The responses are directed to the 

sender and are usually not recorded. 

Information on the Information content is not standardized and 

data item subject frequently focuses on one differentiating piece of 

is not all-inclusive information rather than providing all the known 
information. 

Discipline- Law enforcement terminology, slang, and acronyms 
specific are common. 

terminology 

Although Table 1 focuses on law enforcement data, this 
research includes approaches for extending the developed 
techniques to other domains and better quality data. These 
techniques include 1) use of domain-specific ontologies and 
Thesauri, 2) extraction of domain independent entity names, 3) 
domain independent entity extraction approaches, and 4) 
application of functions between ontology classes enabling 
inference. 

III. APPROACH 

A. Key Concepts 

The key concepts of the approach are information of 
interest, expanded entity phrase, and semantic relatedness. 

Information of Interest - Information of interest is 
defmed as elements of an ontology from which entities within a 
document are linked. It is assumed that there exists a set of 
basic information of interest areas that is independent of the 
domain or author. Based on general experience these areas 
include information elements concerning people, places, 
objects, vehicles, organizations, and events. Additional 
information of interest may also be identified through direct 
input from a domain expert and may be characterized through 
domain-specific ontologies. The information of interest in the 
ground truth/test data for this research, for example, was 
provided by law enforcement experts. The information of 
interest they identified was information related to a person, 
location, something at a location, organization or group, 
vehicle, event, phone number, email address, URL, social 
security number and domain-specific information such as 
suspect, victim, license plate and driver's license. 

Expanded Entity Phrase - An entity phrase is defined to 
be an occurrence-ordered, near-contiguous sequence of words 

(primarily nouns), describing a person, a place, an organization, 
an event, a date or an object [3]. An expanded entity phrase 
connects associated attributes in a construct that allows a 
measure between two expanded entity phrases. An example 
entity phrase is "suspect vehicle". An example expanded entity 
phrase is {Entity Phrase:suspect vehicle, Make:Toyota, 
Model:4-Runner, Color:red, Year:2008}. 

Semantic Relatedness - Relatedness is a measure of 
similarity of expanded entity phrase components. This 
measure is more than a simple word similarity. It includes 
measures of relevance to the domain as specified by features in 
the ontology structure. For example, in law enforcement, two 
vehicles that are both white Chevrolets are weakly related. 
However, if they have matching license plate numbers, then 
they are highly related and of great interest to law enforcement. 
Classes within the ontology have importance features which 
provide weights to be incorporated into the relatedness 
measure. Semantic relatedness measures content formed by 
links of expanded entity phrases. 

B. Major Steps 

This section addresses the major steps in the extraction of 
information of interest. It is assumed that all historical 
documents would already have had steps 1-3 completed. For 
example, for the test data this would be a situation where 
expanded entity phrases have already been extracted from 
thousands of historical emails. When a new document arrives, 
steps 1-3 determine its expanded entity phrases of interest. 
Step 4 determines whether those phrases are closely related to 
phrases in the historical emails. Step 5 presents the fmdings to 
the user so they can focus on the emails that are most likely to 
be of interest because of the highly related phrases they 
contain. The initial preprocessing steps such as reading data 
and parsing text into components were not included for 
simplicity. 

Information extraction typically deals with the extraction of 
named entities and patterns from text and does not include the 
discovery of related information across documents. Reference 
[4] states that in information extraction, statistical methods, 
although present in many natural language components of 
Internet Explorer systems, are not sufficient to approach many 
of the tasks for extracting relevant content. Knowledge-based 
approaches need to be added. In addition, one of the 
requirements of information extraction is that the type of 
content to be extracted must be defined a priori. Reference [4] 
approaches information extraction using propositional learning, 
relational learning, candidate elimination, brute force rules, and 
heuristic driven generalization. 

Step 1, Determine Entity Names of Interest consists of the 
follow SUb-steps: 
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• Determine Domain Basis - The lack of extensive 
training data requires a minimally training-dependent 
approach which is an extension of that proposed by [5] 
using conceptual densities on a combination of 
WordNet. This research alternatively uses a domain
specific Thesaurus, since WordNet does not contain 
most terms of interest. 



• Build List of Entity Names of Interest - Entity names 
forming the basis of information of interest are 
ontology classes. 

• Build List of Associated Properties by Ontology Class 
- With each ontology class, there can be properties 
which will comprise the elements of the expanded 
entity phrase. These properties are collected through 
inheritance from the class hierarchy. Properties are 
defined within the ontology structure and associated 
with specific classes. Properties can be explicit or 
implied. 

• Create List of Search Terms - Search terms connect 
directly to the text being analyzed and are comprised of 
synonyms, domain jargon, acronyms, and 
abbreviations. A list of search terms is created by 
expanding the class terms into the Thesauri entries. 

Step 2, Extract Entity Phrases, addresses the automated 
extraction of entity phrases. A central problem of extraction of 
named entities is the applicability of an approach across 
domains. Reference [6] examined methods for extracting 
named entities which are domain independent. They included 
a person's name, a location name, and an organization as 
entities that span domains. Other named entities were 
considered domain specific. Reference [6] concluded that use 
of gazetteers does not significantly improve performance for 
named entity extraction. 

Comparing entity phrases across documents is complicated 
by the variability in the attributes and the way entities are 
stated. Extending ideas from [7] to unstructured text, identity 
uncertainty arises whenever entities are not named into the 
correct category or may not even correspond to the same 
object. Problematic areas in the application of this approach to 
the current research include 1) the Bayesian networks 
employed can get very large hence must be approximated by 
some expectation model such as a Markov Chain Monte Carlo 
(MCMC) approach and 2) the MCMC method does not scale. 

Fuzzy matching of data can be applied to look for relatively 
close matches between extracted entities and their attributes. 
Reference [8] utilized a distance function (similarity function) 
which captured the minimum number of character edit 
operations for two strings to match. This is applicable for 
strings that do not differ greatly from one another such as the 
Levenshtein measure used in this paper. 

Reference [9] carried out a survey of pattern extraction 
methods from free text. These included linguistic patterns 
coupled with a trigger word, a multi-slot rules learning system, 
and a frame-phrasal structure that contains an item to be 
extracted together with semantic constraints associated with it. 
Extension of the multi-slot approach also allows exact word 
match. These slots typically consist of sentences subdivided 
into subject-verb groups, or noun-verb groups. The current 
paper expands these approaches to look at patterns that include 
complex entity phrases and span minor sentence fragments. 

The major sub-steps are shown in Table II. 

TABLE IT. SUB-STEPS OF ENTITY PHRASE EXTRACTION 

Extract Entity 

Phrases Sub-Steps 
Approach Description 

In [10] Lingua-EN-Sentence applies regular 

Detect Sentences 
expressions-based parsing with exception handling. 
This research added exception handling features for 

Boundaries 
specific characteristics encountered with minimally 
punctuated text. 

Reference [II] developed the Lingua-EN-Tagger 
approach based on the Hidden Markov Model which 
was trained on the Penn Treebank corpus. This 

Tag Parts of Speech approach has deficiencies with the minimally 
(POS) punctuated text seen in law enforcement data as well 

as with inserted out-of-context structures. The use of 
trigger terms and pattern matchers offsets these 
deficiencies. 

Convert POS tagging into a POS string with POS 
Determine types mapped into N (noun), V (verb). I 

Associated POS (prepositions) and 0 (other). The Associated POS 
String string is used to extract candidate entity phrases as 

well as associated attributes. 

Thesaurus-based matching applied using regular 
Extract Entity expressions, supplemented by domain-specific break 
Phrases terms such as "LKV:" (acronym for Last Known 

Vehicle). 

Step 3, Expand Entity Phrases of Interest, pulls together 
properties related to the entity phrases as well as the entity 
phrase linkages and semantic inference. Entity phrases of 
general interest include people, places, objects, vehicles, 
organizations and events. A domain-specific Thesaurus is 
employed to provide a list of synonyms and abbreviations 
which in turn are linked to classes within the ontology. 
Typically, products such as Toyota and Dell Computer are not 
listed in a Thesaurus. These types of terms have been included 
in a specially constructed domain Thesaurus containing the 
term, definition, part of speech, synonyms, attributes, 
associated terms, and associated classes. An associated term is 
a related term such as a make is related to a model of an 
automobile. The ontology classes related to Automobile, for 
example, have certain attributes (e.g., color and year) which, 
when linked to the domain-specific Thesaurus, provide a list of 
terms to be searched within specified windows of the indicator 
terms. The major sub-steps include: 
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• Entity Growth to Complete Phrases - The entity 
phrases are patterns, trigger terms, tagged POS nouns, 
and indicators from the list of search terms. 
Surrounding words (nouns and adjectives) are 
connected to the initial phrase based on the named 
entity phrase. 

• Search for Related Properties - Related properties in 
the same clause or neighboring clauses are identified 
using property-based trigger terms and bounded by 
detected indicators which could be a candidate entity 
phrases 

• Link Identification - Two approaches are used: 1) the 
POS string to carry out cross clause pattern extraction 
for links between entity phrases and 2) linkages 
between entity phrases using the functions defmed over 
the ontologies 



Infusion of Semantic Context - Link verbs identified in the 
POS string create semantic structure between extracted class 
entities, while ontology class relations are used to embed 
inference. Abductive reasoning hyptheses triggered by 
observation templates add semantic content through links that 
capture domain-specific methodology. 

The process for extracting an expanded entity phrase looks 
for terms that are components of either the class instance or the 
associated attributes. Leading, embedded and trailing 
indicators ([3]) are used to bound the search space. The 
structure for an expanded entity phrase (EPx) is shown in (1) 
below. This structure enables quantification of relatedness 
between expanded entity phrases within and across documents. 

EPx = (EP:<entityphrase name>, LeadingIndicator:<terms 
identifying the entity phrase>, PI:V" P2:V2, ... , Pn:Vn) where 

Pn is a property and Vn is the property value. (1) 

Step 4, Quantify Semantic Relatedness, determines the 
degree of semantic relatedness between EPx's both within a 
document and across documents. Relatedness between entity 
phrases extracted from different documents is a major goal of 
this paper. Researchers have used the term "semantic 
similarity measures" as a description for comparing the 
relatedness of entity phrases and whole documents. The 
current descriptions of related work focus on local entity phrase 
comparisons and not on large-scale document categorization 
which do not correctly identify minimally occurring items in 
documents. Reference [12] proposed an information-theoretic 
definition of semantic similarity from which he derived a 
similarity function from the basic postulates. The connection 
to information theory is that the amount of information is 
measured by the negative logarithm of the probability of the 
statement; therefore, 

I (CUflmum(,A.BJ) - -lU9P (A n Bl (2) 
One issue with this definition is that A and B could be 

identical but have different senses in context with the larger 
body of text. A person might be described by one crime 
analyst as a suspect in a bank robbery, while another might 
describe that same person as a victim, for example. They could 
be the same person but the attributions are different. In this 
example, information similarity could be zero, but be very 
relevant to a law enforcement investigator. Reference [13] 
looked at semantic similarity in a taxonomy using WordNet. 
Typically the distance between nodes corresponding to items 
being compared, Resnik associates probabilities with the 
concepts in a taxonomy. This avoids the unreliability of edge 
distances. Thus the weighted word similarity is defined as 

wdmgo(W:!l'W2) - L R (�i> -lU9P'(�J] 
[ (3) 

where {Cj} is the set of concepts dominating both WI and W2 in 
any sense of either word, and a is a weighting function over 
concepts such that I a (Cj) = l. This definition needs to be 
extended for entity phrases with attached attributes. Another 
issue is the use of WordNet which may not adequately 
incorporate the jargon of a specific domain such as law 
enforcement. Also WordNet does not contain product terms 
such as Toyota (the automobile). 

Reference [14] assembles a catalogue of ontology-based 
similarity measures which are compared to a "gold standard" 
and concludes by proposing an ontology dependent similarity 
measure. Bernstein looked at the approaches by both Lin and 
Resnik in the context of ontologies which subsumes both 
explicit ontologies such as WordNet with well defined 
relationships and logically defined relationship based 
ontologies. Berstein concludes that the quality of the similarity 
is dependent on the ontology. Ontologies are incorporated in 
the current approach. 

Reference [15] shows that feature matching enables 
discrimination among similar, but not necessarily equivalent 
entity classes. Rodriguez focused on ontologies that included 
entity classes, semantic relations among these classes, and 
distinguishing features that describe these classes. These 
structures are similar to those being extracted as part of the 
current research. Application of such a complex ontology may 
help enable domain independent extraction of information of 
interest. 

The proposed approach is to measure equivalent slots 
between EPx's and then compute an overall measure as a 
weighted sum of the individual measures. Each EPxl term is 
compared to the corresponding term in EPx2, if it exists, and 
vice versa. To account for typographical errors, spelling 
differences, and differences due to cultural/domain specifics, 
the term relatedness score is computed using a Levenshtein 
distance (measure of the difference between two strings) as 
defined in [1]. The terms in the entity phrase are also 
compared using a Levenshtein distance. Two terms may not 
match exactly but be synonymously related. This is where the 
synonyms in the Thesaurus are used. From the POS tagging, 
the corresponding POS must align in the Thesaurus. If the 
term from Epxl and EPX2 both match up with the main 
Thesaurus entry or a synonym then the relatedness score is 
graded as synonymously related. If there is a synonym match 
in more than one Thesaurus entry, then the relatedness score is 
divided by the number of entries where a match occurs. The 
resulting match conditions' relatedness for two EPx's being 
compared is shown in Table III. 

TABLE TIT. EXAMPLE ASSIGNED SCORES FOR DIFFERENT TERM MATCH 
CONDITIONS 

Term Match Condition Relatedness Score 

Exact Match 1.0 

Levenshtein Match 0.9 

Synonymous Match I / # entries 

No Match 0.0 
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The semantic relatedness between two expanded entity 
phrases is taken to be the weighted sum of the individual 
relatedness divided by the possible number of components that 
could be in EPx for that name times the sum of the semantic 
weights. That is, 

Smum.tfd?,i"lm:N,Hi"��:(liPx . 6P2;"2) -

Ie \'''e (""lR:t'i1tHi"£�{ 9. C fa + R1R:t'i1fui"£� Crt, G$ ». 
:Uv I t Wt (4) 

where N = total number of components that can be in EPx 
being examined, and Wj is the semantic weight assigned to a 
specific component. The justification for the two-way 
relatedness computation is to account for possible synonym 
and abbreviation differences between the two expanded entity 
phrases being compared. An example of relatedness scoring 
between two expanded entity phrases is described for the 
following two expanded entity phrases (EPxl and EPx2): I) 
{EEP:Motorized Vehicle, LeadingIndicator:LKV, 
Make:Chevrolet, Model:Suburban, Color:dark blue, Year:2001, 
LicensePlateNumber:MWN5721} and 2) {EEP:Motorized 
Vehicle, Leadingindicator:possible vehicle, Make:Chevrolet, 
Color:blue}. The reciprocal relatedness measures for each of 
the components are 0.3 (EPx 1 -> EPx2) and 0.2 (EPx2 -> 

EPxl) respectively for the leading indicator. The reciprocal 
relatedness measures for the vehicle make are both 1.0. For the 
colors they are 0.2 and 0.5, respectively. Thus using the 
semantic weights of 0.2 (Leading Indicator), 0.8 (Make) and 
1.0 (Color) and the relatedness measures in equation 4 yields a 
semantic relatedness of 0.093 which translates to minimally 
related expanded entity phrases. 

This approach differs from a concept chain query ([ 16]) in 
two respects: 1) statistical methods are impractical, and 2) 
attributes associated with primary ontology classes comprise 
expanded entity phrases instead of trying to build a concept 
neighborhood using an ontology structure. Since statistical 
methods are impractical with the sparse data used in this 
research, the current approach does not utilize word 
occurrences and co-occurrence used for concept location by 
[17]. 

Step 5 , Provide Visual Insight Into Documents of Most 
Interest, presents results to a user. The goal is to provide 
insight into the evaluation of various algorithms for the 
research-oriented user and to provide quick-look insight that 
facilitates operational decisions for the operations-oriented 
user. Reference [18] utilize relatedness tag clouds, and other 
visualization techniques that characterize large amounts of 
data, our goal is to visualize the specific similarities found 
within pairs of documents. A network diagram showing 
relationships among specific data points can be helpful, for 
example, but not if it encompasses all the data points. Further 
network diagrams do not incorporate semantic, structural, and 
contextual information embodied in the EPx slots. Visibility 
into the ranking of the relatedness between documents is also 
desirable. The optimal insight for a research user or an 
operational user would include the following information: 

• Prioritized-ordering of the documents that have some 
information related to the new document 

• Indication of which related information is strongly 
related, weakly related, and not related 

• Semantic, structural, and contextual information 

• Temporal, geospatial, and situational relationships of 
the strongly related entity phrases of interest 

Link visualization is typically employed to display 
relatedness between documents. Reference [19] use kernel 
functions to overcome limitations based on co-citation. 
However, they are primarily looking for relatedness based on 
largely overlapping content or cliques based on shared nodes. 
Link visualization still holds promise when specific items of 
interest from various documents are related to a specified 
document. This approach could illustrate inferred relations 
between information based on an underlying ontology as 
examined by [20] for social networks on the web. They 
demonstrated that working with small and well defined social 
network models proves to be more efficient and more easily 
realizable than larger models. Reference [18] groups tags 
based on definitions extracted from Wikimedia. 

The preliminary visualization approach includes 
expandable displays of prioritized graphs showing the degree 
of relatedness of each related EPx pair of interest, which can be 
expanded by hovering the cursor to show the related expanded 
phrases of interest side by side and the full documents with 
semantically related EPx. EPx's of interest color-coded. A 
tree map format and a tag cloud format are also being evaluated 
for related EPx's of interest and related document visualization 
rather than for the customary comprehensive data 
characterization. 

C. Preliminary Results 
This paper presents an end-to-end process for extracting 

information of interest across documents. As each component 
(extraction of entities, expanded entity phrases, links from 
syntactic structures, ontology rules and abductive reasoning, 
semantic content insertion, and relatedness measures) is fully 
implemented and tested, the experimental results will be 
published in separate papers. Although the full ontological and 
Thesaurus structures and interfaces have not been fully 
implemented, NLP tests have been carried out with a 
preliminary law enforcement ontology and Thesaurus for entity 
extraction, and expanded entity phrases. The full law 
enforcement ontology and associated Thesaurus will be 
described in [21]. In that paper, results will be included for 
most of the remaining components as well as updated results 
for expanded entity phrase extraction. 

Preliminary results for entity extraction and the naming of 
those entities extracted (without the use of ontologies or 
Thesauri) are listed in Table IV. Additionally, initial results for 
the extraction of expanded entity phrases are listed in Table V. 

105 



TABLE IV. MEASURE OF ENTITY PHRASE EXTRACTION AND NAMED 
ENTITY PHRASE IDENTIFICATION 

Performance Measure Entity Phrase Named Entity Phrase 

Extraction Identification 

Recall 94% 53% 
Precision 88% 49% 

TABLE V. MEASURE OF EXPANDED ENTITY PHRASE EXTRACTION 

Performance Measure Expanded Entity Phrase Extraction 

Recall 64% 
Precision 62% 

Comparison of these named entity extraction results to 
previous results is not directly possible because of the poor 
quality test data purposefully selected for this research. 
However, as an example, [20] provided named entity extraction 
results for biomedical entities such as protein, DNA, RNA, cell 
line and cell type achieving 72.62% for precision and 68.56% 
for recall. The initial results for the expanded entity phrases 
are much closer to those presented by [20] because they 
utilized an initial ontology and Thesaurus. An experiment is 
planned to reprocess the named entity extraction tests using a 
completed ontology and Thesaurus. 

Significant improvement is expected in the future by 
removing the entities that are not of interest from the 
measurements through the application of a full ontology and 
Thesaurus. The preliminary results are promising and 
additional research has been identified to further improve the 
results over the next two years of the project. 

IV. CONCLUSION 

In this paper, the authors introduced new concepts, 
expanded entity phrases and semantic relatedness, as well as 
new methods for linking together ontology and Thesauri for 
entity extraction and for using a part of speech strings for 
pattern matching. The significance of the work is that it 
enables automation of the identification of related snippets of 
information within large quantities of free text documents, a 
process that is prohibitive to do manually. 

In our future work, the authors plan to explore methods for 
determining the entities of interest through abduction over 
ontologies; evaluate techniques for extracting events and 
people into the expanded entity phrase constructs; and extend 
the research of semantic relatedness and visualization of 
results. 
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