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ABSTRACT 
Automated surveillance methods frequently rely on algorithms 

which detect the presence of suspicious keywords and topics 

within messages to properly flag suspicious content for review.  

However, subsequent messages based on the original may not 

carry the same characteristics that were initially detected.  A 

correlation algorithm is necessary to find such messages and 

‘thread’ a conversation together.  Within this document, we 

propose such an algorithm and an experiment with which to test 

it. 
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1. INTRODUCTION 
One of the biggest challenges in automated message surveillance 

is the recognition of messages containing suspicious content.  A 

classic approach to this problem is constructing a set of keywords 

(i.e. ‘bomb’, ‘nuclear’).  In the event that a communiqué contains 

one or more of these words, the message is flagged as suspicious 

for further review. 

 

However, there are two drawbacks to this particular approach.  

First, it is reasonable to assume that such relatively static 

keywords will not always be present in messages that would 

otherwise warrant suspicion. Second, there is little guarantee  

that a sufficiently intelligent individual will not recognize such 

surveillance is in place and, instead, use substitute words in place 

of known keywords. 

 

David Skillicorn of Queens University has suggested a different 

approach in his work on the Enron e-mail dataset [1].  In his 

work, he outlines a method for using singular value 

decomposition (SVD) in the interest of recognizing trends in such 

topics as e-mail and social networks.  Within his work, he 

constructed a matrix composed of word frequencies associated 

with each message, ranked by global word rank.  We believe that 

this work can be utilized in our system by extrapolating some of 

the techniques he used and applying them to a real-time message 

monitoring system. 

 

We propose an experiment that makes use of the word frequency 

techniques outlined in Mr. Skillicorn's work.  By using the Enron 

e-mail dataset and altering the role of his use of the SVD, we 

believe we can achieve a high degree of message correlation 

accuracy based on the intersection of uncommon words across 

messages. 

  

2. BACKGROUND 
The ultimate goal of our research is to construct a system that can 

determine the presence of anomalous or suspicious messages 

within typical communication traffic [2].  Our areas of research 

include social network analysis, text processing, and result 

filtering.  This experiment will determine the effectiveness 

singular value decomposition as applied as a text filtering 

technique in our system.   

 

One particular approach we use in our work in message 

surveillance involves the recognition of social context.  Given a 

message that was deemed suspicious by a detection technique, we 

assume there is an increased probability that future messages 

bearing similar characteristics to the detected message warrant 

further suspicion.  We track this through the generation and 

passing of tokens carrying these characteristics in a model 

derived from observed social interaction within the message-

passing network.  Currently, these tokens are triggered by the 

presence of two or more keywords from a list tailored to our 

dataset.  By using the techniques described by David Skillicorn, 

we believe it is possible to enhance the token passing methods of 

our approach.   
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The Enron e-mail dataset was originally made available by the 

Federal Energy Regulatory Commission during it's investigation 

of the company.  It was purchased by MIT for use in data 

analysis, and is currently available in both raw and compiled 

database forms from Carnegie Melon University, courtesy of 

William Cohen.  This dataset is useful to e-mail surveillance 

research as it is a freely available collection of e-mail that has 

been generated from a 'real world' scenario.  After pruning and 

restructuring for consistency, the overall corpus is composed of 

250,000 e-mails that span a five-year period.   

 

Each e-mail remains in its' original raw ASCII-encoded text 

format, conforming to the RFC 2822 standard.  The simplicity of 

this specification and the data it requires for proper mail transport 

assists with analysis in a number of ways.  First, every e-mail 

must contain a unique identification number assigned by the 

originating server.  Second, each message must have a well-

defined origin and destination address, with the exception of any 

group or mass-mailing aliases.  Third, every message has an 

explicit date stamp that reflects when it was originally sent.  

Finally, the body text of each e-mail is free of any escape 

sequences or special characters.  With the exception of HTML-

encoded e-mail, this greatly simplifies any preprocessing 

necessary for text parsing. 

 

The content of the Enron dataset is its' most useful aspect.  We 

understand that, at some point in time, e-mail began circulating 

that eventually led to the investigation of the entire corporation.  

This has been documented by countless news reports, 

committees, and even other research groups.  Coupled with the 

official announcement on January 9th, 2002 that the United States 

Department of Justice was beginning it's official inquiry, we have 

definitive moments and individuals that can be scrutinized to 

determine the overall effectiveness of our experiment.   

 

Message-ID: 

<8051748.1075855665834.JavaMail.evans@thyme> 

Date: Wed, 13 Dec 2000 08:01:00 -0800 (PST) 

From: rebecca.cantrell@enron.com 

To: phillip.allen@enron.com 

Subject: Re: 

Mime-Version: 1.0 

Content-Type: text/plain; charset=us-ascii 

Content-Transfer-Encoding: 7bit 

X-From: Rebecca W Cantrell 

X-To: Phillip K Allen 

X-cc:  

X-bcc:  

X-Folder: \Phillip_Allen_Dec2000\Notes Folders\All 

documents 

X-Origin: Allen-P 

X-FileName: pallen.nsf 

 

… 

 

Figure 1.  An excerpt from the Enron e-mail dataset. 
 

Singular value decomposition is an important tool in statistical 

analysis.  Given a mxn matrix A of real or complex numbers, we 

can decompose it into a series of component matrices: U, Σ, and 

VT.  U represents the patterns among values contained among the 

objects.  In this experiment, the objects are the messages.  V 

embodies the patterns among the attributes of each object.  This 

will be the patterns among the ranks of words within the 

messages.  The Σ matrix is a diagonal matrix confirming to the 

dimensions nxn that stores the singular values of A.  Essentially, 

the most 'interesting' parts of the original matrix are made evident 

[4]. 
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Figure 2. Correlation of a single message across the 

decomposition 

 

Once the SVD process has been carried out, the resulting matrices 

can be used for a variety of purposes.  One particular way to use 

the results is the elimination of deviants from the patterns to filter 

out noise.  We define noise among our messages as misspelled 

words, accidentally insertion of punctuation, and anything else a 

user may accidentally insert within their message that cannot be 

removed automatically within preprocessing in a timely and 

effective manner.  Other uses include object correlation, signal 

processing, and even text retrieval [3].  Most of the uses for SVD 

stem from the fact that the components, once modified, can be 

used to build a new matrix that contains only the most 'interesting' 

qualities of the original.  

 

3. PROPOSED APPROACH 
Our existing system [2] has been outfitted with a new detection 

module based on the SVD method.  The algorithm within the 

module requires a ranked word database, one or more messages 

that share the same token, and a set of messages that have 

originated from them representing recent traffic.  A matrix is 

constructed based on the word content of the messages, which is 

decomposed according to the SVD method.  A threshold is set for 

the noise, and the results are analyzed for word correlation.  If a 

message in the recent traffic set has a strong correlation with one 

or more of the token holding messages, the token is passed to all 

recipients of the message. 

 

We have made a number of assumptions based on the 

characteristics of our dataset. First, we assume that the content 

among messages is not obscured through covert communication 

techniques, such as encryption or word replacement.  Second, we 

assume that on any given topic there are a number of words that 

are rarely used outside of the text.  This includes subjects, 

terminology, and any form of slang.  Finally, we assume that 

subsequent conversations based on an original message will not 

always carry the same unique nouns that would otherwise make 

detection simple.   This is made simply to assume that a basic 

anomaly detection algorithm is insufficient, necessitating the use 

of a correlation algorithm. 

 

To determine the rank of a particular word, a running word rank 

database is kept.  The 5,000 most common words within the 

Brown Corpus of Standard American English are used to seed the 

database.  As words are extracted from messages, each word and 

the number of times it occurred within the message is either 
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inserted into the database if the word is new or used to update the 

existing word rank. 

 

The matrix constructed is created based on the number of 

messages involved and the words present.  Each message 

represents a column, while each row represents a word.  Thus, 

each cell represents the number of times a particular word occurs 

within a particular message.  The columns are ordered from most 

common (left) to least common (right).  Mathematically, this is 

represented as follows: 
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where W represents the set of all words that occur in the union of 

the word sets for each message M.  The function count returns the 

number of times a particular word wi occurs within a message mj.  

Note that Mj is derived from the words in mj; however, mj may 

contain the same word more than once while Mj is a list that 

strictly represents all words only once. 

 

Once the SVD technique has been used on the messages, the 

noise is removed through the use of a threshold ( σ = 0.25 ).  

After the singular value dimensions falling below this threshold 

are removed, the matrix is re-constructed from the components.  

The resulting matrix should assist in simplifying the amount of 

data that must be analyzed. 

The correlation of any two messages is based on a total score.  

Each word that is found in both messages is given a rating 

according to the following equation: 
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where wi is the word that occurs in messages mj and mk.  The 

count function returns the number of occurrences of the word 

within a supplied message.  The rank function is a cumulative 

count of the occurrence of the word wi in all messages up to this 

point.  This equation is designed to place emphasis on words that 

occur less frequently others.  It is assumed that rare words that 

occur in both messages are more likely to be good candidates for 

a topical match.  Note that si is naturally normalized to one.  

Given that the rank of a word is adjusted before these messages 

are processed with this equation, the maximum score will be one. 

In order to determine if two messages match, the following 

equation is used: 

  

 

 

 

 

where Wj and Wk are the set of all words contained within mi and 

mk, respectively, and α represents a predetermined threshold that 

determines the minimum.  In theory, this should be some value 

that is determined by statistical analysis of known correlating 

messages.  For our experiment, we assume α = 4.00.  

 

 

4. FUTURE DIRECTIONS 
Once this experiment has been run successfully, an adequate 

infrastructure will exist to fully exploit the potential of singular 

value decomposition.  After the noise has been eliminated, we 

could use the patterns to observe topical correlation between 

messages. Given that our overall system includes social network 

analysis, it may become possible to determine suspicious 

messages as those that deviate from the patterns without the use 

of suspicious keywords. 

 

Another approach this could be used for is bridging potential gaps 

in our analysis due to users that use another form of 

communication (i.e. the telephone).  The pattern analysis 

techniques could allow us to potentially determine when 

messages exchanged independently are intrinsically linked due to 

other social connections.  Should there be a significant clustering 

among these conversations, it may even be possible to derive the 

presence of social groups [5, 6]. 

 

There are a number of alternative methods that decompose a 

matrix into components.  One such technique is Principle 

Component Analysis, a technique that yields similar results to the 

SVD by attempting to capture the majority of variability in the 

data.  If we construct our code in an abstract fashion, we will be 

able to use different approaches to the same matrix to enhance the 

overall effectiveness of our system [4]. 

 

Beyond text processing, we are currently investigating the use of 

matrix decomposition as applied to graph theory.  Given a matrix 

composed of nodes in a graph and the values which represent the 

strength of the unidirectional links between them, other 

communication patterns could be discovered.   
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