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Abstract—We propose a novel class-based micro-classifier
ensemble classification technique (MCE) for classifying data
streams. Traditional ensemble-based data stream classification
techniques build a classification model from each data chunk
and keep an ensemble of such models. Due to the fixed
length of the ensemble, when a new model is trained, one
existing model is discarded. This creates several problems.
First, if a class disappears from the stream and reappears
after a long time, it would be misclassified if a majority of
the classifiers in the ensemble does not contain any model
of that class. Second, discarding a model means discarding
the corresponding data chunk completely. However, knowledge
obtained from some classes might be still useful and if they are
discarded, the overall error rate would increase. To address
these problems, we propose an ensemble model where each
class information is stored separately. From each data chunk,
we train a model for each class of data. We call each such
model a micro-classifier. This approach is more robust than
existing chunk-based ensembles in handling dynamic changes
in the data stream. To the best of our knowledge, this is the first
attempt to classify data streams using the class-based ensembles
approach. When the number of classes grow in the stream,
class-based ensembles may degrade in performance (speed).
Hence, we sketch a cloud-based solution of our class-based
ensembles to handle a large number of classes effectively. We
compare our technique with several state-of-the-art data stream
classification techniques on both synthetic and benchmark data
streams, and obtain much higher accuracy.

I. INTRODUCTION

One of the main contributors of huge amount (zettabytes)

of data is streaming data. The high speed generation and

huge volume of streaming data makes data stream classi-

fication, a major challenge to the data mining community.

More specifically, there are four key problems related to

stream data classification. First, it is impractical to store and

use all the historical data for training, since it would require

infinite storage and running time. Second, The virtually

infinite length of data streams, combined with its dynamic

nature create considerable challenge in mining. The dynamic

nature of data streams is also known as concept-drift, which

occurs as a result of a change in the underlying concept

of the data, making previously trained models outdated.

Third, the recurrence-class problem (e.g. seasonal class),

which is a common phenomenon in data streams. Finally,

the classification process needs to be fast to cope with the

high speed generation of data.

Many techniques have been proposed for addressing the

infinite length and concept-drift issues [2]–[5]. These ap-

proaches mainly differ in the way the classification model

is updated in response to concept-drift. Some of these tech-

niques use single model classification [4], whereas the others

use ensemble of models [2], [6], [7]. The ensemble approach

is often considered more robust at handling concept drifts

[2].

Usually, the ensemble approaches divide the stream into

equal sized chunks, and a model is trained from a data

chunk. Therefore, the existing ensemble techniques (e.g.

[2]), can be considered as chunk-based ensembles. These

ensemble techniques usually keep a fixed-sized ensemble.

When a new model is trained from a data chunk, one of

the older models in the ensemble is replaced with the new

model. The model to be replaced is chosen by evaluating

each model on the training data, and selecting the one

with the highest prediction error. This approach has several

drawbacks. First, consider the case of recurrent classes in

the stream. If some class c disappears from the stream

and reappears after a long time, it is very likely that none

of the classifiers in the ensemble would recognize this

class. Therefore, all class c instances will be misclassified.

Second, when a model is replaced during ensemble update,

the knowledge attained from the corresponding chunk is

obliterated. However, the knowledge gained from one or

more classes of data in that chunk might still be useful.

Removing those useful parts hurts the overall performance

of the ensemble.

In this paper we propose a new ensemble technique to

overcome the above mentioned drawbacks of traditional

chunk-based ensemble, which can be considered as class-
based ensemble. Let C be the total number of classes in

the data stream. For each class i ∈ {1, ..., C}, we keep an

ensemble Mi = {Mi1 , ...,MiL} of L models. We call these

models as micro-classifier (MC), to be explained shortly.

Therefore, we call the ensemble Mi as a MC-ensemble. So

our ensemble approach consists of C MC-ensembles, one for

each class. The collection of all MC-ensembles constitute

the complete classification model. We will use the terms

“MC-ensemble” and “ensemble” interchangeably throughout

the paper. We train m micro-classifiers from a data chunk,

where m is the number of classes in the chunk. That is,

for each class i, we train a micro-classifier using only the

positive instances of that class for the generative model

and, positive and negative instances for the discriminative

model. When a micro-classifier is trained (see Section IV),
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a decision boundary is built surrounding the training data.

A micro-classifier of class i replaces one of the existing

micro-classifiers in the MC-ensemble Mi based on error.

The function of a MC-ensemble is two-fold. First, it checks

whether a test instance falls within the decision boundary

of the ensemble. Second, it gives a micro classification

(or partial classification) for a test instance. The micro-

classifications of all the ensembles Mi are then combined

to get the final classification (i.e., class prediction) of a test

instance. Hence, the name micro-classifier is given.

This proposed solution will work well when the total

number classes in the stream is small. For example, in the

malicious code/URL detection we have only two classes

(Benign or Malicious). However, in other spectrum like

Twitter message categorization or classification, the total

number of classes would be large over time. In that case, the

proposed solution may not scale well due to inefficiency in

speed in classical non-distributed settings where classifiers

will be trained one after another sequentially. In addition, the

class label of a test point will be determined by checking

each class model sequentially. Due to this sequential pro-

cessing in training and testing the traditional solution incurs

high latency. Therefore, we would like to exploit a cloud-

based distributed solution to speed up the training and testing

phase of our proposed method. Note that our proposed

method is amenable for the cloud-based solution. In the

cloud-based solution, training and testing MC-ensemble of

all classes will be processed in parallel.

Our proposed work has several contributions to data

stream classification. First, to the best of our knowledge,

this is the first attempt to use micro-classifiers for data

stream classification. Second, our approach offers a more

robust solution to addressing infinite length and concept-drift

because of the retention of class-based knowledge rather

than chunk-based knowledge. Third, our approach addresses

the recurrence-class problem, a common phenomenon in

data streams. Fourth, a cloud-based solution is sketched to

speed up the training and testing phase for our proposed

method. This will bring additional benefits when the total

number of classes in the stream is large (e.g. SynE dataset

used in our experiment has 40 classes). Finally, we prove

the effectiveness of our proposed approach by applying

our technique on synthetic as well as on benchmark data

streams, achieving better detection accuracies than state-of-

the-art stream data classification techniques and improving

the overall efficiency in the case of large number of classes.

The rest of the paper is organized as follows. Section II

discusses related work. Section III provides a brief overview

of MapReduce framework and chunk-based ensemble ap-

proach. Section IV discusses the implementation of our

approach. Section V then discusses datasets, experimental

setup, evaluation techniques, and results. Section VI con-

cludes with directions to future work.

II. RELATED WORK

Here we will present work related to stream mining and

cloud based solution for data mining.

Many existing data stream classification techniques target

infinite-length streams that exhibit concept-drift (e.g., [2]–

[6], [8], [9]). All of these techniques adopt a one-pass in-

cremental update approach, but with differing approaches to

the incremental updating mechanism. Most can be grouped

into two main classes: single-model incremental approaches

and hybrid batch-incremental approaches.

Single-model incremental updating involves dynamically

updating a single model with each new training instance. For

example, decision tree models can be incrementally updated

with incoming data [4]. In contrast, hybrid batch-incremental

approaches build each model from a batch of training

data using a traditional batch learning technique. Older

models are then periodically replaced by newer models as

the concept drifts [2], [3], [7], [8]. Some of these hybrid

approaches use a single model for classification (e.g., [3])

while others use an ensemble of models (e.g., [2], [10]).

Hybrid approaches have the advantage that model updates

are typically far simpler than in single-model approaches; for

example, classifiers in the ensemble can simply be removed

or replaced. However, other techniques that combine the two

approaches by incrementally updating the classifiers within

the ensemble can be more complex [6].

Accuracy Weighted classifier Ensembles (AWE) [2], [10]

are an important category of hybrid-incremental updating en-

semble classifiers that use weighted majority voting for clas-

sification. These divide the stream into equal-sized chunks,

and each chunk is used to train a classification model. An

ensemble of K such models classifies the unlabeled data.

Each time a new data chunk is labeled, a new classifier

is trained from that chunk. This classifier replaces one of

the existing classifiers in the ensemble. The replacement

victim is chosen by evaluating the accuracy of each classifier

on the latest training chunk. These ensemble approaches

have the advantage that they can be built more efficiently

than a continually updated single model, and they observe

higher accuracy than their single model counterparts [11].

Another ensemble approach called Multi-Partition Multi-

Chunk (MPC) ensemble [12] applies multi-partitioning of

the training data to build multiple classifiers from that

training data. However, our approach is different from these

chunk-based techniques because we build a micro-classifier

from each class of data in a chunk, rather than building a

classification model from the whole chunk. Therefore, our

approach is more robust in dealing with recurrent classes,

i.e., classes that disappear from the stream and reappear after

a long time. Data stream classification techniques such as

[13] that address class evolution in streams, do not handle

recurrent classes either. Besides, each class is given the same

importance in the classification process, whereas chunk-
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based ensembles sometimes undermine minority classes.

The effectiveness of our approach is empirically proved on

both synthetic and real benchmark data streams.

Our proposed method also differs from all previously

mentioned ensemble classification techniques in the sense

that it is implemented in parallel and distributed cloud

framework (MapReduce), Recently, there is some work in

that direction in the data mining area. Khoussainov et al. [14]

have designed and implemented a grid-based Weka toolkit.

It allows a series of processing under the grid environment,

such as training, testing and cross validation. Wu et al.

[15] proposed an ensemble of C4.5 classifiers based on

MapReduce called MReC4.5, and the training is done in

the cloud and testing does not support cloud. Our proposed

classification approach is built on a cloud computing frame-

work and is utilized to classify data streams within the

same environment. In [16] Zhao et al. proposed PKMeans, a

parallel K-means clustering based on MapReduce. PKMeans

make the clustering method applicable to large scale data.

The proposed algorithms scale well and efficiently process

large dataset. However, the model is suitable to handle

offline data; it is not designed to cope with the concept-drift

or recurrence classes present within stream data.

III. BACKGROUND

In this section, we provide a brief overview of MapReduce

framework (Section III-A), and the traditional chunk-based

ensemble approach (Section III-B).

A. Hadoop MapReduce Framework

MapReduce is a new distributed programming paradigm

introduced by Dean et al. [17] to be used in a cloud com-

puting environment. The model parallelly processes large

datasets distributed across many nodes in a shared-nothing

fashion. The main focus is to simplify the processing of

large datasets using inexpensive cluster computers. Another

objective is to keep it is easy for users to use, while achieving

both load balancing and fault tolerance.

MapReduce has two primary functions; the Map function

and the Reduce function. In addition to these two function

there is another optional function, the Combine which will

not be utilized in our approach. A node in the cloud

computing environment, while performing these operations,

will henceforth be referred to as Mapper and Reducer
respectively. These user-defined functions are designed as

follows: the Map function, takes a key-value pair as input.

The user specifies what to do with these key-value pairs and

produce a set of intermediate output key-value pairs.

Map(key1, val1)→ List(key2, val2) (1)

After the set of all Map tasks is processed in parallel

by each node in the cluster, without sharing data with

other nodes, the output will be restored in the cluster as

Figure 1. Chunk-based ensemble classification and update.

Figure 2. Illustration of classification using MC-ensembles

a collection of files. These files will then be transferred to

another group of task(s) called Reduce.

Reduce(key2, List(val2))→ List(val2) (2)

The Reduce function accepts an intermediate key and a

set of values for that key. Again the user decides what

to do with these key and values, and produces a possible

smaller set of values. The original MapReduce software is

a proprietary system of Google, and therefore, not available

for public use. However, Hadoop [18] is an open source

software implementing the MapReduce paradigm which is

utilized in our experiment.

B. Traditional Chunk-based Ensemble Aprroach

Definition 1 (Chunk-based Ensemble (CHE)): A chunk-

based ensemble is an ensemble classification approach,

which trains one classifier per chunk, and keeps L (constant)

classifiers in the ensemble. In other words, the ensemble M
contains L models M1, ..,ML, where each Mi is trained

from one data chunk.

Figure 1 illustrate the CHE classification and update. The

current ensemble M1, ..,ML would be used to classify the

last unlabeled chunk Di (Figure 1 step 1). Once Di is

labeled by a human expert it will be used to train a new

model Mnew (Figure 1 step 2). To update the ensemble, the

current L models M1, ..,ML in the ensemble and the new

model Mnew would be tested on the last labeled chunk Di

and the best L out of (L + 1) models will constitute the

updated ensemble by discarding the worst model based on

accuracy/error.
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IV. OVERVIEW OF OUR PROPOSED APPROACH

Figure 2 illustrate MCE classification and update. We keep

an MC-ensemble Mi for each class i. Let C be the total

number of classes. Therefore, we have C MC-ensembles.

The size of each MC-ensemble is L, i.e., each MC-ensemble

consists of L micro-classifiers. The data stream is divided

into equal size chunks. When a new data chunk Dn arrives,

we first classify the unlabeled data with the MC-ensembles.

When Dn is labeled by human experts, new micro-classifiers

are trained and the existing MC-ensembles are updated.

Following subsections explain the process. Before explaining

this process in details let us define some of the terms that

we use throughout the paper.

Definition 2 (Micro-classifier): A micro-classifier (MC)

bi is a partial classifier that has been trained with only

positive instances of class ci and constructs a decision

boundary D(bi) around the training data. To classify a test

instance X , bi is used to produce a micro-classification

Yi = f(bi, x).
A micro-classifier is a partial classifier in the sense that

it outputs only a part of a classification. Then the micro-

classifications are combined to produce final class prediction

of X as follows. Y = Combine(Y1, ..., YC), where C is the

number of classes, and Combine is the combiner function

(see Section IV-B). Sections IV-A, and IV-B discuss the

training and classification process of the micro-classifiers.

Definition 3 (Micro-classifier ensemble (MCE)): A

micro-classifier ensemble is an ensemble of L micro-

classifiers.

As opposed to our proposed MCE, a chunk-based ensemble
is defined as:

Definition 4 (Recurrent class): A class c is a recurrent

class if it disappears from the stream for one or more chunks

and reappears again.

Figure 3. (a) Training MCE Classifier, (b) Chunk-based classifier, and (c)
Classifier decision boundary

A. Training a micro-classifier

Each training chunk is first split into k disjoint partitions

P = {p1, ..., pk} of instances based on class labels, where

k is the total number of classes in the chunk. Therefore,

partition pi contains only the i-th class instances, and so

on. For generative model, each such partition is then used

to train a micro-classifier (MC) as follows. We use K-

means clustering to build K clusters using the instances of

a partition pi. For each cluster H , we compute a summary

h, containing i) μ the centroid, ii) r: the radius of H
defined as the distance between the centroid and the farthest

data point in H , and iii) n the number of instances in H .

The summary h is called a micro-cluster. After computing

the micro-clusters, the raw data points are discarded. The

set of micro-clusters for each partition pi constitute MC

classifier. Therefore, a micro-classifier MC is a set of K
micro-clusters, all built from the same class instances.

Figure 3 shows the difference between MCE training

process (a) and chunk-based approach (b). In MCE, one

MC classifier is trained from each class in the chunk.

Whereas in chunk-based approach one classifier is trained

from the whole data chunk, for example, in the chunk-based

approach, classifier CLi is trained from chunk i. But in the

MCE approach, classifiers MCi(a), and MCi(b) are trained

from chunk i because chunk i contains two classes a and

b. Classifier MCi(a) is trained using only class a instances,

and so on.

Decision boundary of a micro-classifier: For generative

model, each micro-cluster in the micro-classifier can be

considered as a hypersphere having centroid at μ and

radius of r. The portion of feature space covered by all

the hyperspheres (i.e., micro-clusters) defines the decision

boundary for the micro-classifier. A test instance is inside

the decision boundary if it is inside one of the micro-clusters

of the micro-classifier. A test instance is considered to be

inside a micro-cluster, if the distance from the test instance

to the centroid of the micro-cluster is less than or equal

to the radius of the micro-cluster. Figure 3 (c) illustrates a

micro-classifier and its corresponding decision boundary.

The hyperspheres generated by our approach are usually

small enough, and therefore the union of these hyperspheres

can represent both convex and non-convex shapes of classes.

Training and testing using MapReduce : Now, we

will show how training and testing can be done using

MapReduce. Here, we assume that two contiguous chunks

will be input for Mapper. The former chunk will be used for

training and the later will be used for testing. For example,

in Figure 3, Dn−1 will be used for training and Dn will be

used for testing. Dn−1 chunk will be partitioned based on

class labels.

After partitioning the training chunk Dn−1 into k class

partitions, these partitions along with corresponded class

ensemble and the whole test chunk Dn would be the input

for the Mappers (Figure 4). For example, the ith class

partition (pi), the i-th class ensemble (Mi) and the test

chunk (Dn) would be the input for the i-th Mapper. The

Map function (Algorithm 1) will be as follows. First, we will

classify Dn using Mi ensemble ( lines 2-6 and section IV-B).

Second, we will train a new model Mnew (line 9) using the

training data (e.g., instances in pi from chunk Dn−1) as

discussed above. Finally, we will update the local i − th
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Figure 4. Classification using MC-ensembles (MapReduce)

Algorithm 1 Map (Key, Value)

Input: Key is i − th class and V alue is an object of

the test chunk Dn, the training partition Pi, and the

corresponding class ensemble Mi

Output: < Key′, V alue′ >, Key is i−th class and V alue′

is an object of the updated i − th class ensemble and

the prediction for each instance x in Dn

1: Predictions ← Vector representation of Dn test in-

stances predictions.

2: for x ∈ Dn do
3: /* Classify x using class ensemble Mi*/

4: IsBoundedi ← Is x inside the decision boundary

of at least L
2 micro-classifiers Mij ∈Mi?

5: Componenti ← minL
j=1 Dist(x,the nearest micro-

cluster of x in Mij )

6: Predictions.ADD(xi.id,IsBoundedi,Componenti)
7: end for
8: Train new Model Mnew using Pi

9: Update Mi using Mnew

10: V alue = new Object(Mi,Predictions)

11: Output < Key′, V alue′ >

class ensemble Mi (line 9, see section IV-C). The output

from each Mapper is the new i− th class ensemble Mi and

its local prediction for Dn would be passed to the Reducer

for the final combined prediction (see section IV-B).

B. Classification with the MC-ensembles

Figure 2 illustrates the generative classification approach

by the MC-ensemble. Classification of a test instance x is

performed in the following steps Step1: This step performed

by Mappers (Algorithm 1). Each ensemble Mi first performs

a bounding check on x. x is considered bounded by Mi if

L/2 or more micro-classifiers Mij ∈ Mi finds that x is

inside their decision boundaries (Algorithm 1 line 4). Then

we find the minimum distance from x to all micro-clusters

in all micro-classifiers Mij ∈ Mi (line 5). This minimum

distance is saved as the component output from Mi (line 6).

For simplicity, we use the Euclidean distance metric.

Step2: This step performed by the Reducer (Algorithm 2).

We take the ensembles by which x is bounded in step1. Let

Q be the set of such ensembles (Algorithm 2 line 3). Note

that if x is bounded by an ensemble Mi, it is very likely that

it belongs to the class i. However, due to noise or curse of

dimension, x may be bounded by more than one ensemble.

An opposite case may occur where x is not bounded by any

ensemble. In this case, Q will be the set of all the ensembles

(line 4). In any case, we break the ties by combining the

component outputs. To combine the component outputs we

may perform any operation (max / min etc.) based on the

component values (line 5). For example, if the component

outputs are probabilities, we can take the maximum of those

probabilities. In our case, since the component outputs are

distances, we take the minimum of those distances, and

assign the predicted class to the corresponding ensemble’s

class label. For example, if Componentj is the minimum

among all, then the predicted class would be j. Therefore,

the combined classification is essentially a special case of

the k-NN classification.

Algorithm 2 Reduce (Key, Value)

Output: < Key, V alue >, Key is i− th class and V alue
is an object of new class Mi ensemble and the vector

Predictions (see Algorithm1)

Output: < key′, V alue′ >, Key is null and V alue′ is

an object of the updated class ensembles and the final

combined prediction for each instance x in Dn

1: Predc← Vector representation of the final predictions

for instances in Dn.

2: for x ∈ Dn do
3: Q← Set of MC-ensembles in Predictions for which

IsBoundedi = true
4: if Q=empty then Q ← {M1, ...,MC} //take all en-

sembles

5: predclass ← Combine({Componenti|Mi ∈ Q})
//combine component outputs

6: Predc.add(x.id,predclass)

7: end for
8: Output < Key′, V alue′ >
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C. Updating the MC-ensembles

This MC-ensembles update is handled by the Mappers

(Figure 4 and Algorithm 1). For example the input for the

i − th Mapper would be the class partition (pi) and the

i−th class ensemble (Mi) and the test chunk (Dn). An MC-

ensemble Mi consists of L micro-classifiers {Mi1 , ...,MiL}
where each Mij is trained using only class i instances

(e.g. pi). When a new micro-classifier of class i is trained

(Algorithm 1 line 9), it replaces one of the micro-classifiers

in Mi (line 9). The replacement micro-classifier is chosen

by evaluating all Mij ∈ Mi on the class i instances of the

training chunk (i.e., on partition pi) and selecting the one

with the highest prediction error. In this case, the prediction

of Mij is considered erroneous if a test instance belonging to

class i falls outside the decision boundary of Mij , otherwise,

the prediction is correct. The output from each Mapper is

the new i − th class ensemble Mi and its local prediction

for Dn will be passed to the Reducer for the final combined

prediction (to be also discussed in IV-B).

V. EXPERIMENTS

A. Datasets and experimental setup

We use two synthetic (SynD: observes only concept-

drift, SynE: observes both concept-drift and class evolution)

and two real datasets (Forest Covertype and KDD Cup

1999). The number of classes are 20,40, The datasets are

downloaded from [19]. Synthetic dataset (SynD): This

synthetic data is generated with drifting concepts. See [2]

for details. The dataset contains 20 classes, 40 numeric

attributes, and 1,000,000 instances.

Synthetic dataset (SynE) It simulates both concept-drift

and class evolution, i.e., classes disappear and reappear in

the stream. See [13] for details. The dataset contains 40

classes, 40 numeric attributes, and 1,000,000 instances.

Forest cover dataset from UCI repository (Forest): The

dataset contains geospatial descriptions of different types

of forests. It contains 7 classes, 54 attributes and around

581,000 instances.

KDDCup 99 network intrusion detection: We have used

the 10% version of the dataset, which is more concentrated

and challenging than the full version. It contains 490K

instances, 23 classes, and 34 continuous attributes.

Competing approaches: Our algorithm is implemented

in Java. The competing approaches are listed below.

MCE: This is our proposed micro-classifier ensemble.

BL: This is a chunk-based ensemble approach, where an

ensemble of the best L classifiers is used. It is created by

storing all the classifiers trained so far in the stream, and

selecting the best L of them based on prediction error on

the latest training chunk. An instance is tested using simple

voting.

AWE: This is a chunk-based ensemble called Accuracy

Weighted Ensemble [2].

MPC: This is a chunk-based ensemble called Multi-Partition

Multi-Chunk Ensemble [12].

For each baseline, we use the same base learner as

MCE. Each classification model is trained from an entire

data chunk by applying a constrained K-means clustering

technique and creating micro-clusters in the same way as is

done with MCE (Section IV-A).

Parameter settings: For fairness, we use the same

ensemble size and chunk size for all competitors. The

settings are as follows. i) Ensemble size (L) = 3, ii) Chunk

size (S) = 1000, iii) # of pseudopoints per micro-classifier

(K) = 50.

Hadoop Distributed System Setup: The distributed

system on which we performed our experiments consists of

a cluster of ten nodes. Each node has the same hardware

configuration: Intel Pentium IV 2.8GHZ processor, 4GB

main memory and 640GB hard disk space. The software

environment also uses the same configuration: the operating

system is Ubuntu 9.10, the distributed computing platform is

Hadoop-0.20.2, the Java development platform is JDK 1.6,

and the network link is 100MB LAN.

B. Performance study

Evaluation approach: For each competing technique and

for each dataset, we compute the total misclassification rate

(% instances misclassified), and area under the ROC curve

(AUC). The evaluation is done as follows. We build the

initial ensemble for each competing approach using the first

init(=3) chunks. From the init+1st chunk, we first evaluate

the ensemble on that chunk, and then train new models and

update the existing ensemble with the new models.
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Figure 5. Error rates in (a) Forest Cover, (b) KDD and (c) SynD, and (d)
SynE dataset

Figure 5 shows the prediction error rates of each approach

on each dataset. In each of these charts, the X axis represents

stream progression starting from chunk four and the Y axis

represents the error. Recall that the first three chunks in the
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stream have been used to construct initial ensembles for all

methods and testing starts from chunk four. For example,

in figure 5 (a), the Y value of MCE at X=450 represents

the error (%) by MCE in the first 450,000 instances of the

Forest Cover dataset. At this position the error rate of MCE

is 8.59%, whereas the error rates of MPC, BL, and AWE are

21.5, 21.1, and 20.9, respectively. In all the datasets, MCE

has the lowest error throughout the stream.

Table I summarizes the comparative evaluation results. It

reports the error rate (%) and Area Under the ROC Curve

(AUC) of each method on each dataset. For example, The

rows headed by “Forest” show the error rates and AUCs

of each approach on the Forest dataset. The error rates of

MCE, BL, AWE, and MPC on Forest are 8.9, 21.6, 21.2,

and 21.7, respectively. The ROC curves are generated for

each class separately, then they are averaged using “vertical

averaging” technique. Finally, the AUC of the averaged ROC

is taken. A higher value of AUC means a better classifier.

The AUC of MCE is better than all of the other baseline

techniques. Also note that the difference in AUC of MCE

from other baselines increases when the number of classes

in the dataset increases. For example, KDD has 23 classes,

so the AUC difference is the highest. This is because more

recurring classes are likely to appear when the total number

of classes increases in the data stream, which increases error

rates in the baseline techniques compared to MCE.
Table I

SUMMARY RESULT ON ALL DATASETS

Dataset MCE BL AWE MPC

SynD
Error 13.3 21.0 20.8 18.6
AUC 0.91 0.87 0.87 0.91

KDD
Error 3.4 5.9 7.1 5.3
AUC 0.94 0.82 0.81 0.83

SynE
Error 1.0 12.2 12.2 12.4
AUC 0.99 0.97 0.97 0.97

Forest
Error 8.9 21.6 21.2 21.7
AUC 0.95 0.91 0.92 0.94

Figure 6 show the sensitivity of MCE on ensemble size

(L) and chunk size (S) for MCE and other baselines on

SynE dataset. The error rate of MCE is not very sensitive to

ensemble size and chunk size but the baseline techniques are

very sensitive. For example, for any ensemble size between

1 and 8, the error and AUC of MCE are close to 1.02%

and 0.995, respectively; whereas those of the baselines vary

significantly for different values of ensemble size. MCE is

less insensitive to ensemble size because of the structure of

the ensemble. In MCE, even if L=1, the number of classifiers

is C. Therefore, MCE is more complete even when L=1

in the sense that it contains at least C classifiers, one per

class. Increasing L beyond 1 helps to reduce error if the

classifiers add more diversity to the ensembles. On the other

hand, the ensembles of the baseline techniques contain only

one classifier when L=1. Therefore, increasing L in these

ensembles is more significant than increasing L in MCE.

However, for any value of L, we note that error of MCE

is lower (higher) than all baseline techniques. We observe

from figure 6 (b) that MCE is less sensitive to chunk size

(S) than the baseline techniques as well. The main reason

for this is that when chunk size is increased (e.g. 500 to

1000), ensemble update is delayed because we need to wait

longer for training data. The increase in delay increases the

error for the baselines because of concept-drift and recurrent

classes. But MCE is able to detect recurrent classes and is

less sensitive to chunk size. We have also run a sensitivity

test for parameter K, the number of clusters, but we found

that MCE and the baseline techniques are not sensitive to

this parameter for any value between 25-200.
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Figure 6. Sensitivity to ensemble size and chunk size

Table II shows the training and testing times (in seconds)

of each approach in each dataset. MCE is faster than all other

approaches over all datasets. One important observation is

that the more the total number of classes in the stream the

more efficient MCE would be compared to other methods.

Since when we have a large number of classes in the

stream the training usually takes non-linear running time,

and that is why the training and testing time for the chunk-

based ensembles (baseline methods) is very high compared

to MCE where training and testing performed over all

k partitions of the training chunk processed in parallel.

Therefore, traditional chunk-based approaches require more

training and testing time than MCE approach and it is hard

to implement these traditional methods using cloud due to

the ensemble structure which relies on the whole chunk

for training. The results reported in this section prove

that the proposed MCE approach dominates the chunk-

based data stream classification techniques, which happens

because of two reasons. The first reason is recurrent class.

The longer the recurrent class c disappears, the higher the

chance that a CHE (chunk-based) ensemble will discard

models containing class c, and misclassify class c instances

when they reappear. To verify this scenario, we also create

a synthetic dataset similar to SynE, but introduce the re-

currence in only one class. This class disappears four times

in the stream, and reappears four times in chunk number

44, 94, 114, and 194. Every time the class reappears, all

of the baseline techniques misclassify all of the instances

of the class, yielding a 100% error for the class. On the

other hand, MCE correctly classifies all those instances,

and yields 0% error. The baselines miss all the recurrent

class instances for the first two chunks (e.g. 44 and 45).
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After these chunks are used to update ensemble for the

baseline techniques, the classification error decreases. The
Table II

TRAINING TIMES (IN SECONDS) ON ALL DATASETS

Dataset MCE BL AWE MPC
Forest 142 1853 259 986
KDD 195 1911 790 2337
SynD 185 1830 688 2170
SynE 291 2327 1521 2650

second reason is more intuitive. In a CHE approach, when

a model is discarded, knowledge obtained from the whole

chunk is deleted. However, it is possible that the knowledge

about some class c in that chunk was important. Removal

of that knowledge my lead to poor performance by the

ensemble. On the contrary, the model update in the MCE

approach is more finer grained, i.e., at the class level (not

chunk-level), and therefore, better suited for uneven drifts

in different classes. We also conducted several experiments

with synthetic data with uneven drifts, and the results (not

shown due to space limitation) validate this argument that

MCE outperforms CHE approaches in uneven drifts as well.

VI. CONCLUSION

We have introduced a class-based ensemble technique

for classifying concept-drifting data streams. Our ensemble

approach keeps C fixed sized ensembles of micro-classifiers,

where C is the number of classes in the data stream. The

micro-classifier ensembles are used to first check whether a

test instance falls inside the decision boundary of the ensem-

ble, and then outputs a single, unified micro-classification.

The micro-classifications from each of the ensembles are

then combined, resulting in the final class prediction for the

test instance. To handle large number of classes, a cloud-

based solution is sketched. We have shown that this cloud

approach is more robust than traditional chunk-based ensem-

ble approaches by testing our approach on both synthetic

data and real benchmark data.

In the future, we intend to apply our technique in detecting

new classes in the stream. We would also like to apply the

proposed method in the multi-label domain wherein a test

instance might have more than one label.

ACKNOWLEDGMENT

This material is based upon work supported by The

Air Force Office of Scientific Research under Award Nos.

FA-9550-08-1-0260 and FA-9550-09-1-0468. We thank Dr.

Robert Herklotz for his support.

REFERENCES

[1] T. White, Hadoop: The Definitive Guide, 1st Edition.
O’Reilly Media, Inc., June 2009.

[2] H. Wang, W. Fan, P. Yu, and J. Han, “Mining concept-drifting
data streams using ensemble classifiers.” in Proc. KDD, 2003.

[3] Y. Yang, X. Wu, and X. Zhu, “Combining proactive and
reactive predictions for data streams,” in Proc. SIGKDD,
2005, pp. 710–715.

[4] G. Hulten, L. Spencer, and P. Domingos, “Mining time-
changing data streams,” in Proc. KDD, 2001, pp. 97–106.

[5] P. Zhang, X. Zhu, and L. Guo, “Mining data streams with
labeled and unlabeled training examples,” in Proc. ICDM,
2009, pp. 627–636.

[6] J. Z. Kolter and M. A. Maloof, “Using additive expert
ensembles to cope with concept drift,” in Proc. of the Intl.
conf. on Machine learning (ICML), 2005, pp. 449–456.

[7] A. Bifet, G. Holmes, B. Pfahringer, R. Kirkby, and
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