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Abstract 
 
   In this paper we describe the design and 
implementation of a semantic web based framework for 
secure information integration. In particular, we have 
evaluated Amazon’s Simple Storage Service’s ability to 
provide storage support for large-scale semantic data 
used by a semantic web-based framework called 
Blackbook. We describe cryptographic techniques for 
enforcing the protection of published data on Amazon S3. 
We also explore access control issues associated with 
such services and provide a solution using Sun’s 
implementation of eXtensible Access Control Markup 
Language (XACML). 
 
1.  Introduction 
 
   Blackbook is an initiative by IARPA (Intelligence 
Advanced Research Project Activity) towards building a 
semantic web-based data integration framework [3]. The 
main purpose of the Blackbook system is to provide 
intelligence analysts an easy to use tool to access data 
from disparate data sources, make logical inferences 
across the data sources and share this knowledge with 
other analysts using the system. Besides providing a web 
application interface, it also exposes its services by means 
of web services. 
   Blackbook integrates data from different data sources, 
thereby making it prudent to store the data sources in a 
shared environment like the one provided by cloud 
computing services. But storing shared data in cloud 
environments in a secure manner is a big challenge. In 
this paper, our work focuses on solving this problem. 
Cloud computing services like Amazon S3 [2] are gaining 
a lot of popularity because of factors like cost efficiency 
and ease of maintenance. We have evaluated the 
feasibility of using S3 storage services for storing 
semantic web data. Blackbook uses several semantic data 
sources to produce search results. In our approach, we 
stored one of the Blackbook data sources on Amazon S3 
in a secure manner, thus leveraging cloud computing 
services within a semantic web-based framework. We 
encrypted the data source using Advanced Encryption 
Standard (AES) [1] before storing it on Amazon S3. Also, 

we do not store the original key anywhere in our system. 
Instead, the key is generated by two separate components; 
each called a “Key Server”. Then, the generated key is 
used to encrypt data. 
   To prevent replay attacks, we used the Lamport One 
Time Password [5] scheme to generate the passwords that 
are used by the client for authentication with the “Key 
Servers”. We used the Role Based Access Control 
(RBAC) model [10] to restrict system access to 
authorized users and implemented the Role Based Access 
Control policies using Sun’s implementation of 
eXtensible Access Control Markup Language (XACML) 
[7]. 
   In this paper, we describe the design and 
implementation of a secure information integration 
framework that uses Blackbook.  Details of Blackbook 
can be found in [3]. In Section 2, we present a detailed 
description of our implementation. Section 3 presents our 
conclusions. Additional details of our work can be found 
in [9]. 
 
2. Integrating Blackbook with Amazon S3 
 
   Cloud computing is a paradigm of computing in which 
dynamically scalable and often virtualized resources are 
provided as a service over the Internet [4]. The concept 
incorporates the following combinations: 

Infrastructure as a Service (IaaS) 
Platform as a Service (PaaS) 
Software as a Service (SaaS) 

   Economic advantage is one of the main motivations 
behind the cloud computing paradigm, since it promises 
the reduction of capital expenditure (CapEx) and 
operational expenditure (OpEx) [6]. Various 
organizations can share data and computational power 
using the cloud computing infrastructure. For instance, 
salesforce.com is an industry leader in Customer 
Relationship Management (CRM) products and one of the 
pioneers to leverage the cloud computing infrastructure 
on a massive scale.  
   Since Blackbook is a data integration framework, it can 
search and integrate data from various data sources which 
may be located on local machines or remote servers. 
  We utilized the data storage services provided by 
Amazon S3 to store data sources used by Blackbook.  
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The reasons we chose Amazon S3 are as follows: 
�� Cost Effective - Storage price as low as $0.125 per 

GB per month. 
�� Ease of use - Can be invoked via both REST and 

SOAP web services. 
�� Reliability - Amazon is a big player in Cloud 

Computing and is known for providing reliable cloud 
computing services. 
 
Privacy risks 

 
   Privacy is an important concern for cloud computing 
services in terms of legal compliance and user trust. The 
main privacy risks involved are as follows [13]: 
� For the cloud service user � being forced to be 

tracked or give personal information against will. 
� For the organization using cloud service � non 

compliance to enterprise policies, loss of reputation and 
credibility. 
� For implementers of cloud platforms � exposure of 

sensitive information stored on the platforms, loss of 
reputation and credibility. 
� For providers of applications on top of cloud 

platforms � legal non-compliance, loss of reputation. 
� For the data subject �  exposure of personal 

information. 
 
Amazon S3 

 
   “Amazon S3 is storage for the Internet. It is designed to 
make web-scale computing easier for developers. 
Amazon S3 provides a simple web services interface that 
can be used to store and retrieve any amount of data, at 
any time, from anywhere on the web. It gives any 
developer access to the same highly scalable, reliable, 
fast, inexpensive data storage infrastructure that Amazon 
uses to run its own global network of web sites. The 
service aims to maximize benefits of scale and to pass 
those benefits on to developers.” [2]. 
   Many organizations use services like Amazon S3 for 
data storage. Some important questions arise here –  
Is the data we store on S3, secure?  Is it accessible by any 
user outside our organization? How do we restrict access 
to files for users within the organization? 
   To keep our data secure, we propose to encrypt the data 
using AES (Advanced Encryption Standard) before 
uploading the data files on Amazon S3. To restrict access 
to files to users within the organization, we propose to 
implement Role-based access control policies using 
XACML. In Role Based Access Control (RBAC), 
permissions are associated with roles and users are made 
members of appropriate roles. This simplifies 
management of permissions. [10] 

  

                     
 
 
                     Figure 1. System Overview 
 

   The data sources are stored on an Amazon S3 server in 
an encrypted form. The two keys used to encrypt the data 
source are stored on two servers – Key server 1 and Key 
server 2.  The policies associated with the data sources for 
different users are also stored on these servers. 
 
Authentication: The system uses the One Time Password 
(OTP) for authentication. It is a password that is only 
valid for a single session or transaction. OTPs avoid the 
shortcomings associated with static passwords [8]. Unlike 
static passwords, they are not vulnerable to replay attacks. 
So if an intruder manages to get hold of an OTP that was 
used previously to log into a service or carry a 
transaction, the system’s security won’t be compromised 
since that password will no longer be valid. The only 
drawback of OTP is that humans cannot memorize them 
and hence require additional technology in order to work. 

 
How OTP’s are generated and distributed 
 
   OTP generation algorithms make use of randomness to 
prevent prediction of future OTPs based on the previously 
observed OTPs. Some of the approaches to generate 
OTPs are as follows: 

�� Use of a mathematical algorithm to generate a new 
password based on the previous passwords. 
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�� Based on time-synchronization between the 
authentication server and the client providing the 
password. 

�� Use of a mathematical algorithm where the new 
password is based on a challenge (e.g. a random number 
chosen by the authentication server or transaction details) 
and / or a counter. We use Lamport’s One Time Password 
scheme for authentication. The Lamport OTP approach is 
based on a mathematical algorithm for generating a 
sequence of “passkey” values and each successor value is 
based on the value of predecessor. The core of Lamport’s 
OTP scheme requires that co-operating client/service 
components agree to use a common sequencing algorithm 
to generate a set of expiring one-time passwords (client 
side) and validate client-provided passkeys included in 
each client-initiated request (service side). In our case, the 
client is the Blackbook system and the service 
components are the “Key Servers”. The client generates a 
finite sequence of values starting with a “seed” value and 
each successor value is generated by applying some 
transformation algorithm (or F(S) function) to the 
previous sequence value: 

 
S1 = Seed, S2 = F (S1), S3 = F (S2), S4 = F (S3)… 

S[n] = F (S [n-1]) 
 

   We use the “password” of the user which is salted with 
some randomly generated bytes (using SHA1PRNG) as a 
key to generate the seed value using SHA-256 [11]. The 
next values in the sequence are generated using the 
obtained seed value using SHA-256. All these generated 
values are stored in a stack on the client machine.  The 
topmost value on the stack is stored on both the “Key 
Servers” (1 & 2). If the client sends a request for the first 
time, the topmost value of the client stack is compared 
with the value on the “Key Servers” (1&2). If the values 
match, the client is authenticated and the topmost value 
on the client stack is removed. For subsequent requests, 
the topmost value on the client stack is used to compute 
the successor value using the hash function (used to build 
the stack). If the generated value and the value on the 
“Key Servers” match, the user is authenticated; the 
topmost value on the client stack is stored on the “Key 
Servers” and subsequently removed from the client stack. 
If the client stack gets exhausted, a new stack is generated 
and the topmost value on the stack is stored on the “Key 
Servers”. Once the user is authenticated using the One 
Time Password scheme, the user request is evaluated 
against the policies applicable for the resource (data 
source in our case) requested by the user for access. The 
pre-defined policies are stored in the “Policy Server” 
component of the “Key Servers”.  If the policies for the 
resource are applicable for the user request, the “Key 
Server” sends the keys used to encrypt the resource 
requested by the user. 
 

Authorization: We use XACML (eXtensible Access 
Control Markup Language), an XML-based language for 
access control to implement the access controls using the 
policies defined in an XML file. After the user gets 
authenticated with the system, the system checks if the 
user is authorized to access the requested resource.  The 
user request is handled by the Policy Enforcement Point 
(PEP) which converts a users’ request into an XACML 
request and sends it to the Policy Decision Point (PDP) 
for further evaluation. The PDP evaluates the request and 
sends back a response, which can be either “access 
permitted” or “access denied”, with the appropriate 
obligations. (We are not considering obligations for our 
system). A policy is a collection of several 
subcomponents: target, rules, rule-combining algorithm 
and obligations. 
 
Target: Each policy has only one target which helps in 
determining whether the policy is relevant for the request. 
The policy’s relevance for the request determines if the 
policy is to be evaluated for the request, which is 
achieved by defining attributes of three categories in the 
target – subject, resource and action. For e.g. we have 
specified the value “testadmin@blackbook.jhuapl.edu” 
for the subject and “amazons3” for the resource. 
 
Rules: We can associate multiple roles with the policy. 
Each rule consists of a condition, an effect and a target. 
 
Conditions are statements about attributes that return 
True, False or Indeterminate upon evaluation. 
 
Effect is the consequence of the satisfied rule which 
assumes the value Permit or Deny. We have specified the 
value as Permit. 
 
Target helps in determining if the rule is relevant for the 
request. 
 
Rule Combining Algorithms: As a policy can have 
various rules, it is possible for different rules to generate 
conflicting results. Rule combining algorithms resolve 
such conflicts to arrive at one outcome per policy per 
request. Only one rule combining algorithm is applicable 
to one policy. 
 
Obligations: Obligations allow the mechanism to provide 
a finer level of access control than mere permit and deny 
decisions. They are the actions that must be performed by 
the PEP in conjunction with the enforcement of an 
authorization decision. 
 
   After successful authentication and authorization, the 
Amazon File Manager downloads the requested resource 
from Amazon S3 server. More specifically, Key Server – 
1 sends key1 and the Key Server – 2 sends key2 to the 
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Amazon File Manager. These keys are XORED to get 
keyorg i.e.  

keyorg = key1 XOR key2 
Then, keyorg is used to decrypt the resource by the 

Encryption / Decryption Service Provider. 
 

Why two key servers are used? The main motive behind 
using two key servers is to avoid a single point of failure. 
If any of the key servers gets hacked, the data is not 
compromised as two keys, one from each of the key 
servers are needed to decrypt the data sources. In case one 
of the key servers is hacked and the keys stored on that 
server are compromised, we run into the risk of rendering 
the data source stored on Amazon useless as we need two 
keys, one from each key server, to retrieve the original 
key used to encrypt the data source. To avoid this, we 
propose to take periodic backups of the keys on each of 
the key server. 
 
Scenario: We now describe a sample scenario, depicting 
an interaction with the Amazon S3 storage service, with 
respect to the Blackbook system. 

1. The user U fires a search query to Blackbook (Step 
1 in Figure 1). Blackbook federates the query across 
various data sources including the data source F that is 
securely stored on Amazon S3. 

2. We follow the One Time Password (OTP) scheme to 
authenticate the client (Blackbook in this case) for using 
the AWS S3 service. The client machine sends the 
topmost value on the OTP stack along with the user 
credentials and the request to key servers 1 & 2 (Steps 2a 
and 2b in Figure 1).  

3. If the value passed by the client matches the value 
on the OTP stack of the key servers and the policies 
applicable for the user are valid for the request, the key 
servers send the “key” used to decrypt the data source 
(Step 3a and 3b in Figure 1). 

4. The keys, key1 and key2, obtained from the key 
servers 1 & 2 are /XOR-ed to obtain the original key used 
to decrypt the data source F (Step 4 in Figure 1). 

5. The Amazon File Manager passes the Amazon 
account credentials and the data source name to retrieve 
the data source (Steps 5 and 6 in Figure 1). 

6. The Encryption / Decryption Service Manager 
retrieves the encrypted data source and then, using the 
XOR-ed key, decrypts the data source (Steps 7 & 8 in 
Figure 1). 

7. Blackbook performs a search on the data source 
retrieved from Amazon along with other data sources and 
returns the results to the user (Step 9 in Figure 1). 

 
A sample XACML request: The subject, 
testadmin@blackbook.jhuapl.edu, which belongs to the 
users group (attribute of the subject), is trying to perform 
a read action on the resource amazons3. To create such a 
request, we need two subject attributes, one resource 

attribute and one action attribute. The two subject 
attributes are rfc822Name (e-mail ID) and the group to 
which the subject belongs. The one resource attribute is 
the URI of the resource, and the one action attribute is the 
read action on the resource. The complete listing which 
demonstrates the creation of the PEP with all of these 
attributes can be found in [9]. 
 
3. Experiments 
 
   In our approach, we have used the Advanced 
Encryption Standard to encrypt data before storing it on 
Amazon S3 server. Uploading the data on the Amazon 
server is a one-time process. The data source needs to be 
uploaded again only when the stored data needs to be 
modified. But the data source stored on Amazon S3 needs 
to be downloaded every time the user issues a search 
query to the Blackbook system. Since, the data source 
needs to be decrypted every time a query is issued, it may 
affect performance since encryption and decryption are 
costly operations.  
   We ran the experiments on a Dell desktop computer 
running on Ubuntu Gutsy 7.10 with the following 
hardware configuration: Intel® Pentium® 4 CPU 3.00 
GHZ, 1 GB RAM. 
   The network bandwidth while running the experiments 
varied between 250 and 300 Mbps. We generated the data 
files using the triple generation program provided by 
SP2B, the SPARQL Performance Benchmark [12]. We 
experimented with 30 files of different sizes, ranging 
from 1 MB to 30 MB.  Details of the experiments are 
given in [9]. 

 
4. Summary and Directions 
 
   Blackbook, a semantic web based data integration 
framework, allows data integration from various data 
sources.  We argue that RDF resources are perfect 
candidates for publication via RESTful web services. 
Since RESTful web services and semantic web, both deal 
with resources, it makes sense to expose RDF resources 
via RESTful interface. Technologies like semantic web 
can only work with web services that identify resources 
with URI’s and hence REST is an ideal platform for 
implementing web services for semantic web-based 
systems. 
   Cloud computing paradigm is becoming increasingly 
important in today’s world. Therefore, issues like data 
security and privacy in the context of cloud computing 
have gained a lot of attention.  In [13], the author provides 
some interesting insights about how privacy issues should 
be taken into consideration when designing cloud 
computing services.  
   In this paper, we suggested techniques to protect our 
data by encrypting it before storing on cloud computing 
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servers like Amazon S3. Our approach is novel as we 
propose to use two key servers to generate and store the 
keys. Also, we assure more security than some of the 
other known approaches as we don’t store the actual key 
used to encrypt the data. This assures the protection of our 
data even if one or both key servers are compromised. 
   In our current approach, we download the data source 
for every request from the user. In future, we can make 
the provision to cache the data source requested by the 
user on our local server and provide the results to the user 
from the cached data source by treating it as a local data 
source. This approach will help to enhance performance. 
Also, we can divide the data source in chunks and then 
upload it. Since the search process takes place in an 
asynchronous manner, we can download the chunks, 
search for results and display them to the user, one at a 
time. Meanwhile, the application can keep downloading 
other chunks. We can also keep track of search history for 
a user. When the user logs in to the system, we can 
download chunks that a user is most likely to query. 
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