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ABSTRACT 
Cloud computing is rapidly growing in popularity as a solution for 
processing and retrieving huge amounts of data over clusters of 
inexpensive commodity hardware.  The most common data model 
utilized by cloud computing software is the NoSQL data model.   
While this data model is extremely scalable, it is much more 
efficient for simple retrievals and scans than for the complex 
analytical queries typical in a relational database model.  In this 
paper, we evaluate emerging cloud computing technologies using 
a representative use case.  Our use case involves analyzing 
telecommunications logs for performance monitoring and quality 
assurance.  Clearly, the size of such logs is growing  exponentially 
as more devices communicate more frequently and the amount of 
data being transferred steadily increases.  We analyze potential 
solutions to provide a scalable database which supports both 
retrieval and analysis.  We will investigate and analyze all the 
major open source cloud computing solutions and designs.  We 
then choose the most applicable subset of these technologies for 
experimentation.  We provide a performance evaluation of these 
products, and we analyze our results and make recommendations.  
This paper provides a comprehensive survey of technologies for 
scalable data processing and an in-depth performance evaluation 
of these technologies.   

Categories and Subject Descriptors 
 H.2.4 [Information Systems]: Systems – parallel databases, 
distributed databases, query processing.  

General Terms 
Performance 

Keywords 
Cloud Computing 

1. INTRODUCTION 
Scalability is the ability of a system to handle growing amounts of 
data.  Scalability is one of the most important requirements for 
databases and data processing systems in today’s environment. In 
2009, the volume of world wide electronic data grew 62% in just 

one year, to 1.2 zettabytes[34].  
Cloud computing is growing in popularity as a design model for 
enabling extreme scalability for data intensive applications.  In the 
cloud computing paradigm, data storage and retrieval operations 
are performed in parallel over  clusters of commodity hardware.  
Cloud computing solutions have been used in production at major 
industry leaders such as Google, Amazon, and Facebook.   
In this project, we evaluate methods for storing and retrieving 
large quantities of detailed records efficiently.  We evaluate and 
experiment with distributed, scalable cloud computing solutions.  
The goal is to enable both efficient retrieval and complex 
analytical queries which include aggregation, joins and range 
queries.  Analytical systems analyze data over time or other 
contexts.  As such, they are often the most data intensive and the 
most affected by the exponential growth of data volume.  For 
example, our representative use case involves 
telecommunications.  Not only are there more mobile phones and 
devices today, these devices are now being used not just for voice 
calls but for all sorts of data communications.  Smart phones can 
access applications, networks and websites, and are often used the 
same as a computer.  As a result, the number of 
telecommunication events and the amount of mobile network 
traffic is growing exponentially.   
As our solution involves retrieving data, not large files or objects, 
we concentrate our study on cloud computing database solutions.  
Most cloud computing databases utilize a design model paradigm 
often referred to as NoSQL.  As the name implies, this paradigm 
is distinct from the traditional relation database model using SQL 
(structured query language).  Unlike in relational databases, 
NoSQL databases generally require no or limited schema.  Tables 
are often very wide and neither normalization nor referential 
integrity is enforced. Joins, which are one of the most common 
actions in relational database queries, are avoided.   Even 
secondary indexes are often not supported, impacting queries 
which are not against the primary key.    
Cloud computing databases have been shown to scale horizontally 
for vast quantities of data.  Thus, they clearly provide a very 
viable solution for efficient retrieval of our records.  However, 
most solutions do not support all of the features needed to support 
analytical queries, such as secondary indexes, joins, aggregation, 
collation, range queries.  Some solutions support these features on 
top of cloud computing data stores.  For many others, various 
implementation tricks have been developed to create or emulate 
these features. 
Thus, generally there are solutions for fast, scalable retrieval of 
records based off key, and there are solutions for efficient 
analytical queries over large quantities of data.  The simple 
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solution is to require two different databases for these two 
different scenarios.  However, the promise of cloud computing is 
scalability without prohibitive hardware expense.  Storing and 
accessing data in different location via different means seems to 
fundamentally conflict with this promise.  Therefore, we will 
research solutions that enable both types of queries against a 
common data store. 
There are a large number of cloud computing software designs 
and solutions.  However, there are three common design models: 
the distributed column store model introduced by Google’s 
BigTable[1], the distributed key-value store and semi-consistent 
model introduced by Amazon’s Dynamo[2], and the 
Map/Reduce[3] programming model.  Almost all cloud computing 
database solutions utilize one or more of these technologies.  We 
will describe the designs in more detail in the Background section 
of this paper. 
We have identified 10 open source products for investigation.  We 
will describe each of these solutions, and examine the potential 
benefits of each.  Following this analysis, we choose 3 specific 
solutions for experimentation.  These solutions allow us to 
evaluate each of the three main architectures.  HBase[4] is based 
on the BigTable design.  Hive[5] utilizes Hadoop’s Map/Reduce 
architecture.  Cassandra[6][10] implements Dynamo’s distribution 
model.  
In this paper, we offer a comprehensive survey of cloud 
computing solutions for a real world problem.  There are many 
performance studies for evaluating throughput of cloud computing 
data processing systems for key/value data.  However, our 
evaluation is for tabled data and includes retrieval and analytical 
queries.  Furthermore, we analyze not theoretical throughput but 
actual query times for meaningful queries.   
The remainder of this paper is organized as follows: In Section 2, 
we detail the problem we are trying to solve and we evaluate the 
features that are needed.   In Section 3, we provide background 
related to cloud computing designs.  In Section 4, we describe and 
analyze the designs of 10 different products we investigated.  In 
Section 5, we choose candidate solutions for further investigation, 
and we detail our experiments and results for these solutions.  In 
Section 6, we review related work.  In Section 7, we identify 
future work and make some conclusions and recommendations. 
2. PROBLEM DOMAIN 
In many industries, it is common to log transactions, calls, hits, 
intrusions or other events.  For our use case, we chose the 
telecommunications industry.  In this industry, detailed 
transaction records for telecommunication events are managed 
and logged.  Several common scenarios exist such as retrieval of 
record details to resolve trouble tickets, and analysis of long term 
performance to identify trouble areas and to comply with 
government requirements.  Ability to access and analyze this data 
is vital for customer and quality assurance in the 
telecommunications business.  The goal is to enable data query 
and retrieval such that software and personnel can proactively 
monitor, manage, diagnose, and troubleshoot the overall health of 
mobile, fixed, and multi-service networks. 
We generated three log datasets of detailed call records.  These 
tables were wide by relational standards, 64 to 93 columns wide, 
and densely populated.  Each entry has a unique identifier.  For 
each log record, the user may want to retrieve a specific record or 
set of records by identifier, time stamp, problem code, or other 
criteria.  Additionally, we were provided some common queries 
for analysis: 

1. How are my DNS (domain name server) servers 
performing? 

2. How are my subscribers being affected by DNS 
Server issues? 

3. What is my volume of Facebook-related messages 
by IMSI (International Mobile Subscriber Identity) 
– Plot me a per day usage for calls? 

4. Users with which type of handset download more 
than x bytes  and what is their total data usage? 

5. How many subscribers per SGSN (Serving GPRS 
Support Node) are affected by PDP (Packet Data 
Protocol) create failures due to resources not being 
available? 

The details for these queries are provided in the Results section 
and are defined in terms of SQL.  
Every query here, even the retrieval queries, requires secondary 
indexing.  Secondary indexing allows efficient queries against 
criteria other than the row ID.  For each of these queries, the 
temporal context is the most important attribute of the record.  Not 
only is secondary indexing needed over the time stamp columns, 
but also range query support is required.  Range queries allow us 
to select rows where a value is in a range (i.e. time period) rather 
than looking for specific values. 
These analytical queries also require collation, i.e. sorting or 
grouping of results by a specific column.  For example, question 3 
above requires collation by date. 
These queries, like most analytical queries, require aggregation.  
This includes both the aggregate function count (example: how 
many subscribers) and sum (example: what is their total data 
usage). 
In additional to these functional requirements, we would likely to 
enable IT professionals with limited programming experience and 
no cloud computing background.  Thus, a non-functional 
requirement is a simple interface, preferably one that resembles 
SQL. 

3. BACKGROUND 
There are many definitions and implications of the term “cloud 
computing” [7][8]. Often, cloud computing is used to refer to a 
business model where computing resources are treated as a 
“utility” such that computer infrastructure, data storage and data 
processing are outsourced to off-site locations in the “cloud”.[7]  
However, cloud computing also refers to a distribution design 
allowing massively scalable data processing over grids of 
inexpensive commodity hardware. 
The Google File System[9] is a scalable distributed file system 
designed to utilize clusters of commodity hardware to enable data 
intensive applications.  It enables fault tolerance without requiring 
expensive hardware or infrastructure.  This file system defines a 
master, clients, chunk servers and name spaces.  A clear design is 
provided for replication, data availability and flow, and fault 
tolerance.   
Map/Reduce[3] is a programming model that enables 
development of parallelized, data-intensive applications on cloud 
computing clusters.  Map/Reduce designs and implements a 
model for managing large datasets.    A set of intermediate 
key/value pairs is generated by the map function and then the 
results are combined, organized and reduced using the reduce 
function.  In [3], the authors show that many real word problems 
can be expressed and solved using the map/reduce architecture. 
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Hadoop[11] is an open source software library that includes 
implementations for many of these cloud computing models.  The 
Hadoop File System[12] (HDFS) is an open source distributed 
data storage system modeled after the Google File System.  
Hadoop Map/Reduce[13] is an open source software library that 
implements Google’s Map/Reduce programming model.  In our 
previous work[14] with huge semantic web datasets, we showed 
that Hadoop can be used to provide scalable queries.  However, 
we also showed that any query plan using Hadoop Map/Reduce 
needs to be designed to minimize the number of map/reduce jobs 
and that the overhead of map/reduce jobs is the dominating factor 
in query performance.  
Dynamo[2] is a distributed key-value store developed by Amazon.  
Unlike Hadoop, Dynamo has no master and communicates via a 
gossip network.  As a key value store, Dynamo does not utilize 
relational schema or provide analytical queries.  Dynamo is 
designed for data models with small object size and no operations 
across multiple objects. To achieve high availability and 
performance, Dynamo sacrifices rigorous consistency and instead 
uses a model called eventual consistency.  This allows updates to 
propagate to nodes in the cluster asynchronously.  Each 
modification results in a new version of the data.   
BigTable[1] is column-oriented data storage system developed by 
Google.  BigTable utilizes the Google File System and 
Chubby[15], a distributed lock service.  In BigTable, a table is a 
multidimensional sorted map based on row keys, column names 
and time stamps.  Data is partitioned into tablets (groups of 
consecutive rows), which are the units used for load balancing and 
distribution.  Google also provides a design for scan caches, 
which improves read performance, and Bloom filters, which 
enables quick selections against sparse tables. 

4. ANALYSIS AND INVESTIGATION 
In this section, we will investigation a large number of cloud 
computing products.   We will describe the design of each 
product.  Finally, we will provide a features summary and 
overview. 

4.1 Hive 
Hive[5] is an open source system for performing data 
warehousing tasks on top of Hadoop.  Hive includes a   query 
language that closely resembles SQL.    Hive includes the ability 
to perform ETL (extract, transform, load) functions common to 
data warehousing, and can directly query data from different 
sources and formats.  Hive supports queries which include joins, 
and it implements these joins transparently using Hadoop’s 
Map/Reduce.    Hive also is designed for analytical queries 
including summarization and aggregation.  Hive includes support 
for indexing, partitioning and compression.  Hive supports rich 
data types.  Additionally. Hive cooperates with HBase[4] tables 
and enables queries against these tables using the Hive interface. 
Hive utilizes Hadoop Map/Reduce in all of its queries.  As such, 
Hive pays the performance penalty associated with a map/reduce 
job.  According to the Hive wiki, “Hadoop is a batch processing 
system and Hadoop jobs tend to have high latency and incur 
substantial overheads in job submission and scheduling.”[16]  
Hive also does not support caching nor is it designed for 
transactional processing. 
The first official release of hive was April 29, 2009.  Hive is 
currently in its 5th official release, Hive 0.70.  This release, on 
March 29, 2011, was the first to include indexing.  As such this is 
very new technology.  For example, the Hive performance 
information on the Hadoop wiki is currently empty.  There are 

many items in the future work roadmap for Hive that may be very 
beneficial to the performance and success of this project.  In other 
words, this is emerging technology that is still under rapid 
development.  Hive is used in production at Facebook for 
summarization, analysis, data mining, spam detection, and ad 
optimization. 
4.2 HBase 
HBase[4] is an open source distributed structured storage that 
utilizes the Hadoop HDFS.  HBase is modeled after Google’s 
BigTable[1] design.  HBase is a column-oriented data store where 
all data is identified by a unique row identifier (key).  Multiple 
columns and column families are allowed for each row.  Options 
including compression, caching and block storage, can be 
specified for each column family.  Bloom filters are utilized to 
quickly filter rows where the requested columns are empty.  
Retrieval can be performed using a specific row identifier (and 
optional column) or a sequential range scan of rows.  There is no 
native concept of indexes or joins.  Row identifiers must be 
unique and all columns are sorted lexicographically by the row 
identifier. MapReduce is supported but not required.  

The current  release of HBase is 0.90.2.  There are more than 1000 
fixes in the HBase 0.90.x releases.  There are still 671 open issues, 
including 559 that are consider major, critical or blocking.  Thus, 
while HBase is a more mature technology than other solutions, it 
is not necessarily more stable. 

4.3 Cassandra 
Cassandra[6] is a distributed database which combines the 
distribution design of Dynamo[2] and the data model of 
HBase/BigTable[1].  Like HBase, Cassandra supports sequential 
row identifiers, columns and column families.  Like HBase, 
Cassandra is a column-oriented database.   However, Cassandra 
supports pluggable partitioning schemes and indexes.  Cassandra 
also includes support for Hadoop’s Map/Reduce in order to enable 
joins. 
Cassandra was first released as open source by Facebook in 2008, 
and is in production use at Facebook and Twitter.  Cassandra is 
written in Java but provides strong support for Python and Thrift 
APIs.  The latest stable release is 0.7.5 released on 4/27/2011.   
The new version 0.80 is in beta and includes support for CQL 
(Cassandra Query Language), a SQL like query language which 
supports joins, range queries and aggregation. 

4.4 HyperTable 
Hypertable[17] is a distributed, column-oriented datastore which, 
like HBase, is based on BigTable[1].  Hypertable closely 
resembles HBase with the primary exception that it is written in 
C++ rather than Java.  C++, a precompiled language, can enable 
faster execution than Java.  

4.5 Lucene 
Lucene [18] is a text search engine written in Java.   Lucene 
supports ranked searching, fielded searches, range queries, 
sorting, and multiple indexing. Lucene is used within many other 
search/query products including Riak Search[19] and 
HSearch[20]. 

4.6 HSearch 
HSearch[20] provides text searching and indexing over HBase 
data.  However, it is designed for free text search, record search 
and document level search.  It  is not an implementation of 
Lucene[18], it only includes the Lucene evaluator and it 
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implements its own indexing and sharding (sharding is a method 
of horizontal partitioning data for distribution).   

HSearch does not include support for joins, analytical queries or 
aggregation.    HSearch is extremely new technology.  We have 
found it to have poor documentation, undocumented bugs and 
exceptions, and virtually no forum support.  As it does not solve 
the analytical query problem, we did not feel the potential benefits 
were worth the cost of implementation and debugging. 

4.7 Project Voldemart 
Project Voldemart[21] is considered the most stable 
implementation of the Dynamo[2] design.  Other solutions 
including Dynamite[22] follow the same design but are less 
stable.  Project Voldemart is probably the best solution for key 
value pair storage if no other features are needed.  However, it 
adds no support for indexes, joins, or analytics. 

4.8 Riak 
Riak[19] is a distributed database based on Dynamo.  It is in 
production at Mozilla and Comcast.  While it is available open 
source, it is not an Apache project.  Riak has a development 
company behind it and provides superior documentation to many 
other alternatives.    Interestingly, Riak is written in Erlang, which 
is a language  for parallelism. 
Riak Search provides indexing, joins, and partitioning.  Even 
fuzzy search, aggregation and analytics are available.  Riak 
Search uses Lucene technology to create inverted indexes. 
However, Riak Search, a feature on top of the Riak core, is in 
beta. 

4.9 Lucandra 
Lucandra[23] is a backend that enables Lucene to operate 
efficiently on top of Cassandra.   Lucandra implements Lucene’s 
IndexReader and IndexWriter directly on top of Cassandra. 

4.10 Pig 
Pig[24] is a software platform, built on top of Hadoop, for 
performing data analysis tasks.  Pig includes its own “language”, 
Pig Latin.  This language is then compiled and user programs are 
converted into Hadoop Map/Reduce jobs.  Pig is designed to 
promote construction of simple parallel programs.  Pig includes 
support for filters, collation, joins and aggregation.  Pig supports 
more aggregation and evaluation functions than any other solution 
here. 

4.11 Analysis Summary 
In Section 2, we detailed a list of required/desired features.  We 
will now evaluate each product with regards to those features.  We 
additionally add the feature caching as this will obviously 
improve query performance for hot runs. Table 1 shows which 
products include each feature.  X* indicates the feature is not 
natively supported but that it can be simulated in implementation. 

 
Table 1. Features Summary 

 Indexing Range 
Queries Caching SQL-

Like Joins Aggregation Collation 

Hive � � X � � � � 
HBase X* X* � X X X X 

Cassandra 
0.75 � X* � X X X X 

Cassandra 
0.80 (beta) � � � � � � � 

Hypertable X* X* � X X X X 
Lucene � � X X X � � 

HSearch � � � X X X X 
Project 

Voldemart � X � X X X X 

Riak 
Core+ 
Search 
(beta) 

� � � X X* � � 

Lucandra 
(plus 

Cassandra) 
� � � X X � � 

Pig X � X X � � � 

5. EXPERIMENTAL RESULTS 
In this section, we detail our experiments.  First, we will specify 
why we chose these specific software solutions to test.  Then, we 
will specify our environmental setup.  Next, we will present 
implementation details and performance results for each product.  
Finally, we will provide a summary. 

5.1 Chosen Software 
We choose to perform experimental evaluations with Hive, HBase 
and Cassandra.   
We chose Hive, because it is the only solution we found that 
natively provides all the features necessary for our queries.  Hive 
also has the easiest user interface that most closely resembles 
SQL.  However, Hive’s dependency on map/reduce and its lack of 
caching support will have performance implications.  We chose 
HBase because it is the most prominent implementation of 
BigTable, and it has advanced support for caching.  However, 
secondary indexes, range queries and aggregation are not natively 
supported.  We chose Cassandra because it is a prominent 
alternative, and it supports indexing.  Also, the new beta version 
supplies most of the features necessary for analytical queries.  We 
tested with both the current stable release and the beta. 
We chose not to test Hive over HBase tables, because an 
investigation of website blogs showed that developers had found 
this to be slower than native Hive.  We chose not to test with 
Hypertable because it adds no features to HBase.  We chose not to 
experiment with Lucene or Lucandra because of two reasons.  
First, we are not primarily interested in free text search.  
Secondly, Cassandra and Riak, in their latest betas, include 
technology and features from Lucene, and we would rather utilize 
integrated, native functionality.   We attempted to test with 
HSearch and encountered numerous undocumented bugs and 
volatile behavior.  We rejected this product for its instability.  We 
chose not to test with Project Voldemart because its simplified 
key/value interface, while simple and efficient, does not provide 
the features we require.  We would like to test with Riak in the 
future, but we found the Riak Search beta is not yet sufficiently 
stable.  We chose not to experiment with Pig because Hive 
provides most of the same features, has an interface which more 
closely resembles SQL, and supports indexing. 

5.2 Experimental Setup 
Our experiments were performed on an 8 node cluster.  Each node 
has a 2GHz Pentium 4 processor, 4GB of main memory, and a 
500 GB hard drive.  Each workstation was running 32 bit Ubuntu 
10.04.   The cluster was running Hadoop 0.20.2.  For Hive, we 
utilized Hive 0.70.  For HBase, we tested with HBase 0.90.2.  For 
Cassandra, we tested with both Cassandra 0.75 and the beta 
version of Cassandra 0.80.  For all test cases, we ran the 
experiment 5 times and took the mean.  Standard deviations were 
consistently <2%. 
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In Section 2, we described our use case and problem domain.  
Now, we will provide a specific definition for these questions 
using SQL.  Following this definitions, we will define the 
constants specified. 
QUERY 1: Select by time stamp 

select * from CALL_LOG  
where event_timestamp = '03/01/2011:14:58:20';  

QUERY 2: How are my DNS servers performing? 
select DESTADDR, START_TIME, 
sum(TRANSACTIONATTEMPTS) from LOG 
where EVENT_TIMESTAMP >=  '03/01/2011:14:58:20' 
and EVENT_TIMESTAMP < '04/16/2011:21:06:10' 
and ENDTIME >= '09/10/2010:15:34:44'   
and ENDTIME < '09/10/2010:15:36:00' 
and PROCEDUREPROTOCOL_ID = 107 
and RESPONSECODEPROTOCOL_ID = 107 
and RESPONSECODE in (70000,2,5) 
and PROCEDURE_ID = 10700 
group by DESTADDR, START_TIME; 

QUERY3: How are subscribers being affected by DNS Server 
issues? 

select IMSI, STARTTIME, 
sum(TRANSACTIONATTEMPT) from LOG  
where  EVENT_TIMESTAMP >= '03/01/2011:14:58:20'  
and EVENT_TIMESTAMP < '04/16/2011:21:06:10'  
and ENDTIME >= '09/10/2010:15:34:44'  
and ENDTIME < '09/10/2010:15:36:00'  
and PROCEDUREPROTOCOL_ID = 107  
and RESPONSECODEPROTOCOL_ID = 107  
and RESPONSECODE in (70000,2,5)  
and PROCEDURE_ID = 10700  
and IMSI in (505013403210205)  
group by IMSI, STARTTIME; 

QUERY 4:  What is my volume of Facebook-related messages by 
IMSI? 

select IMSI, sum(transactionattempts) from LOG 
where EVENT_TIMESTAMP >= '03/01/2011:14:58:34' 
and EVENT_TIMESTAMP < '04/18/2011:03:28:40' 
and ENDTIME >= '09/10/2010:15:34:44' 
and ENDTIME < '09/10/2010:15:34:44' 
and URL_HOST like ‘%facebook%’ 
group by IMSI; 

QUERY 5: Users with which type of handset download more than 
x bytes,  And what is their total data usage? 

select T.handset, (T.uplink+T.downlink) total_bytes from  
(Select handset, sum(uplinkbytes) uplink, 
sum(downlinkbytes) downlink from LOG 
where EVENT_TIMESTAMP >='03/01/2011:14:58:34' 
and EVENT_TIMESTAMP < '04/18/2011:03:28:40' 
and ENDTIME >= '09/10/2010:15:34:44' 
and ENDTIME < '09/10/2010:15:34:44'  
and downlinkbytes > 1500 
group by handset) T; 

QUERY 6: How many subscribers per SGSN are affected by PDP 
create failures due to resources not being available? 

select T1.SGSN_ID, count(distinct T1.IMSI) from  
( select SGSN_ID, IMSI from LOG 
where EVENT_TIMESTAMP>=’03/01/2011:14:59:51’ 
and EVENT_TIMESTAMP<=’03/01/2011:14:59:52’ 

and ENDTIME >= '09/10/2010:15:34:44' 
and ENDTIME < '09/10/2010:15:35:16' 
and PROCEDUREPROTOCOL_ID = 502 
and RESPONSECODEPROTOCOL_ID = 502 
and RESPONSECODE = 199  
and PROCEDURE_ID = 120 ) T1 
group by T1.SGSN_ID; 
 

Obviously, the constant literal values specified for some fields 
(time stamp) are arbitrary.  Furthermore, these constants can 
affect performance as the number of rows in a range query affects 
selectivity factors and join sizes.  However, we chose specific 
values to allow us to generate performance numbers across 
multiple products for comparison. 
Protocol ID 107 indicates DNS.  Protocol ID 502 indicates GPRS 
Tunnelling Protocol, a group of protocols which carry GPRS [data 
information] over the UMTS and GSM networks.  Response code 
70000 indicates DNS timeout.  Response code 2 indicates Name 
Server Failure.  Response code 5 indicates Operation Refused.  
Response code 199 indicates No Resources Available.  Procedure 
ID 10700 indicates9 DNS Standard Query.  Procedure ID 120 
indicates PDP Create.   

5.3 Hive 
Hive 0.70 supports indexing.  For each query we created an index 
over the EVENT_TIMESTAMP.  It is equally possible to create 
indices over any variable we wish to use as a selection criteria in 
queries.  The performance improvement should be similar. 
Additionally, we utilized the partitioning feature of Hive to create 
buckets for improved performance.  For our implementation of 
Hive, we utilized the partitioned by option when creating tables.  
We actually perform experiments both with and without 
partitioning.  When utilizing partitioning, we preprocess the event 
timestamp field in the detailed record and remove the seconds 
portion.  We use this modified field, called partition_timestamp, 
to partition the tables.  Hive queries have better running time on 
partitioned tables because records in each partition are physically 
stored in different locations and hence the jobs are mapped only to 
the required location which has the relevant data records.  All of 
our Hive queries, data loading, indexing and partitioned were 
developed in Python. 
In Table 2, we show the time in seconds for each of these 6 
queries for datasets ranging from 2 to 100 million records.  All of 
the numbers in Table 2 are for queries where indexing and 
partitioning was used.  However, we only indexed and partitioned 
on EVENT_TIMESTAMP.  In Figures 1 and 2, we show 
performance times for Queries 1 and 2 with indexing only, 
partitioning only, and indexing and partitioning.  This is both to 
verify our efforts to improve performance and to show the 
performance improvement because there is a preprocessing 
penalty associated with partitioning. 

 
Table 2.  Query Times in Seconds for Hive 

Dataset 
Size 
(millions) 

Query 1 Query 2 Query 3 Query 4 Query 5 Query 6 

2 9.985 20.235 23.054 54.342 34.984 84.785 

6 13.170 22.127 25.995 69.724 81.995 102.782 

10 16.345 24.145 28.503 94.125 96.195 124.485 

20 21.160 27.256 32.183 127.592 119.491 159.293 
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50 30.374 34.395 41.729 163.206 141.927 195.301 

75 38.918 39.124 47.195 185.692 164.194 214.569 

100 45.171 47.459 52.196 208.295 189.315 249.201 

  
 

 
Figure 1. Query 1 Performance Results for Hive 

 

 
Figure 2. Query 2 Performance Results for Hive 

 

5.4 HBase 
HBase does not support indexing and all tables are sorted based 
on a single, unique row identifier.  This makes it difficult to even 
emulate indexes with multiple tables, as most columns do not 
contain unique values. 
We developed code specifically to get around this problem.  To 
emulate an index over EVENT_TIMESTAMP we create a 
inverted index manually by performing the following steps: 
1. Create a new table (UNIQUE_TIMESTAMP) with 

rowid= EVENT_TIMESTAMP and 2 columns, the 
GICP_ROWID and the INDEX_ROWID.  Populate the 
first 2 columns by scanning the GICP table. This table 
now will have 1 row for each unique 
EVENT_TIMESTAMP, sorted by time stamp. 

2. Create a new table (INDEX_TIMESTAMP).  The rowid 
is a new field, call it INDEX_ROWID.  The table 
contains 2 additional fields, EVENT_TIMESTAMP and 
GICP_ROWID. 

3. Iterate through the table UNIQUE_TIMESTAMP.  For 
each timestamp, scan the GICP  table for rows with this 
time stamp. For each row, add the TIMESTAMP and 

GICP_ROWID to INDEX_TIMESTAMP.  Create a 
new INDEX_ROWID  (using a sequential counter) 

4. Populate the INDEX_ROWID column of the 
UNIQUE_TIMESTAMP table with the first row id for 
that timestamp in the INDEX_TIMESTAMP. 

Now, INDEX_TIMESTAMP contains every row in GICP.  It is 
sorted by time stamp.  However, since time stamp is not a unique 
field, we have created a unique ROWID which is sorted according 
to the time stamps.  UNIQUE_TIMESTAMP now allows us to 
look up any 2 timestamps and find the corresponding rows in the 
INDEX_TIMESTAMP table.  This will allow us to scan only 
rows in a range.  Thus we have emulated both indexing and range 
query support.  However, the preprocessing cost to create these 
tables is significant. 
All our experiments for HBase were performed using a 10 million 
row dataset.  They are implemented using Ruby scripts and the 
JRuby interface. 
The first query we tested for HBase was not one of the listed 
queries.  Since each of the listed queries required indexing, we 
first decided to query based off the unique row id for the GICP 
table, which is EVENTID.  This more basic query lets us test the 
raw time for HBase to retrieve rows and the performance of the 
HBase cache.  We performed the query: 
HB1: SELECT EVENT_TIMESTAMP from CALL_LOG where 
EVENTID=101100  
And  
HB2: SELECT * from CALL_LOG where EVENTID=101100 
Query HB1 requires 0.512 seconds for cold runs and 0.031 
seconds for hot runs.  Query HB2 requires 0.754 seconds for cold 
runs and 0.052 seconds for hot runs.  This shows the potential 
performance benefits of caching.  This also demonstrates the 
fastest possible HBase performance (HBase is optimized for fast 
key value access).  Note that we cleared the OS cache prior to 
executing the hot run so as to test the HBase cache performance. 
Next we perform Query 1, with and without the indexing scheme 
described above.  Table 3 shows our performance results, for a 10 
million record dataset, with and without indexing. 

 
Table 3. Performance Time for HBase (in seconds) 

 Query 1 (using 
single table) 

Query 1 with 
TIMESTAMP indexing 
table 

Hot 92.9 0.212 

Cold 101.2 0.936 

 
For Query 2 and 3 there is no aggregation or join supported in 
HBase.  This is done entirely programmatically.  We first 
attempted this with a complete sequential scan.  This took 959.834 
seconds! 
We utilized the manual indexing approach previously described.  
As time stamp is our indexed value, with emulated range query 
information, we always perform that query first.  Then we 
sequentially scan the subset, check the remaining conditionals and 
perform the aggregation programmatically.  As such, the time cost 
is almost entirely contingent upon the number of rows in the 
range.  For Query 2 as described, HBase with our index tables 
requires 137.54 seconds.  However, if the time stamp range is set 
to be >=3/1/2011 4:58:21 and <= 3/1/2011 4:58:22, the query 
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improves to 3.15 seconds.  We could increase the performance of 
queries 2 and 3 with further indexing but it would require more 
tables, storage space, and preprocessing time. 

5.5 Cassandra 
Cassandra supports indexes.  Utilizing indexes, we are to perform 
Query 1 very efficiently, as shown in Table 4.  There does seem to 
be a drop off in our query performance between 20 and 50 million 
records.  We assume that such jumps are due to caching and 
memory limitations. 

Table 4. Query 1 Results for Cassandra 

Dataset Size Query Time (seconds) 
1 million .000013 
2 million .000013 
3 million .000014 
5 million .000014 
10 million .000015 
20 million .000017 
50 million .00518 
75 million .00529 
100 million  .00552 
200 million .00619 
300 million .00819 
400 million .00822 
500 million .00931 
 
While Cassandra supports range queries, we found that ordered 
indexes did not work over multiple columns.   This impacted our 
ability to perform multiple range queries as required for our 
analytical queries.  While we could have implemented 
workarounds or complete scans as we did with HBase, we decided 
it was preferable to work with the beta version which includes 
CQL. 
We were able to get Query 2 and Query 3 running on the beta.  
This software is unstable and its support for the other queries was 
not yet operation.  Furthermore, we failed when attempting to add 
more than 100 million records to our dataset.  Table 5 and Figure 
3 shows results for Queries 2 and 3 for Cassandra 0.80.   

 
Table 5. Cassandra 0.80 Results for Query 2 and 3 

Dataset Size  
(in millions) 

Query 2 Query 3 

10 0.631 0.619 

20 0.841 0.859 

50 0.971 1.023 
100 1.214 1.136 

 
Figure 3. Query 2, 3 Performance Results for Cassandra 0.80 

 

5.6 General Experience 
This section is a very arbitrary overview of our experiences 
working with these products.  This section, unlike our other 
experiments, is  not intended to be quantitative.  However, since 
simplicity and usability were part of our non-functional 
requirements, we have decided to included a subjective section 
describing our experiences. 
 Hive was the easiest product to use.  Hive allowed us to 
load the datasets directly, to create simple scripts for partitioning, 
and to perform queries using SQL.  Hive also had a very usable 
shell.  As we already had a running Hadoop cluster, setting up 
Hive was trivial.  The only difficulties we had were when we 
attempted to run Hive over HBase tables. 
 HBase was much harder to work with.  HBase was open 
sourced earlier so we expected it to be more stable but that was 
not our experience.  Despite already having an operational 
HDFS/Hadoop cluster, we experienced frequent technical 
problems with HBase, mostly due to ZooKeeper issues.  The 
HBase shell, which utilizes Ruby, was easy to learn and to utilize 
for script execution.  However, we found the Ruby shell had 
unsatisfactory insert performance.  We utilize the Java APIs but 
we did experience some problems with undocumented errors and 
were forced to avoid certain calls.  Based on our overall 
experience, we do not feel a novice to cloud computing 
development could easily utilize HBase efficiently. 
 Even though Cassandra requires its own cluster, we 
were able to install and setup Cassandra very easily.  In a few 
hours, we advanced from original download to a complete running 
cluster.  The only caveats we had to overcome were some 
authorization issues.  However, we did experience problems 
loading the dataset and had to reduce the consistency level option.  
Cassandra 0.80, not surprisingly as a beta, was poorly documented 
and somewhat unstable.  The new feature, CQL, appears to have 
some bug issues and needs better documentation.  Nonetheless, 
even with the beta, setup was fairly simple.  Cassandra appears to 
be a very easy product to learn and has a small footprint and 
minimal setup requirements. 

5.7 Summary 
All of our experiments show query times which scale nearly 
horizontally.  For example,a 100 million record dataset is 50 times 
larger than a 2 million record dataset, yet Hive’s average query 
time increase (over all 6 queries) was only 3.55 times.  This is not 
only sub-linear, it is 93% below linear. This demonstrates extreme 
scalability.  However, we do recognize that this result is skewed 
by the large overhead incurred by Hive.   
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Cloud computing solutions are well known to be scalable.  Thus, 
while we did not test with humongous datasets, we expect that the 
performance will continue to scale near horizontally.  One of the 
key benefits of the cloud computing paradigm is that we can 
always increase scale by simply expanding the number of nodes in 
the cluster.  Facebook has used Cassandra clusters with over 600 
nodes to manage data requiring over 120 terabytes of disk 
space[25]. 
For HBase, we only performed a subset of the queries, and only 
for a small dataset.  This is because the performance times were 
already lacking.  The retrieval performance was not competitive 
with Cassandra and the analytical queries were not competitive 
with Hive.  Furthermore, each analytical query required 
significant manual implementation.  HBase is designed for wide, 
sparse data.  A sparse dataset can greatly benefit from the HBase 
Bloom filters.  However, our dataset is completely populated and 
maximally dense.  For these reasons and based on our partial 
experiments, we decided to eliminate HBase as an option. 
Hive was the only solution able to support every query natively.  
However, Hive has high overhead resulting from its reliance on 
Map/Reduce.  Also, Hive does not support caching.  As a result, 
Hive had extremely poor performance for Query 1, our retrieval 
query.  Hive also had poor performance for small datasets.   
Cassandra had by far the best performance for the retrieval query.  
The new beta includes support that should simplify and optimize 
the analytical queries.  We were able to execute two of the 
analytical queries with acceptable performance. 
If a stable solution enabling all of these queries were required 
today, Hive would be the best choice.  We were able to easily 
execute every query on Hive and it scales very well.  However, its 
overhead is too expensive for real time queries.  Cassandra is the 
best solution today for retrieval queries.  Once the new version 
becomes stable and the CQL library becomes fully supported, it 
should be the best choice for analytical queries as well. 

6. RELATED WORK 
In Section 3, we provided information about the leading cloud 
computing designs as background.  In Section 4, we thoroughly 
surveyed cloud computing solutions for scalable data 
management.  In this section we will take a brief look at other 
possible solutions, and at other use case studies and performance 
evaluations. 
MongoDB[26] is an open source, document-oriented, scalable 
database. MongoDB supports secondary indexes, auto-sharding, 
an expressive query language, and Map/Reduce support.  While 
MongoDB utilizes a different paradigm, it is a viable alternative 
for scalable data processing. 
There are many solutions out there that address the scalability 
issue by providing load balancing for traditional relation databases 
such as Oracle, MySql and SQL Server[27].  In such a solution a 
software layer is integrated to enable transparent sharding.    
There are also many traditional relational databases that support 
parallel computing or even grid computing for greater scalability.  
IBM’s DB/2[28] has been available in “parallel editions” since 
1995.  In this architecture, scalability is provided through a shared 
nothing architecture where a single database is partitioned over 
many servers. 
HadoopDB[29] is a hybrid solution that combines Hadoop and 
Map/Reduce for distribution and parallelization with traditional 
database management systems for schema and data management 
and query processing.  HadoopDB is designed to enable analytical 

queries and data warehousing processes to scale with large 
amounts of data. 
In [31], the authors perform a feasibility study for using 
Cassandra and Hadoop to manage large quantities of GPS data 
related to taxis in Singapore. In [32], the authors describe a 
project using Hadoop, Hive and HBase to perform scalable 
scientific data analysis for bioinformatics databases.   In [33], a 
performance evaluation of HBase is provided, though is does not 
address analytical queries.  In [30], the Yahoo! Cloud Serving 
Benchmark is introduced as a performance evaluation framework 
for cloud computing data processing engines.  However, none of 
these case studies is as comprehensive as the one in this paper. 

7. CONCLUSIONS AND FUTURE WORK 
Cloud computing databases are rapidly becoming the chosen 
solution for scalable data processing.  We investigated 10 such 
solutions.  We chose 3 candidate solutions and then performed 
extensive experimentation.  As expected, the systems scaled very 
well, nearly horizontally.  Hive was determined to have the most 
complete support for analytical queries in its current stable 
release.  Therefore, if a system was needed for production today, 
we would recommend Hive.  However, Hive encountered 
significant overhead related to the cost of Map/Reduce 
processing.  Cassandra easily outperforms Hive on retrieval 
queries.  When the current beta of Cassandra, which includes 
CQL query language support, becomes available, we believe it 
will provide support for these analytical queries.  In fact, we have 
already implemented and tested two of the analytical queries on 
the beta.  Therefore, as a long term solution, we think Cassandra 
is the best product for this use case.  Specifically, we believe 
Cassandra can provide high performance scalable queries for both 
retrieval and analysis over very large and dense datasets.  Overall, 
we have provided the most comprehensive survey and 
performance evaluation of cloud computing solutions available 
today. 
For future work, we plan to test more thoroughly with Cassandra 
0.80 when it is stabilized, and we plan to test with larger datasets.  
We also will consider Riak and MongoDB as alternative solutions 
that may be worthy of future experimentation.  Finally, we would 
like to see a system which utilizes Map/Reduce for joins but only 
when the sets being joined are too large for main memory 
collation.  Systems like Hive always use Map/Reduce whereas 
systems like Cassandra and HBase leave it entirely up to the user.  
We would like to see join support that decides, intelligently and 
transparently, when to utilize Map/Reduce.   
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