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ABSTRACT
The alignment of separate ontologies by matching related 
concepts continues to attract great attention within the database 
and artificial intelligence communities, especially since semantic 
heterogeneity across data sources remains a widespread and 
relevant problem. In particular, the Geographic Information 
System (GIS) domain presents unique forms of semantic 
heterogeneity that require a variety of matching approaches.

Our approach considers content-based techniques for aligning GIS 
ontologies. We examine the associated instance data of the 
compared concepts and apply a content-matching strategy to 
measure similarity based on value types based on N-grams present 
in the data. We focus special attention on a method applying the 
concepts of mutual information and N-grams by developing 2 
separate variations and testing them over GIS dataset including 
multi-jurisdictions.  In order to align concepts, first we find the 
appropriate columns. For this, we will exploit mutual information 
between two columns based on the type distribution of their 
content. Intuitively, if two columns are semantically same, type 
distribution should be very similar. We justify the conceptual 
validity of our ontology alignment technique with a series of 
experimental results that demonstrate the efficacy and utility of 
our algorithms on a wide-variety of authentic GIS data. 

Categories and Subject Descriptors
I.2.4 [Artificial Intelligence]: Knowledge Representation 
Formalisms and Methods – semantic networks, representations 
(procedural and rule-based)

General Terms
Algorithms, Measurement, Design, Reliability, Experimentation, 
Human Factors

Keywords

Ontology, Ontology Alignment, Schema Matching, Geographic 
Information Systems, Dataset

1. INTRODUCTION
Ontology alignment is the most recent form of the information 
integration problem. The most popular definition of an ontology is 
that of a "formal, explicit specification of a shared 
conceptualization" proposed by Gruber[1]. In practice, ontologies
for a given domain consist of a series of classes (or concepts) 
along with their properties, restrictions and instances, many of 
which are related by various types of relationships. The alignment 
of ontologies, therefore, entails deriving correspondences between 
concepts and their associated properties and instances. 

Ontology matching continues to attract extensive interest, 
particularly with regards to the domain of GIS. Related work 
includes [2], which formally describes the various ways in which 
semantic heterogeneity may be encountered during the ontology 
alignment process in the GIS domain. Sunna and Cruz [3] 
describe matching ontologies using structural properties such as 
sibling similarity and descendant’s similarity. Using these ideas, 
they introduce an ontology alignment tool for use in the GIS 
domain called AgreementMaker [4].

In developing a strategy for aligning GIS ontologies, we consider 
a novel approach based on the information theoretic concept of 
mutual information that utilizes content-matching techniques 
Specifically, we identify type distributions over distinct N-grams 
among the columns within the instance data of compared concepts 
and use these to obtain a similarity value (from now on the words 
column and attribute are used interchangeably). An N-gram is 
simply a substring of length N consisting of contiguous 
characters. In particular, using distinct types we strive to capture 
patterns from both the  raw text of GIS datasets and encoded 
versions of this text which substitute the individual letters for their 
character types (i.e.,  letters are replaced by an ‘a’, numbers are 
replaced by a ‘n’, etc.)

A number of schema matching publications describing methods 
tailored more to the database community influenced our work. 
Dai, Koudas et al. [5] discussed content-based schema matching 
based on distributions of N-grams among compared columns. 
Despite the influence of this publication, some crucial differences 
exist between their approach and the methods explained here. 
First, their approach used data sources containing raw text from 
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any given domain, whereas our methods specifically targeted the 
GIS domain. Second, their approach is designed for the area of 
schema matching, while our methods are made for the area of 
ontology matching, which means that in our work, additional 
complexities needed to be considered, such as concept matching 
over names as well as content. Third, they defined statistical types 
only over distributions of N-grams and used these to determine 
column similarity. In addition to this idea, our approach considers 
a number of variations. One of these treats N-grams themselves as 
distinct types extracted from the tuple values of compared 
columns. Also, these two approaches are applied over regular text 
and over encoded text, which allowed us to observe our 
algorithm’s performance over vastly different kinds of data.

The rest of this paper is organized as follows. In section 2, we 
discuss the problem to be solved and our proposed solution for 
content similarity at both the conceptual and attribute levels. Next, 
in section 3, we present a series of experiments and their 
associated results. 

2. PROBLEM STATEMENT AND 
PROPOSAL

2.1 Problem Statement
Given 2 data sources, S1 and S2, each of which is represented by 
ontologies O1 and O2, the goal is to find similar concepts between 
O1 and O2 by examining their names and their respective 
instances. Let us assume that O1 and O2 are derived from the GIS 
domain. Figures 1 and 2 display O1 and O2, the ontologies to be
aligned. Also displayed for each ontology are their constituent 
concepts and two sample identifying attributes for each concept.
Both ontologies are derived from the Roads and Ferries package 
of the Geographic Data Files (GDF) data model and the Ontology 
for Traffic Networks.

         
Figure 1. Concepts and attributes of ontology O1

        

Figure 2. Concepts and attributes of ontology O2.

With this in mind, an effective ontology alignment procedure 
would be expected to match up concepts which are semantically 
equivalent. In this case, O1 and O2 both feature Road and Ferry 
concepts, so a strong similarity value between each one would be 
expected. Furthermore, a close semantic equivalence would also 
seem to exist between the Residential Area concept of O1 and the 
Address Area concept of O2, and Traffic Area of O1 and Enclosed 
Traffic Area of O2. There may also be a fairly strong semantic 
similarity between Junction of O1 and Intersection of O2. Our goal 
is to determine this semantic similarity given instances for 
concepts.

2.2 Content Similarity

In order to do ontology alignment, we need to determine the 
similarity between concepts C1 and C2, which come from two 
different ontologies O1 and O2, respectively. For this, first we 
need to find similarity between the attributes of C1 and C2. Recall 
that each concept may have a set of attributes. For attribute 
similarity, without loss of generality, first we focus on 1:1 
matching and later will apply our algorithm to 1:M matching. We 
will pick an attribute a from C1 and compare it with all attributes 
in C2 based on the EBD derived from attribute similarity.
Attribute a will be assigned with the attribute in concept C2 which 
gives the largest Entropy based distribution (EBD) (see Section 
2.2.2).

2.2.1 Measuring type similarity

Content matching between two concepts involves measuring the 
similarity between the instance values for a pair of attributes. This 
is accomplished by extracting instance values from the compared 
attributes, subsequently extracting a characteristic set of N-grams 
from these instances, and finally comparing the respective N-
grams for each attribute. During all of our experiments involving 
N-grams in this paper, the value of N was set equal to 2.

We experiment with a number of varying approaches using 2-
grams that ultimately determines the instance similarity between 
the compared attributes. In our first approach, called DNF 
(distinct N-gram features), we extract distinct N-gram features 
from the instances themselves and consider each unique 2-gram 



extracted as a value type. The similarity between the attributes is 
measured by determining the disparity between the 2-grams 
extracted and between the frequency of 2-grams they have in 
common. An alternative approach to the aforementioned method 
of content similarity via 2-gram feature extraction, called TPF 
(tuple features) is to collect all 2-grams and their corresponding 
frequencies for each tuple value within one of the compared 
attributes and use this information to construct a 2-gram set. In 
this case, the set of 2-grams itself would be considered a value 
type, rather than any of the individual 2-grams. 

2.2.2 Measuring type similarity

Although different versions of the attribute similarity algorithm 
involving N-grams have been discussed, we have yet to discuss 
the specific measure used to quantify similarity between 
compared attributes. This measure is known as Entropy Based 
Distribution (EBD), and it takes the following form:

EBD  = H(C | T) (1)
    H(C)

In this equation, C and T are random variables where C indicates 
the union of the column types C1 and C2 involved in the 
comparison and T indicates the value type. EBD is a normalized 
value with a range from 0 to 1, where 0 indicates the lowest EBD, 
or no similarity whatsoever between compared attributes, and 1 
indicates the highest EBD. Our experiments involve 1:1 
comparisons between attributes of compared concepts, so the 
value of C would simply be C1 U C2. H(C) represents the entropy 
of a set of  instance values for a particular attribute (or column) 
while H(C|T) indicates the conditional entropy of a set of instance 
values associated with a particular value type.

Intuitively, EBD is a comparison of the ratio of column types for 
each distinct value type (conditional entropy) with column types 
in C (entropy). A column C contains high entropy if it is impure; 
that is, the ratios of column types making up C are similar to one 
another. On the other hand, low entropy in C exists when one 
column type exists at a much higher ratio than any other type. 
Conditional entropy is similar to entropy in the sense that ratios of 
column types are being compared. However, the difference is that
we are finding a ratio of column types for each distinct value type. 
Figure 4 provides examples to help visualize the concept. 

Figure 4. Distribution of column types and value types. EBD is 
high on the left figure since H(C) is similar to H(C|T) and it is 
low on right because H(C) and H(C|T) have dissimilar values

Figure 4 provides examples to help visualize the concept. In both 
examples, crosses indicate column types originating from C1, 
while squares indicate column types originating from C2. The 
value types are represented as clusters (larger circles), each of 
which is associated with a number of tuple values from C1 and C2. 
In the left figure, the total number of crosses is 8 and the total 
number of squares is 9, which implies that entropy is very high. 
The conditional entropy is also quite high, since the ratios of 
crosses to squares within 2 of the clusters are equal and nearly 
equal within the other. Thus, the ratio of conditional entropy to 
entropy will be very close to 1, since the ratio of crosses to 
squares is nearly the same from an overall perspective and from 
an individual cluster perspective. The right figure portrays a 
different situation: while the entropy is 1.0 (since the number of 
crosses is equal to the number of squares overall), the ratio of 
crosses to squares within each individual cluster varies 
considerably. One cluster features all crosses and no squares, 
while another cluster features a 3:1 ratio of squares to crosses. 
When computing the EBD value for this example, we will derive 
a value that is lower than the EBD for the first example because 
H(C | T) will be a much lower value. Intuitively, this makes sense 
because the ratios of value types between the compared attributes 
are dissimilar. 

2.2.3. Algorithm for 1:M content matching

Algorithm 1 below describes our approach to 1:M matching. Let a
be a column from concept A in O1 that is compared with M 
columns b1...M (M <= N), where N is the total number of columns 
in C2) from concept B in O2. The algorithm for this matching is as 
follows:

Algorithm 1 Multiple Match
Input: Attribute a for concept A and Ontology O1 and a set
attributes b1, b2,…bN for concept B and Ontology O2

Output: Determining concatenation of M attributes b from O2

which are most similar to a from O1

1: for each attribute bi � B, (0 <= i <= N )

2:     EBD Find_ content_ sim (a, bi)
3:     add EBD to Similarity list SL
4: end for
5: Sort SL in descending order based on EBD
6: Pick Colk  of highest EBD from SL without replacement
7: EBD  Find_content_ sim (a, Colk)
8: Repeat
9:  If SL is not empty then
10:      Colhighest   Pick an attribute from SL with highest 
                            EBD without replacement
11:      Colk Concat (Colhighest , Colk)
12:      EBD’  Find_content_ sim (a, Colk)
13:  else
14:      break;
15:   end if
16:  Until (EBD’-EBD) > δ 
17: return ColK

The algorithm takes as input one attribute a from concept A є O1

and N attributes named b1, b2,…bN from B є O2. Lines 2 and 3 
compute the EBD and add them to a similarity list. Line 5 sorts 
the list based on EBD values in decreasing order. In line 6, the 
algorithm picks the attribute with the largest EBD. Line 7 finds
the new value of EBD for concatenated attributes of b and 
attribute a. In line 8, the algorithm use a loop and checks if SL is 



not empty so that we would be able to find another similar column 
with regard to EBD in greedy fashion (if exists). This loop will be 
finished when the difference between new EBD and previous 
EBD is less than a threshold or SL is empty. In other words, we 
could not find any new attributes that will help us to improve the 
EBD score.

3. EXPERIMENTS

We now present the experiments that we conducted regarding 
concept matching between 2 separate ontologies in the GIS 
domain. 

3.1 Dataset

Because data from several different areas of the United States 
were employed in our experiments, we effectively created a multi-
jurisdictional GIS environment. The number of instances is as low 
as 24 (Ferry) and as high as 91059 (Junction and Intersection). 
Meanwhile, the number of attributes is as low as 3 (Ferry) and as 
high as 26 (Enclosed Traffic Area) and the geographic scope 
ranges from a particular city (ie. Dallas) to an entire state 
(Virginia).

3.2  Results

The results of the alignment of O1 and O2 using content similarity 
of the compared concepts are shown in
Table 1. Each cell in the table represents a similarity
calculation between one concept in O1 and another
concept in O2, and is composed of four separate values. The first 
two values represent the content similarity over 
encoded text using TPF and DNF, respectively. The last
two values represent content similarity over regular text
using TPF and DNF, respectively. For example, between the 
concepts of Junction of O1 and Intersection of O2, the TPF was 
measured at .76, the DNF was measured at .97, the TPF was 
measured at .33, and the DNF was measured at .58. From the 
results, a number of conclusions can be drawn. First, for most of 
the concept comparisons, the calculated similarity values
generated by using DNF, independent of the text type, are 
significantly higher than the values generated by TPF. These 
results can be explained due to the more stringent matching 
requirements of a value type in TPF as opposed to DNF. Keep in 
mind that for 2 tuples to have a matching value type in TPF, the 
sets of 2-grams contained within each must match exactly. If there 
is even one 2-gram contained in one tuple that the other tuple 
lacks, then the tuples will represent different value types in TPF. 
The end result of this situation will be that the tuples will not have 
any value type information in common.  However, in DNF, these 
same tuples would be able to match on nearly all of their 2-grams, 
which in turn would raise the conditional entropy H(C|T) and 
result in a higher overall EBD value between the compared 
columns. 

Table 1. EBD values between concepts of O1 and O2

The second observation to be made from Table 1 is that the EBD 
values obtained over raw text were far lower than those obtained 
over encoded text. The reason for this is because for DNF in the
case of raw text, the large increase in the number of possible 2-
grams generated trivially leads to a larger number of value types 
between the compared columns. For TPF, all that is required to 
distinguish one 2-gram set from another is a single 2-gram. 
Consequently the number of unique sets of 2-grams generated via 
TPF will also rise sharply. Because of the expanded possibilities 
in 2-grams and 2-gram sets in raw text, there will also be far more 
value types present within the compared columns. This means that 
there is a greater possibility of unmatched types, and as a result, 
the conditional entropy values are more likely to be dissimilar. A 
final observation from Table 1 is that despite the discrepancies 
noted above, some sensible correlations emerge. For instance, the 
concepts Traffic Area and Enclosed Traffic Area share a high 
concept similarity based on TPF and DNF over both encoded and 
raw text. This is particularly evident when measuring the relative 
similarity values for either concept as compared to other matching 
concepts. The content similarity between Traffic Area and 
Enclosed Traffic Area using TPF over encoded text was .80, a 
minimum of .38 higher than other concepts for Traffic Area (with 
the second closest being .42 from Address Area) and .45 higher 
than other concepts for Enclosed Traffic Area (with the second 
closest being .35 from Residential Area). Notable correlations also 
existed between Residential Area-Address Area and Junction-
Intersection.
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