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Abstract. Many organizations capture personal information, but the
quantity of records needed to detect statistically significant patterns is
often beyond the grasp of a single data collector. In the biomedical realm,
this problem has pressed regulatory agencies to require funded investi-
gators to share research-derived data to public repositories. The chal-
lenge; however, is that shared records must not reveal the identity of
the subjects. In this paper, we extend a secure framework in which data
holders contribute and query encrypted person-specific data stored on a
third party’s server. Specifically, we develop protocols that enable data
holders to merge personal records, thus creating larger profiles and di-
minishing duplication. The repository administrator can merge records
via encrypted identifiers without decrypting or inferring the contents of
the joined records. Our model is more practical than prior secure join
methods because each data holder needs only a single interaction with
the central repository. We further present an extension to the protocol
that permits the revelation of k-anonymous demographics, such that the
administrator can perform joins more efficiently with the guarantee that
each record can be linked to no less than k individuals in the popu-
lation. We prove the privacy preserving features of our protocols and
experimentally evaluate their efficiency in a real world Census dataset.

1 Introduction

The tensions between data sharing and data privacy are felt in many environ-
ments. In this paper, we focus on recent issues in the biomedical community,
which illustrates real policy and technology challenges, but also opportunities
for solutions. Consider, in the United States, the National Institutes of Health
(NIH) expects the timely sharing of final research data from investigators re-
ceiving $500,000 or more in any year of an NIH-funded grant [1]. The goal is to
facilitate the dissemination of data generated with NIH funds for use by other
researchers. More recently, the NIH recognized that the integration of infor-
mation technology into healthcare, in combination with the decreasing cost of
DNA sequencing and storage technologies, has enabled the collection of detailed
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patient-specific health and genetic data [2]. Thus, in its policy for genome wide
association studies (GWAS), the NIH specifies that all data derived through
NIH-funded GWAS studies, whether it be DNA sequences or information de-
rived from an individual’s medical record, must be shared to an NIH-managed
centralized repository [3]. These are noble endeavors, designed to facilitate infor-
mation reuse, but they are challenging because, at the same time, investigators
must ensure that the anonymity of their subjects is not compromised. Failure
to do so will have adverse legal and social consequences that significantly harm
public support of biomedical research. It is important to recognize this problem
is not unique to the United States. Across the globe, organizations are working to
integrate person-specific DNA and clinical information from disparate facilities
in the hopes of generating statistically significant research results [4,5,6].

In earlier work, we began to address this challenge with the introduction of
a privacy enhancing framework that permits data holders to submit and query
biomedical data housed in a centralized repository managed by a third party
[7]. The framework enables data holders to store person-specific data, such as
DNA sequences, on a third party’s server in an encrypted format. The crypto-
graphic basis of the framework is homomorphic, which enables the third party
to execute queries for researchers, such as count queries, without decrypting the
records. For example, a researcher can ask “How many DNA sequence contain
pattern X?” and, while the third party will learn the result (i.e., the fraction
of records that satisfy the criteria), it cannot learn which records satisfied the
criteria.

The knowledge gained through count queries; however, does not support
certain biomedical applications. For instance, in the healthcare realm, patients
are mobile and their data can be collected by multiple locations, such as when a
patient visits one hospital for primary care and a second hospital to participate
in a clinical trial [8]. To facilitate robust biomedical investigations and prevent
duplication of entries, it is beneficial to merge data that corresponds to the
same patient. In traditional databases, such merges are achieved through joins
on common attributes. The framework presented in [7]; however, is based on
semantic security, so equivalent identifiers will appear different after encrypted.
Therefore, we need to develop a new protocol to achieve join queries.

We exploit the fact that many organizations, such as healthcare providers,
collect identifying information on their consumers. For instance, it is common
for hospitals to use a patient’s Social Security Number (SSN) and/or demo-
graphics for administrative purposes [9,10]. Such identifiers have been validated
as excellent keys for data merging [11], but their disclosure is strictly prohib-
ited by most organizations’ policies and federal regulations. Despite restric-
tions, we can share SSNs, and other identifiers, in an encrypted manner for
data merging purposes when the encryptions are semantically secure [12]. In
this paper, we demonstrate how to join patient-specific identifiers within an ex-
isting encrypted framework. Moreover, by utilizing the concept of k-anonymity
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[13,14], we propose an approach to speed up encrypted joins by revealing person-
specific specific features to limit the number of potential joins that must be
evaluated.

The rest of the paper is organized as follows: Section 2 highlights the existing
work that is most related to the protocols proposed in this paper, including an
overview of our secure framework. In Section 3, we develop a secure equi-join
procedure within the context of the framework. Then, in Section 4 presents a
more efficient protocol using data k-anonymization techniques. Section 5 pro-
vides an empirical analysis of the protocol with a real world Census dataset.
Section 6 discusses some lessons learned, and Section 7 concludes the paper.

2 Related Work

To date, several generic privacy preserving data integration frameworks [15,16]
have been proposed. These frameworks generally involve three basic privacy-
preserving components: 1) schema matching, 2) joins, and 3) query processing.
For the most part, research has been performed to address specific challenges
in each component. For example, in [17], a cryptographic protocol for schema
matching has been proposed. In addition, several equality joins have been pro-
posed in the past for different settings [18,19,20,21]. Usually, these protocols
involve expensive cryptographic operations and they are not directly scalable
for large data sets. To enable more efficient solutions, hash-based noise addition
techniques [22] and anonymization based approaches have been [23] proposed.
Compared to previous work; however, the protocols we introduce in this paper
require participants to have only single interaction. Also, in our work, we en-
able each data holder’s records to be incrementally added to the central data
repository.

In prior work, we introduced a framework to support integration and
querying of a database of encrypted genomic sequences and affiliated patient-
specific data [7]. The goal of the framework is to enable 1) the secure transfer
and centralized storage of person-specific DNA sequences in a database and 2)
the support queries and data mining tasks as they would be performed on the
original sequences. To achieve these goals, the framework incorporates four types
of participants: data holders, data users, a data site, and a key holder site. As a
running example, imagine that the set of data holders are hospitals and that the
set of data users are biomedical researchers. We assume each hospital maintains
some demographic information (e.g., sex, age), clinical information (e.g., medical
diagnosis), and DNA records. We further assume that the participants do not
collude and are semi-honest [24], such that all participants can use information
they observe to infer knowledge, but they do not deviate from the framework’s
specification. The data site (DS) and key holder site (KHS) are crucial to the
security components of the architecture. Specifically, KHS manages the keys
that encrypt patient information and queries and the keys to decrypt the query
results. In contrast, the encrypted DNA and patient data is stored and processed
at DS. We summarize the participants’ roles and the framework in Appendix A.
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3 Secure Queries and the Equi-Join

We focus on how to execute equi-join queries on the encrypted data stored at
DS. Such queries are necessary for adding and integrating new datasets to the
database already stored at DS. Here, we present a novel protocol to perform se-
cure equality joins, termed as Secure-Equijoin, and applicable to non-interactive
environments with independently encrypted attributes. The proposed protocol
uses the Paillier cryptosystem (key properties are presented in Appendix B).

We adopt the following notation for this paper: θh = {θh
1 , . . . , θh

α} is dataset of
α records in relational form, where each row (e.g., θh

i ) indicates an individual’s
data. θh

ij represents the value of the jth attribute of the ith individual in θh. Epk

and Dpr respectively are the Paillier’s encryption and decryption functions with
public key pk and private key pr. θh1

�� θh2 indicates the join of datasets θh1

and θh2 on common attributes (e.g., encrypted primary key).
Protocols 1 and 2 depict the pseudo-code of Secure-Equijoin as executed by DS

and KHS, respectively. We assume a patient’s record in a database is associated
with identifying attributes, such as Social Security Number (SSN) or various
demographics. The Secure-Equijoin is initiated by a hospital to encrypt the
tuples in its database, θh1 , which is then sent to DS. After receiving encrypted
tuples from two hospitals, Epk(θh1) and Epk(θh2), DS calculates θh1

�� θh2 .
To evaluate the equi-join, DS securely calculates if two encrypted records

are equivalent. Without loss of generality, we assume the join is performed using
attributes j1 . . . jm. Let θh

ij be the value of the jth attribute of ith tuple of θh. DS
must inspect whether two encrypted tuples Epk(θh1

i1
) and Epk(θh2

i2
) match. Using

the homomorphic properties of Paillier encryption, DS checks if
(
θh1

i1j1
= θh2

i2j2

)
∧

· · · ∧
(
θh1

i1jm
= θh2

i2jm

)
is true by checking if Mi1,i2 =

∑m
v=1

(
θh1

i1jv
− θh2

i2jv

)
· rv =

0 mod n, where r1, . . . rm are non-zero random values. DS calculates Epk(Mi1,i2)
on encrypted data via evaluating:

Epk(Mi1,i2) = (+h)m
v=1

[(
Epk(θh1

i1jv
) +h (Epk(θh2

i2jv
) ×h (−1))

)
×h rv

]

When the decrypted value of Epk(Mi1,i2) is 0, then two records correspond to
the same patient with high probability. The main reason behind this observation
is the fact that if all the attributes match then for each v, (θh1

i1jv
− θh2

i2jv
) = 0,

and then Mi1,i2 is 0. As proven below, if any of the attributes fail to match then
it is highly unlikely that Mi1,i2 is 0.

3.1 Correctness of Equi-Join Protocol

Here, we prove that Mi1,i2 = 0 gives the correct join result with high probability.
We first derive a lemma that states the probability of computing a 0 through
homomorphic addition, when there is at least one non-zero value, is very low.

Lemma 1. Given fixed a1, . . . , am ∈ {0, . . . , n − 1} with at least one non-zero
aj value and uniformly randomly chosen r1, . . . , rm ∈ {1, . . . , n − 1}. Let Sm =∑m

i=1 ai · ri mod n, then Pr[Sm = 0] ≤ 1
n−1 .
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Algorithm 1. DS-Equi-Join

Require: Encrypted datasets Epk(θh1) and Epk(θh2); j1, . . . , jm are join attributes
1: for all Epk(θh1

i1
) ∈ Epk(θh1) do

2: for all Epk(θh2
i2

) ∈ Epk(θh2) do
3: for v = 1 to m do
4: Ev ←

(
Epk(θh1

i1jv
) +h (Epk(θh2

i2jv
) ×h (−1))

)
×h rv

5: end for
6: Epk(Mi1,i2) ← E1 +h E2 +h . . . +h Em

7: end for
8: end for
9: Send all permuted Epk(Mi1,i2) values to KHS

Algorithm 2. KHS-Equi-Join
Require: Epk(Mi1,i2)’s from DS
1: for all Epk(Mi1,i2 do
2: if Dpr(Mi1,i2) = 0 then
3: (i1, i2) matches
4: end if
5: end for
6: Send all matching (i1, i2) pairs to DS

Proof. Let us assume aj is not equal to zero (it exists due to the initial as-
sumption) and all operations are modulo a large prime n.1 Given any x ∈
{0, . . . , n − 1}, we can easily state the following inequality:

Pr[aj · rj = −x] = Pr[rj = −x · (aj)−1] =
{

0, x = 0
1

n−1 , else ≤ 1
n − 1

Using the above inequality, we have: Pr[Sm = 0] =
∑n−1

x=0(Pr[aj · rj = −x|Sm −
aj · rj = x] · Pr[Sm − aj · rj = x]). Thus, for any x, Pr[aj · rj = −x] ≤ 1

n−1 ,

Pr[Sm = 0] ≤ 1
n − 1

(
n−1∑
x=0

Pr[Sm − aj · rj = x]

)
(1)

Since all operations are modulo n, Sm − aj · rj will only takes values between
{0, . . . , n − 1}, this implies that:

(
n−1∑
x=0

Pr[Sm − aj · rj = x]

)
= 1 (2)

1 To uphold protocol security, we recommend choosing values of n, the modular base,
on the order of 1024 bits. If, for instance, we join two tables with 10 million tuples
each, the expected number of mismatches is significantly smaller than one (i.e.,
107.107

21024−1 ). Thus, for any database with the less than 2512 tuples, the error introduced
by our scheme can be made arbitrarily small by increasing size of n.
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Equations (1) and (2) concludes our proof. �

Lemma 1 provides intuition regarding the general properties of homomorphic
addition. In the context of our protocol, this lemma can be used to prove The-
orem 1. Basically, assume that we use homomorphic encryption to subtract the
two patients’ values in the same attribute (e.g., date of birth). Then, if the
values match, the homomorphic subtraction will be a random value, or a false
non-match with very low probability.

Theorem 1. Given two encrypted tuples Epk(θh1
i1

) and Epk(θh2
i2

), if θh1
i1

and θh2
i2

matches, then Mi1,i2 = 0 (Mi1,i2 is defined as above); on the other hand, if
Mi1,i2 = 0 then θh1

i1
and θh2

i2
matches with probability at least 1 − 1

n−1 .

Proof. Due to the definition of Mi1,i2 , if θh1
i1

and θh2
i2

matches then for all v,(
θh1

i1jv
− θh2

i2jv

)
= 0. This implies that Mi1,i2 = 0. Let us consider the case where

Mi1,i2 = 0 but θh1
i1

and θh2
i2

does not match. This implies for some non-zero

av =
(
θh1

i1jv
− θh2

i2jv

)
values,

∑m
v=1 (av · rv) = 0 mod n for non-zero uniformly

randomly chosen rv ∈ {1, . . . , n − 1}. According to Lemma 1, the probability of
such an event is less than 1

n−1 . This implies that if Mi1,i2 = 0 then two tuples
match with probability bigger than 1 − 1

n−1 . �

3.2 Security of the Equi-Join Protocol

The protocol is secure within the framework with respect to DS because it does
not have access to the private keys. In addition, due to semi-honest model, we
assume that DS follows the protocol and only asks KHS for the decryption for
the properly constructed Epk(Mi1,i2) values. Thus, we consider security with
respect to KHS. Specifically, KHS observes only encrypted values of either 0,
which corresponds to a match, or a random value, which corresponds to a non-
match. Since the encryption scheme is semantically secure, KHS cannot learn
anything regarding the corresponding values of the encrypted data.

3.3 Communication and Computational Cost

Assume Secure-Equijoin is performed using m attributes, and let |θha | indicate
the number of tuples in θha . According to Protocol 1, for each tuple pair, we
perform 2m − 1 homomorphic additions, m modulo inverses and m homomor-
phic multiplications. Since each homomorphic multiplication is equivalent to an
exponentiation, which is much more expensive than the other operations, we
define the computational complexity in terms of the number of exponentiations.
Each tuple pair requires m exponentiations and there are |θh1 | · |θh2 | such pairs;
as a result, the number of exponentiations for the Secure-Equijoin protocol is
bounded by O(|θh1 | · |θh2 | · m).

For each tuple pair, DS sends the Mi1,i2 value to KHS. Assuming an s-bit
long n value, the communication complexity is bounded by O(|θh1 | · |θh2 | · s).
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4 k-Anonymity for Secure Equi-Join

The Secure-Equijoin protocol is impractical with large datasets because it re-
quires testing each new and existing record as a potential join, such that the run-
ning time increases quadratically with the number of tuples. To overcome this
limitation of the protocol, we propose a method that relaxes the semantically
secure protections afforded by the homomorphic cryptosystem to anonymity sets
of size k. We append non-encrypted patient-specific values (e.g., demographics)
to encrypted data (e.g., DNA) in a manner that satisfies a formal privacy model.
Specifically, hospitals disclose non-encrypted patient-specific data in a manner
that satisfies k-anonymity (basic properties are presented in Appendix C).

4.1 k-Anonymity as Hash Key

In essence, k-anonymized values serve as hashed keys by which DS can partition
encrypted tuples into buckets that are much smaller than the number of tuples
in the database. In doing so, DS can perform the secure equi-join procedure on
the homomorphically encrypted identifiers, such as SSNs, without testing every
combination of tuples in the cross-product of the submitted databases. Moreover,
by k-anonymizing the data, we ensure that every tuple in a bucket is linkable
to no less than k patients. Thus, after joining encrypted values, DS is unable
re-identify a tuple to less than k patients.

To implement this model, we assume the hospitals’ databases contain a com-
mon set of quasi-identifying attributes, such as a patient’s residential zip code
and age. Each hospital encrypts all remaining attributes via the public key
of DS. The hospitals then k-anonymize the quasi-identifying values of their
datasets.

4.2 Joins with Equivalent Populations

First, we consider the case when all hospitals have data on the same popula-
tion. In this scenario, each hospital k-anonymizes its dataset (with the same
anonymization algorithm, k values and generalization schema) and submits the
result to DS. When DS performs a join, it constructs buckets corresponding
to each combination of k-anonymous values. For each bucket, DS executes the
Secure-Equijoin protocol. At the completion of the protocol, every tuple from
each location will be joined with data stored at DS.

Claim. The joined database resulting from Secure-Equijoin at DS is k-anonymous
with respect to the attributes in the quasi-identifier.

Proof Sketch. The union of the joined quasi-identifying values is equivalent to
the quasi-identifying values of any tuples involved in the join. Since there are k
or more tuples in each bucket, after all tuples are joined with their correspond-
ing partners, their quasi-identifying values do not change. Thus, the resulting
database is k-anonymous. �
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4.3 Joins with Overlapping Populations

Next, we address how to join data when hospitals collect records on overlap-
ping populations of patients. In this case, hospitals cannot k-anonymize their
databases independently, as was performed in the prior section. If this occurs,
the same patient’s data can be k-anonymized in different ways at different hospi-
tals. As a consequence, data that is joined at DS could violate the k-anonymity
model. For instance, consider the record {25, 47906} defined over the attributes
AGE and ZIP CODE and the generalization hierarchies in Figure 3 (See Ap-
pendix C). This tuple could be k-anonymized to {[23, 45], 479∗∗} at one hospital
and {25, 47 ∗ ∗∗} at another hospital. In each submitted database, the tuples are
k-anonymous, however, after joining the encrypted values, DS can infer that the
corresponding demographics must be {25, 479 ∗ ∗}, which is more specific than
both of the submitted tuples. If the number of tuples with the combination of
these demographic values is less than k, then the join violates k-anonymity.

Algorithm 3. k-Equijoin
Require: k: anonymity threshold; V1, . . . , Vm: a set of value generalization hierarchies

1: DS: Send T [Q] to hospital h
2: Hospital h:

(1) Compute C ← Get-Candidate(T h, T [Q], V1, . . . , Vs)
(2) Anonymize C based on T [Q] and send C to DS

3: DS: Compute C′ ← Equi-Join(C, T ) and send C′ to hospital h
4: Hospital h:

(1) Compute Γ ← (T h − C) ∪ C′

(2) k-anonymize Γ and send it to DS

To prevent this inference leak, we present a protocol that enables hospitals
to coordinate and, subsequently, ensure all data stored at DS satisfies the k-
anonymity framework. We call this protocol k-Equijoin and its key steps are
presented in Protocol 3. Before delving into the details of the protocol, we provide
an informal overview. Let T represent the database stored at DS. We partition
T into T [Q] and T [Q̂]. The first component, T [Q], represents the projection of T
on the quasi-identifier attributes. The second component, T [Q̂], represents the
encrypted portion of T . Similarly, data at hospital h is represented as T h[Q]
and T h[Q̂]. To initiate the protocol, h submits a request to DS to transfer its
patient-specific records. At this point, we must consider two scenarios: 1) a base
case in which h is the first hospital to submit data and 2) a general case in which
h is not the first submitter. In the base case, DS has yet to receive data from any
hospital, so h will k-anonymize the quasi-identifying attributes in its database
and encrypt the remaining attributes. Then, h will send T h to DS for storage.
In the more general case, DS has already received and stored data from one or
more hospitals. So, hospital h partitions his data into records that DS: 1) may
have already received from other hospitals and 2) definitely has not received.
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Hospital h will k-anonymize the first set of records in the same schema as they
were submitted to DS by other hospitals. The second set of records, which we
call Γ , can be k-anonymized by h without regard to records at DS because they
are the first to be to submitted. Thus, h generates and sends Γ [Q] to DS.

Now, we present the protocol more formally. To produce consistent data, the
degree of k-anonymization and the generalization algorithms are fixed for the
execution of the protocol. In addition, we assume there exists a fixed set of value
generalization hierarchies available to the hospitals. Without loss of generality,
we assume that some data is already stored at DS. k-Equijoin utilizes a function
called Get-Candidate to produce a set of data tuples in T h whose projection
on quasi-identifier attributes can be anonymized to some tuples in T [Q]. For
example, let V1 and V2 be the value generalization hierarchies (VGHs) presented
in Figure 3 (Appendix C), which correspond to the attributes AGE and ZIP
CODE. Using set representation, let t = {[46, 90], 475 ∗ ∗} be one of the records
in T [Q]. Based on the two VGHs and t, we compute a set γ such that any value in
γ can be generalized to some value in t based on the given VGHs. Consequently,
given t, γ = {50, 53, 70, 75, 80, 47500, 47535}. Suppose th = {50, 54339} is one
of the records in T h[Q]. Since th � γ, th cannot be generalized to t. On the
other hand, if th = {50, 47500}, then th can be generalized to t, and th is called
a candidate for the future join process at DS. The set C contains all possible
candidates computed according to T [Q] and VGHs.

In Step 1 of k-Equijoin, DS sends the k-anonymous portion of the centralized
database to hospital h.2 Next, in Step 2, h computes the set of its tuples that
could potentially join to tuples in the centralized database at DS. Then, h k-
anonymizes his local database T h[Q] and sends the k-anonymized portion along
with the corresponding encrypted portion to DS. Then, in Step 3, after DS
receives C, DS will locate the tuples in C that can potentially join to its data
using the Secure-Equijoin protocol. After this computation, DS notifies hospital
h which tuples can definitely not be joined with existing records, denoted as the
set C′. Finally, in Step 4, h k-anonymizes the remaining tuples with those in C′,
and sends the k-anonymized tuples to DS.3

Claim. The database at DS after all hospitals execute k-Equijoin is k-anonymous
with respect to the attributes in the quasi-identifier.

Proof Sketch. Tuples that can be joined successfully at DS do not violate k-
anonymity. Since hospital h locally k-anonymizes the other data tuples (denoted
as Γ in Algorithm 3), these tuples create new buckets at DS. Each of the new
buckets contains at least k tuples and each tuple in the new buckets do not
violate k-anonymity. Similarly, the extension of this protocol to all hospitals

2 Note, before sending T [Q], DS can eliminate all duplicates in T [Q] to reduce com-
munication costs at least by k times.

3 Note that a small number of tuples may not be k-anonymized. When this occurs, h
will not send these tuples to DS. However, these data can be combined with future
collected data. If the size of combined data is greater than k, h can initiate k-Equi-
Join protocol again with DS.
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preserves the k-anonymity criteria. When multiple locations submit their data
to DS, the k-Equijoin protocol is executed sequentially; i.e., hospital 1 executes
the protocol, followed by hospital 2, and so on. Each execution of the k-Equijoin
protocol with a new hospital preserves the k-anonymity of the database at DS.
Since each execution of the protocol preserves the k-anonymity criteria, the final
database at DS must be k-anonymous as well. This holds for all hospitals and
the database at DS that results from the sequential execution of k-Equijoin must
satisfy k-anonymity. �
We hypothesize that k-Equijoin will reduce the number of cryptographic match
evaluations that DS must perform in comparison to the Secure-Equijoin protocol
because tuples corresponding to the same patient must reside in the same bucket.
We experimentally investigate this hypothesis below.

5 Experiments

To evaluate the proposed protocols, we selected the U.S. Census income dataset,
which is publicly available on the UC Irvine Machine Learning Repository [25].
This dataset contains person-specific records that were extracted from the 1994
and 1995 Current Population Surveys. It contains 286,775 tuples without missing
values. There are 40 demographic and employment-related attributes.

5.1 Secure-Equijoin

We prototyped our protocols in Java and executed the secure join query experi-
ments using relations of 100, 200, 300, and 400 tuples extracted from the Census
income dataset. Please note that for relations of size 100, we need to do compare
10000 tuple pairs. Similarly for data set size 400, we need to compare 160000
tuple pairs. For simplicity, we executed join queries of the form θh1

�� θh1 with
different numbers of attributes in the equi-join criteria. The experimental results
are summarized in Figure 1 and indicate that join queries are computationally
expensive and thus very time consuming. As expected, the running time of the
join protocol increases linearly with the number of attributes in the join and
quadratically with the size of the relation. For instance, it took around an hour
to compute an integration of two datasets with 100 patients each (i.e., a join
operation that involves 10000 tuple pair comparisons) across four attributes.

From a practical perspective, we investigated the degree to which special-
ized software implementations could decrease the time necessary to complete
secure equi-joins. We simulated the homomorphic encryption-decryption func-
tion in the C programming language with the GMP library. Our results indicate
that we can achieve an order of 10 speed-up. This implies that we can com-
plete two million tuple pair comparisons in less than a day, which may be an
acceptable amount of time for some biomedical research queries. Yet, as the size
of the database grows, the savings afforded by specialized code is significantly
outpaced by the increased time required to evaluate possible tuple pairs in the
homomorphic space. Thus, scaling the basic join protocol to large datasets is not
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Fig. 1. Execution Time for Join Queries

feasible for the large databases that will be employed in biomedical data mining
endeavors.

5.2 k-Equijoin

To evaluate the effect of k-anonymous demographics on secure joins, we applied
the Datafly [26] algorithm, which generates k-anonymous datasets through gen-
eralization hierarchies using a greedy heuristic. We selected 4 of the 40 attributes
in the dataset to represent the quasi-identifier (i.e., the generalizable attributes).
Table 2 summarizes the statistics regarding the k-anonymous income dataset
with k equal to 5, 10, 15, and 20. To orient the reader with respect to the results
in this table, let θh1 refer to the income dataset and θh2 refer to a particular hos-
pital’s dataset. Table 2 can be interpreted as follows: given k = 20, ∀θh2

i2
∈ θh2 ,

the expected number of tuples in θh1 that potentially match θh2 is 196. In other
words, when the quasi-identifying attributes of θh2 is 20-anonymous, the aver-
age number of exponentiations is bounded by 196 · |θh2 | instead of |θh1 | · |θh2 |,
which occurs when we do not apply k-anonymity. This result implies that for
|θh1 | = 286, 775 and |θh2 | = 1000, by applying k-anonymity, we can reduce
the number of exponentiations needed from 286, 775, 000 = 286, 775 · 1000 to
196, 000 = 196 · 1000. We have increased efficiency by almost 1500! Thus, we
have confirmed our hypothesis that when k is not large, the number of secure
equality checks required by the equi-join protocol can be reduced drastically.

6 Discussion

The limiting factor in the applicability of our join protocols is the compu-
tational power needed for exponentiations and the bandwidth necessary for
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Table 1. Census Dataset Description

Attribute Values VGH Height
Age 91 5

Marital Status 7 3
Race 5 2
Sex 2 2

Table 2. Anonymization Statistics

k Min Max Avg Med Std
5 5 1964 122 19 313
10 10 1964 150 30 341
15 15 1964 174 41 363
20 20 1964 196 51 379

communication between the data site (DS) and key holder site (KHS). We believe
that our protocols will be more efficient when implemented in secure computer
hardware. Here, we suggest several potential hardware-based improvements.

First, significant efficiency gains for our protocols can be achieved through
cryptography accelerators that are tailored to execute expensive exponentiation
operations. Based on reported results with hardware accelerators , the com-
bination of more efficient software implementations (e.g., in the GMP library
of the C language) with hardware accelerators could substantially decrease the
time needed to complete an exponentiation in comparison to our Java-based
experiments. This implies that secure joins of relations, without the use of k-
anonymous keys, on databases of 10,000 could be achieved in less than a day.
We leave the implementation of our algorithms using crypto accelerators as a
future work.

Second, we can decrease the communication cost by co-locating KHS and DS.
Specifically, we envision a system in which the functions of the KHS are performed
bya secure co-processor that resideson the same serverasDS.Asecure co-processor
is a single-board computer consisting of a CPU, memory and special-purpose cryp-
tographic hardware contained in a tamper-resistant shell; certified to level 4 un-
der FIPS PUB 140-1 (One example of such a secure co-processor is the IBM 4758
Cryptographic co-processor [27]). When installed on the server, it is capable of per-
forming local computations that are completely hidden fromthe server. If tamper is
detected, the secure co-processor clears the internal memory. The implementation
of KS functionality through a secure co-processor on the same machine as DS will
decrease the communication cost.

7 Conclusions

In this paper, we presented a framework by which person-specific biomedi-
cal data can be stored and queried in a centralized encrypted repository. We
demonstrated that the administrator of the repository can perform joins of en-
crypted databases without decrypting or inferring the contents of the joined
records. Furthermore, we presented an efficient extension to the join protocol
that reveals patient-specific demographics in a manner that satisfies a formal
privacy model, i.e., k-anonymity. In doing so, we allow the administrator to
perform efficient joins with the guarantee that each record can be linked to
no less than k patients in the population. This research is notable in that it
demonstrates how centralized biomedical data repositories can be integrated and
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updated with data distributed healthcare organizations without violating pri-
vacy regulations. In future research, we intend to implement this research in real
world settings and extend it to secure computer architectures, such as secure
coprocessors.
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A Secure Architecture

The join protocols proposed in this paper are based on a secure framework [7].
To orient the reader, we briefly walk through the framework and describe the
cryptographic mechanisms. Figure 2 summarizes the system.

Step 1 (Key Generation). KHS generates a <public, private> key pair and
provides DS with the public key.

Step 2 (Data Encryption). Hospitals encrypt their records using the public
key and send the results to DS.

Step 3 (Query Issuance). After the data is encrypted and stored at DS, a
researcher sends a query for the database to DS.

Step 4 (Query Processing). DS executes the requested query and sends the
encrypted results to KHS.

Step 5 (Result Decryption). KHS decrypts the result using the private key
and sends it to the biomedical researcher.

http://www.ibm.com/security/cryptocards/html/pcicc.shtml
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We demonstrated that the framework supports aggregation queries, which are
crucial to biomedical data mining tasks. Specifically, we proved that, through
the homomorphic properties of Pallier encryption, we can execute count queries
without revealing anything other than the query result. We would like to stress
that our proposed system is secure under semi-honest model [24]. In the semi-
honest model, the participating parties (e.g., KHS and DS) are assumed to fol-
low the prescribed protocol and those parties only try to infer private informa-
tion by using what is revealed during the protocol execution. In our context,
semi-honest model implies that DS only asks KHS to decrypt encrypted query
results as prescribed by the protocol. The semi-honest model, widely used in
many different data mining tasks, is realistic for our purposes because chang-
ing complex protocols buried into large software without being detected could
be hard. In addition, due to legal concerns, owners of the DS and KHS may
not be willing to accept the potential liability of “not following the prescribed
protocols”.

Data stored at DS is semantically secure, so DS can learn the actual values
only with the corresponding private key. However, KHS only issues DS a public
key. KHS keeps the private key secret and does not share it with DS. As a
result, DS is unable to discover the original patient information. Therefore, the
data stored at DS are inherently secure against DS, as well as any biomedical
researcher that issues queries in the framework.

B Homomorphic Cryptography

To achieve a simple and flexible architecture, we utilize a semantically secure
public-key encryption scheme. The public key encryption scheme adopted in our
architecture is probabilistic and possesses a homomorphic property. The homo-
morphic property allows us to compute the encrypted sum of two plaintext values
through the corresponding ciphertexts. Formally, let Epk(.) and Dpr(.) represent
the encryption function with public key pk and the decryption function with pri-
vate key pr, respectively. A secure public key cryptosystem is probabilistic and
homomorphic if the encryption function satisfies the following features:

Constant Efficient: Given a constant k and a ciphertext Epk(m) of m, we can
efficiently compute a ciphertext of km, denoted as Epk(km) := k×h Epk(m).

Probabilistic: Given a message m, c1 = Epk(m) and c2 = Epk(m), Dpr(c1) =
Dpr(c2) but c1 �= c2 with high probability.

Additive Homomorphic: Given the encryptions Epk(m1) and Epk(m2) of m1
and m2, there exists an efficient algorithm to compute the public key encryp-
tion of m1 + m2, denoted as Epk(m1 + m2) := Epk(m1) +h Epk(m2).

Our framework can be applied within any additively homomorphic cryptosys-
tem. In this paper, we situate the framework within the Paillier cryptosystem
[28] because it has relatively wide-scale adoption and standardization.
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Fig. 2. General Architecture

C k-Anonymity

Here, we briefly review k-anonymity [13,29]. Let QI be a set of quasi-identifier
attributes that can be used with certain external information to identify a specific
individual, T be a dataset represented in a relational form and T [QI] is the
projection of T to the set of attributes contained in QI.

AGE ZIP CODE
25 54339
75 47500
50 47535
30 54788

(a) Original Data

AGE ZIP CODE
[23, 45] 54***
[46, 90] 475**
[46, 90] 475**
[23, 45] 54***

(b) 2-Anon. Data

70, 75, 8050, 5315, 18 25, 30, 35

[46, 68][23, 45] [69, 90][1, 22]

       [1, 90]

[1, 45]                [46, 90]

(c) VGH of AGE

 ***** 

54350 5476547906

547**543**479**475**

47*** 54***

54339 5478847930
47535
47500

(d) VGH of ZIP CODE

Fig. 3. Data tables and value generalization hierarchies



314 M. Kantarcioglu, W. Jiang, and B. Malin

Definition 1. T [QI] satisfies k-anonymity if and only if each record in it ap-
pears at least k times.

The criteria for k-anonymity can be achieved via a number of mechanisms. In
this paper, we concentrate on generalization [29]. In generalization, values are
replaced by more general ones, according to a value generalization hierarchy
(VGH). Figure 3 contains VGHs for the attributes AGE and ZIP CODE. Ac-
cording to the VGH of AGE, we say that 25 can be generalized to [23, 45].

As an example, consider Figure 3(a). Here, we show a dataset T with quasi-
identifier QI = {AGE, ZIP CODE}. By generalization according to the VGHs,
we can derive dataset in Figure 3(b) (T [Q]), which satisfies 2-anonymity.
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